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Chapter 1. General Project Information

¥ Apache Artemis is an open source project to build a multi-protocol, embeddable, very high
performance, clustered, asynchronous messaging system.

¥ Apache Artemis is an example of Message Oriented Middleware (MoM). For a description of
MoMs and other messaging concepts, please see the Messaging Concepts.

¥ If you have any questions related to the use or development of Apache Artemis please use one
of our mailing lists .

¥ Official project page : https://artemis.apache.org
¥ Download : https://artemis.apache.org/components/artemis/download/

¥ Git repository : https://github.com/apache/artemis


https://artemis.apache.org/contact
https://artemis.apache.org
https://artemis.apache.org/components/artemis/download/
https://github.com/apache/artemis

Chapter 2. Why use Apache Artemis?

Here are just a few reasons:

¥ 100% open source software. Apache Artemis is licensed using the Apache Software License v 2.0
to minimise barriers to adoption.

¥ Apache Artemis is designed with usability in mind.

¥ Written in Java. Runs on any platform with a Java 11+ runtime, thatOs everything from Windows
desktops to IBM mainframes.

¥ Amazing performance. Our ground-breaking high-performance journal provides persistent
messaging performance at rates normally seen for non-persistent messaging, our non-persistent
messaging performance rocks the boat too.

¥ Full feature set. All the features youOd expect in any serious messaging system, and others you
wonOt find anywhere else.

¥ Elegant, clean-cut design with minimal third party dependencies. Run the broker stand-alone,
run it in integrated in your favourite Java EE application server, or run it embedded inside your
own product. 1tOs up to you.

¥ Seamless high availability. We provide a HA solution with automatic client failover so you can
guarantee zero message loss or duplication in event of server failure.

¥ Hugely flexible clustering. Create clusters of servers that know how to load balance messages.
Link geographically distributed clusters over unreliable connections to form a global network.
Configure routing of messages in a highly flexible way.



Chapter 3. Upgrading the Broker

The Artemis broker follows a paradigm where the project distribution serves as the broker "home"
and then one or more broker "instances" are created which reference the "home" for resources (e.g.
jar files) which can be safely shared between broker instances. Therefore, an instance of the broker
must be created before it can be run. This may seem like an overhead at first glance, but it becomes
very practical when updating to a new version, for example.

To create a broker instance, navigate into the home folder and run: Jbin/artemis create
/path/to/myBrokerinstance on the command line.

Because of this separation, itOs very easy to upgrade in most cases.

ItOs recommended to choose a folder different from where the broker was
| downloaded. This separation allows you to run multiple broker instances with the
same "home," for example. It also simplifies updating to newer versions.

3.1. General Upgrade Procedure

n Review the version history for specific steps required for your upgrade before
proceeding.

In general, the process is as follows:

1. Navigate to the etc folder of the broker instance thatOs being upgraded

2. Open artemis.profile and artemis-utility.profile (artemis.profile.cmd and artemis-
utility.profile.cmd on Windows). It contains a property which is relevant for the upgrade:

ARTEMIS_HOME='/path/to/apache-artemis-version'

If you run the broker as a service on windows you have to do the following additional steps:

1. Navigate to the bin folder of the broker instance thatOs being upgraded

2. Open artemis-service.xml . It contains a property which is relevant for the upgrade:
<env hame="ARTEMIS_HOME" value="/path/to/apache-artemis-version"/>

The ARTEMIS_HOM@perty is used to link the instance with the home. In most cases the instance can
be upgraded to a newer version simply by changing the value of this property to the location of the

new broker home. Please refer to the aforementioned versions document for additional upgrade
steps (if required).

It is also possible to do many of these update steps automatically, as can be seen in the next section.



3.2. Upgrading tool

An upgrade helper tool from the new broker download can be used to refresh various
configuration files and scripts from an existing broker instance from a prior version. This
automates much of the work to upgrade the instance to the new version.

# You should back up your existing broker instance before running the command.

cd SNEW_ARTEMIS DOWBHILOAD
Jartemis upgrade PATH_TO_UPGRADING_INSTANCE

The broker instance script bin/artemis  plus profiles etc/artemis.profile and etc/artemis-
utility.profile (artemis.cmd, artemis.cmd.profile , and artemis-utility.cmd.profile on Windows)
will be updated to the new versions, setting its ARTEMIS_HOME to refer to the new broker version

home path. The tool will also create the new <instance>/etc/log4j2.properties and
<instance>/etc/log4j2-default.properties configuration files if needed (e.g if you are migrating
from a version prior to 2.27.0), and remove the old <instance>/etc/logging.properties file if
present.

The broker.xml file and data are retained as-is.

Most existing customisations to the old configuration files and scripts will be lost
in the process of refreshing the files. As such you should compare the old
configuration files with the refreshed ones and then port any missing
customisations you may have made as necessary. The upgrade command itself will
# copy the older files it changes to an  old-config-bkp.  folder within the instance dir.

Similarly, if you had customised the old logging.properties  file you may need to
prepare analogous changes for the new log4j2.properties and log4j2-
utility.properties files.



Chapter 4. Messaging Concepts

Apache Artemis is an asynchronous messaging system, an example of Message Oriented
Middleware , weOll just call them messaging systems in the remainder of this book.

WeOll first present a brief overview of what kind of things messaging systems do, where theyOre
useful and the kind of concepts youQll hear about in the messaging world.

If youOre already familiar with what a messaging system is and what itOs capable of, then you can
skip this chapter.

4.1. General Concepts

Messaging systems allow you to loosely couple heterogeneous systems together, whilst typically
providing reliability, transactions, and many other features.

Unlike systems based on a Remote Procedure Call (RPC) pattern, messaging systems primarily use
an asynchronous message passing pattern with no tight relationship between requests and
responses. Most messaging systems also support a request-response mode, but this is not a primary
feature of messaging systems.

Designing systems to be asynchronous from end-to-end allows you to really take advantage of your
hardware resources, minimizing the number of threads blocking on IO operations, and to use your
network bandwidth to its full capacity. With an RPC approach you have to wait for a response for

each request you make so are limited by the network round trip time or latency of your network.
With an asynchronous system you can pipeline flows of messages in different directions, so are
limited by the network  bandwidth not the latency. This typically allows you to create much higher
performance applications.

Messaging systems decouple the senders of messages from the consumers of messages. The senders
and consumers of messages are completely independent and know nothing of each other. This
allows you to create flexible, loosely coupled systems.

Often, large enterprises use a messaging system to implement a message bus which loosely couples
heterogeneous systems together. Message buses often form the core of an Enterprise Service Bus
(ESB). Using a message bus to de-couple disparate systems can allow the system to grow and adapt
more easily. It also allows more flexibility to add new systems or retire old ones since they donOt
have brittle dependencies on each other.

4.2. Messaging styles

Messaging systems normally support two main styles of asynchronous messaging: message queue
messaging (also known as point-to-point messaging ) and publish subscribe messaging. WeOll
summarise them briefly here:

4.2.1. Point-to-Point

With this type of messaging you send a message to a queue. The message is then typically persisted
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to provide a guarantee of delivery, then some time later the messaging system delivers the message
to a consumer. The consumer then processes the message and when it is done, it acknowledges the
message. Once the message is acknowledged it disappears from the queue and is not available to be
delivered again. If the system crashes before the messaging server receives an acknowledgement
from the consumer, then on recovery, the message will be available to be delivered to a consumer
again.

With point-to-point messaging, there can be many consumers on the queue but a particular
message will only ever be consumed by a maximum of one of them. Senders (also known as
producers) to the queue are completely decoupled from receivers (also known as consumers) of the
queue - they do not know of each otherOs existence.

A classic example of point to point messaging would be an order queue in a companyOs book
ordering system. Each order is represented as a message which is sent to the order queue. LetOs
imagine there are many front end ordering systems which send orders to the order queue. When a
message arrives on the queue it is persisted - this ensures that if the server crashes the order is not
lost. LetOs also imagine there are many consumers on the order queue - each representing an
instance of an order processing component - these can be on different physical machines but
consuming from the same queue. The messaging system delivers each message to one and only one
of the ordering processing components. Different messages can be processed by different order
processors, but a single order is only processed by one order processor - this ensures orders arenOt
processed twice.

As an order processor receives a message, it fulfills the order, sends order information to the
warehouse system, and then updates the order database with the order details. Once itOs done that
it acknowledges the message to tell the server that the order has been processed and can be
forgotten about. Often the send to the warehouse system, update in database and
acknowledgement will be completed in a single transaction to ensure ACID properties.

4.2.2. Publish-Subscribe

With publish-subscribe messaging many senders can send messages to an entity on the server,
often called a topic (e.g. in the JMS world).

There can be many subscriptions on a topic, a subscription is just another word for a consumer of a
topic. Each subscription receives a copy of each message sent to the topic. This differs from the
message queue pattern where each message is only consumed by a single consumer.

Subscriptions can optionally be  durable which means they retain a copy of each message sent to the
topic until the subscriber consumes them - even if the server crashes or is restarted in between.
Non-durable subscriptions only last a maximum of the lifetime of the connection that created them.

An example of publish-subscribe messaging would be a news feed. As news articles are created by
different editors around the world they are sent to a news feed topic. There are many subscribers
around the world who are interested in receiving news items - each one creates a subscription and
the messaging system ensures that a copy of each news message is delivered to each subscription.
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4.3. Delivery guarantees

A key feature of most messaging systems is reliable messaging . With reliable messaging the server
gives a guarantee that the message will be delivered once and only once to each consumer of a
queue or each durable subscription of a topic, even in the event of system failure. This is crucial for
many businesses; e.g. you donOt want your orders fulfilled more than once or any of your orders to

be lost.

In other cases you may not care about a once and only once delivery guarantee and are happy to
cope with duplicate deliveries or lost messages - an example of this might be transient stock price
updates - which are quickly superseded by the next update on the same stock. The messaging
system allows you to configure which delivery guarantees you require.

4.4. Transactions

Messaging systems typically support the sending and acknowledgement of multiple messages in a
single local transaction. Apache Artemis also supports the sending and acknowledgement of
message as part of a large global transaction - using the Java mapping of XA: JTA.

4.5. Durability

Messages are either durable or non durable. Durable messages will be persisted in permanent
storage and will survive server failure or restart. Non durable messages will not survive server
failure or restart. Examples of durable messages might be orders or trades, where they cannot be
lost. An example of a non durable message might be a stock price update which is transitory and
doesnOt need to survive a restart.

4.6. Messaging APIs

How do client applications interact with messaging systems in order to send and consume
messages?

Several messaging systems provide their own proprietary APIs with which the client communicates
with the messaging system.

There are also some standard ways of operating with messaging systems and some emerging
standards in this space. LetOs take a brief look at these.

4.6.1. IMS & Jakarta Messaging

JMS was historically part of OracleOs Java EE specification. However, in 2017 control was
transferred to the Eclipse Foundation and it is now known as Jakarta Messaging which is part of
Jakarta EE.

It is a Java API that encapsulates both message queue and publish-subscribe messaging patterns. It
is a lowest common denominator specification - i.e. it was created to encapsulate common
functionality of the already existing messaging systems that were available at the time of its
creation.
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It is a very popular APl and is implemented by most messaging systems. It is only available to
clients running Java.

It does not define a standard wire format - it only defines a programmatic API so clients and servers
from different vendors cannot directly interoperate since each will use the vendorOs own internal
wire protocol.

Apache Artemis provides client implementations which are a fully compliant with JMS 1.1 & 2.0 as
well as Jakarta Messaging 2.0, 3.0, & 3.1 .

4.6.2. System specific APIs

Many systems provide their own programmatic API for which to interact with the messaging
system. The advantage of this it allows the full set of system functionality to be exposed to the client
application. APIOs like JIMS are not normally rich enough to expose all the extra features that most
messaging systems provide.

The Core API is available for clients to use if they wish to have access to functionality over and
above that accessible via the JIMS API.

Please see Core for using the Core API.

4.7. High Availability

High Availability (HA) means that the system should remain operational after failure of one or
more of the servers. The degree of support for HA varies between various messaging systems.

Apache Artemis provides automatic failover where your sessions are automatically reconnected to
a backup server on event of a server failure.

For more information on HA, please see  High Availability and Failover

4.8. Clusters

Many messaging systems allow you to create groups of messaging servers called clusters. Clusters
allow the load of sending and consuming messages to be spread over many servers. This allows
your system to scale horizontally by adding new servers to the cluster.

Degrees of support for clusters vary between messaging systems, with some systems having fairly
basic clusters with the cluster members being hardly aware of each other.

Apache Artemis provides a very configurable state-of-the-art clustering model where messages can

be intelligently load balanced between the servers in the cluster, according to the number of

consumers on each node, and whether they are ready for messages. It also has the ability to
automatically redistribute messages between nodes of a cluster to prevent starvation on any

particular node.

For full details on clustering, please see  Clusters.



4.9. Bridges and routing

Some messaging systems allow isolated clusters or single nodes to be bridged together, typically
over unreliable connections like a wide area network (WAN), or the internet.

A bridge normally consumes from a queue on one server and forwards messages to another queue
on a different server. Bridges cope with unreliable connections, automatically reconnecting when
the connections becomes available again.

Bridges can be configured with filter expressions to only forward certain messages, and
transformation can also be hooked in.

Routing between queues can also be configured. This allows complex routing networks to be set up
forwarding or copying messages from one destination to another, forming a global network of
interconnected brokers.

For more information please see  Core Bridges and Diverting and Splitting Message Flows



Chapter 5. Core Architecture

The broker is designed simply as set of Plain Old Java Objects (POJOs) - we hope you like its clean-
cut design.

Each broker has its own ultra high performance persistent journal, which it uses for message and
other persistence.

Using a high performance journal allows outrageous persistence message performance, something
not achievable when using a relational database for persistence (although JDBC is still an option if
necessary).

Clients, potentially on different physical machines, interact with the broker. Three API
implementations for messaging at the client side are provided with the broker:

1. Core client API. This is a simple, intuitive Java API that is aligned with the brokerOs internal
Core. It allows more control of broker objects (e.g. direct creation of addresses and queues). The
Core API also offers a full set of messaging functionality without some of the complexities of
JMS.

2. JMS 2.0 client API. The standard JMS API is available at the client side. This client is also
compliant with the Jakarta Messaging 2.0 specification.

3. Jakarta Messaging 3.1 client API. This is essentially the same as the JMS 2.0 API. The main
difference is the package names use jakarta instead of javax. This difference was introduced
due to the move from OracleOs Java EE to EclipseOs Jakarta EE.

Other messaging protocols are also supported:

¥ AMQP 1.0

¥ OpenWire

¥ MQTT 3.X & 5.0
¥ STOMP 1.x

¥ HornetQ (for use with HornetQ clients)
JMS semantics are implemented by a JMS facade layer on the client side.

The broker does not "speak” JMS and, in fact, does not know anything about JMS, per se. It is
protocol agnostic, designed to be used with multiple different protocols.

When a client application uses the JMS API all JMS interactions are translated into operations on
the Core client API before being transferred over the wire using the Core protocol.

The broker always just deals with Core API interactions.

5.1. Standalone Broker

The normal stand-alone messaging broker configuration comprises a core messaging broker and a
number of protocol managers that provide support for the various protocol mentioned earlier.



The standalone broker configuration uses  picocli for bootstrapping the broker.

For more information on server configuration files see Server Configuration

5.2. Embedded Broker

The broker is designed as a set of simple POJOs so if you have an application that requires
messaging functionality internally, but you donOt want to expose that as an independent, standalone
broker, you can directly instantiate and embed a broker in your own application.

Read more about embedding a broker

5.3. Integrated with a Java/Jakarta EE application
server

A fully functional Java Connector Architecture (JCA) adaptor is provided. This enables easy
integration with any Java/Jakarta EE (henceforth just "EE") compliant application server or servlet
engine.

EE application servers provide Message Driven Beans (MDBs), which are a special type of
Enterprise Java Beans (EJBs) that can process messages from sources such as JMS systems or malil
systems.

Probably the most common use of an MDB is to consume messages from a JMS messaging system.

According to the EE specification an application server uses a JCA adapter to integrate with a JMS
messaging system so it can consume messages for MDBs.

However, the JCA adapter is not only used by the EE application server for consuming messages via
MDBs, it is also used when sending message to the JMS messaging system e.g. from inside an EJB or
servlet.

When integrating with a JMS messaging system from inside an EE application server it is always
recommended that this is done via a JCA adaptor. In fact, communicating with a JMS messaging
system directly, without using JCA would be illegal according to the EE specification.

The application serverOs JCA service provides extra functionality such as connection pooling and
automatic transaction enlistment, which are desirable when using messaging, say, from inside an
EJB. It is possible to talk to a JMS messaging system directly from an EJB, MDB or servlet without
going through a JCA adapter, but this is not recommended since you will not be able to take
advantage of the JCA features, such as caching of JMS sessions, which can result in poor
performance.

Note that all communication between EJB sessions or entity beans and Message Driven beans go
through the adaptor and not directly to the broker.

The large arrow with the prohibited sign shows an EJB session bean talking directly to the the
broker. This is not recommended as youOll most likely end up creating a new connection and
session every time you want to interact from the EJB, which is an anti-pattern.
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Chapter 6. Protocols and Interoperability

Apache Artemis has a powerful & flexible core which provides a foundation upon which other
protocols can be implemented. Each protocol implementation translates the ideas of its specific
protocol onto this core.

The broker ships with a client implementation which interacts directly with this core. It uses whatOs
called the "core" API, and it communicates over the network using the "core" protocol.

6.1. Supported Protocols

The broker has a pluggable protocol architecture. Protocol plugins come in the form of protocol
modules. Each protocol module is included on the brokerOs class path and loaded by the broker at
boot time. The broker ships with 5 protocol modules out of the box.

6.1.1. AMQP

AMQP is a specification for interoperable messaging. It also defines a wire format, so any AMQP
client can work with any messaging system that supports AMQP. AMQP clients are available in
many different programming languages.

Any client that supports the  AMQP 1.0 specification will be able to interact with Apache Artemis.

Please see AMQP for more details.

6.1.2. MQTT

MQTT is a lightweight connectivity protocol. It is designed to run in environments where device
and networks are constrained. Any client that supports the 3.1, 3.1.1, or 5 specification will be able
to interact with Apache Artemis.

Please seeMQTT for more detalils.

6.1.3. STOMP

Stomp is a very simple text protocol for interoperating with messaging systems. It defines a wire
format, so theoretically any Stomp client can work with any messaging system that supports Stomp.
Stomp clients are available in many different programming languages. Any client that supports the
1.0, 1.1, or 1.2 specification will be able to interact with Apache Artemis.

Please see Stomp for more details.

6.1.4. OpenWire

ActiveMQ defines its own wire protocol: OpenWire. Any application using the OpenWire JMS client
library shipped with ActiveMQ 5.12.x or higher can be used with Apache Artemis.

Please see OpenWire for more details.
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6.1.5. Core
Artemis defines its own wire protocol: Core.

Please seeCore for more details.

APIs and Other Interfaces

Although JMS and Jakarta Messaging are standardized APIs, they do not define a network protocol.
The Artemis JMS & Jakarta Messaging clients are implemented on top of the core protocol. We also
provide a client-side JNDI implementation

6.2. Configuring Acceptors

In order to make use of a particular protocol, a transport must be configured with the desired
protocol enabled. There is a whole section on configuring transports that can be found here.

The default configuration shipped with the distribution comes with a number of acceptors already
defined, one for each of the above protocols plus a generic acceptor that supports all protocols. To
enable protocols on a particular acceptor simply add the protocols url parameter to the acceptor
url where the value is one or more protocols (separated by commas). If the protocols parameter is
omitted from the url  all protocols are enabled.

¥ The following example enables only MQTT on port 1883

<acceptors>
E <acceptor>tcp://localhost:1883?protocols=MQTT </acceptor>
</acceptors>

¥ The following example enables MQTT and AMQP on port 5672

<acceptors>
E <acceptor>tcp://localhost:5672?protocols=MQTT,AMQP </acceptor>
</acceptors>

¥ The following example enables all protocols on 61618

<acceptors>

E <acceptor>tcp://localhost:61616  </acceptor>

</acceptors>
Here are the supported protocols and their corresponding value used in the protocols url
parameter.
Protocol protocols value

Core CORE



Protocol
OpenWire
AMQP
MQTT
STOMP

protocols value

OPENWIRE
AMQP
MQTT
STOMP



Chapter 7. AMQP

The AMQP 1.0 specification is supported. By default, there are

accept AMQP connections on ports 61616and 5672

See the general Protocols and Interoperability chapter for details on configuring an

AMQP.
You can use any AMQP 1.0 compatible clients.
A short list includes:

¥ gpid clients

¥ NET Clients

¥ Javascript NodeJS
¥ Java Script RHEA

¥ E and many others.

7.1. Examples

We have a project with a few examples :

¥ NET:
I ./Jexamples/protocols/amgp/dotnet
¥ ProtonCPP
I .Jexamples/protocols/amqp/proton-cpp
I .Jexamples/protocols/amqp/proton-clustered-cpp
¥ Ruby
I .Jexamples/protocols/amqp/proton-ruby
¥ Java (Using the gpid JMS Client)
I .Jexamples/protocols/amqgp/queue
¥ Interceptors
I .Jexamples/features/standard/interceptor-amgp

I .Jexamples/features/standard/broker-plugin

7.2. Message Conversions

acceptor elements configured to

acceptor for

The broker will not perform any message conversion to any other protocols when sending AMQP

and receiving AMQP.

However if you intend your message to be received by an AMQP JMS Client, you must follow the
JMS Mapping Conventions . If you send a body type that is not recognized by this specification the
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conversion between AMQP and any other protocol will make it a Binary Message. Make sure you
follow these conventions if you intend to cross protocols or languages. Especially on the message
body.

A compatibility setting allows aligning the naming convention of AMQP queues (JMS Durable and
Shared Subscriptions) with CORE. For backwards compatibility reasons, you need to explicitly
enable this via broker configuration:

amgqp-use-core-subscription-naming

¥ true - use queue naming convention that is aligned with CORE.

¥ false (default) - use older naming convention.

7.3. Intercepting and changing messages

We donOt recommend changing messages at the serverOs side for a few reasons:

¥ AMQP messages are meant to be immutable

¥ The message wonOt be the original message the user sent

¥ AMQP has the possibility of signing messages. The signature would be broken.
¥ For performance reasons. We try not to re-encode (or even decode) messages.

If regardless these recommendations you still need and want to intercept and change AMQP
messages, look at the aforementioned interceptor examples.

7.4. AMQP and security

The PLAIN, ANONYMOUS, and GSSAPI SASL mechanisms are accepted. These are implemented on
the brokerOs security infrastructure.

7.5. AMQP and destinations

If an AMQP Link is dynamic then a temporary queue will be created and either the remote source
or remote target address will be set to the name of the temporary queue. If the Link is not dynamic
then the address of the remote target or source will be used for the queue. In case it does not exist,
it will be auto-created if the settings allow.

7.6. AMQP and Multicast Addresses (Topics)

Although AMQP has no notion of "topics" it is still possible to treat AMQP consumers or receivers as
subscriptions rather than just consumers on a queue. By default any receiving link that attaches to
an address that has only multicast enabled will be treated as a subscription and a corresponding

subscription queue will be created. If the Terminus Durability is either UNSETTLED_STAGE
CONFIGURATI®EN the queue will be made durable (similar to a JMS durable subscription) and
given a name made up from the container id and the link name, something like my-container-id:my-

link-name . If the Terminus Durability is configured as NONIEhen a volatile multicast queue will be
created.



7.7. AMQP and Coordinations - Handling Transactions

An AMQP links target can also be a Coordinator. A Coordinator is used to handle transactions. If a
coordinator is used then the underlying server session will be transacted and will be either rolled
back or committed via the coordinator.

I AMQP allows the use of multiple transactions per session, amgp:multi-txns-per-ssn
. however, only a single transaction per session is supported by the broker.

7.8. AMQP scheduling message delivery

An AMQP message can provide scheduling information that controls the time in the future when
the message will be delivered at the earliest. This information is provided by adding a message
annotation to the sent message.

There are two different message annotations that can be used to schedule a message for later
delivery:

x-opt-delivery-time

The specified value must be a positive long corresponding to the time the message should be
made available for delivery (in milliseconds).

x-opt-delivery-delay

The specified value must be a positive long corresponding to the amount of milliseconds after
the broker receives the given message before it should be made available for delivery.

If both annotations are present in the same message then the broker will prefer the more specific
x-opt-delivery-time  value.

7.9. DLQ and Expiry transfer

AMQP Messages will be copied before transferred to a DLQ or ExpiryQueue and will receive
properties and annotations during this process.

The broker also keeps an internal only property (called extra property) that is not exposed to the
clients, and those will also be filled during this process.

Here is a list of Annotations and Property names AMQP Messages will receive when transferred:

Annotation name Internal Property Name Description

X-opt-ORIG-MESSAGE-ID _AMQ_ORIG_MESSAGE_ID The original message 1D before
the transfer

x-opt-ACTUAL-EXPIRY _AMQ_ACTUAL_EXPIRY When the expiry took place.

Milliseconds since epoch times

x-opt-ORIG-QUEUE _AMQ_ORIG_QUEUE The original queue name before
the transfer



Annotation name Internal Property Name Description

X-Opt-OR|G-ADDRESS _AMQ_OR'G_ADDRESS The 0rigina| address name
before the transfer

7.10. Filtering on Message Annotations

It is possible to filter on messaging annotations if you use the prefix "m." before the annotation
name.

For example if you want to filter messages sent to a specific destination, you could create your filter
accordingly to this:

ConnectionFactory factory = newJmsConnectionFactory"amqp://localhost:5672" );
Connection connection = factory . createConnection ();

Session session = connection. createSession (false , Session. AUTO_ACKNOWDEDGE
connection. start ();

javax . jms. Queuequeue = session. createQueud "my-DLQ);

MessageConsumeawonsumer= session. createConsume¢queue "\"m.x-opt-ORIG-
ADDRESS\"='ORIGINAL_PLALE™

Messagemessage= consumerreceive ();

The broker will set internal properties. If you intend to filter after DLQ or Expiry you may choose
the internal property names:

/I Replace the consumer creation on the previous example:
MessageConsuma&onsumer= session. createConsume(queue
" AMQ_ORIG_ADDRESS="ORIGINAL_RLACE™

7.11. Configuring AMQP Idle Timeout

It is possible to configure the AMQP ServerOs IDLE Timeout by setting the property
amgpldleTimeout in milliseconds on the acceptor.

This will make the server to send an AMQP frame open to the client, with your configured timeout /
2.

So, if you configured your AMQP Idle Timeout to be 60000, the server will tell the client to send
frames every 30,000 milliseconds.

<acceptor name=zamgqgp'>.... ;jamgpldleTimeout= <configured-timeout> ; ..... </acceptor>

7.11.1. Disabling Keep alive checks

if you set amgpldleTimeout=0 that will tell clients to not sending keep alive packets towards the
server. On this case you will rely on TCP to determine when the socket needs to be closed.



<acceptor name=amqgp™.... ;amqgpldleTimeout=0; ..... </acceptor>
This contains a real example for configuring amgpldleTimeout:

<acceptor name=amqgp"
>tcp://0.0.0.0:5672?amqgpldleTimeout=0;tcpSendBufferSize=1048576;tcpReceiveBufferSize=1
048576;protocols=AMQP;useEpoll=true;amgpCredits=1000;amqgpLowCredits=300;directDeliver=
false;batchDelay=10 </acceptor>

7.12. WebSockets

AMQP over WebSockets is also supported. Modern web browsers which support WebSockets can
send and receive AMQP messages.

AMQP over WebSockets is supported via a normal AMQP acceptor:
<acceptor namezamqgp-ws-acceptor">tcp://localhost:5672?protocols=AMQP </acceptor>

With this configuration, the broker will accept AMQP connections over WebSockets on the port
5672 Web browsers can then connectto  ws://<server>:5672 using a Web Socket to send and receive
AMQP messages.
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Chapter 8. STOMP

STOMP is a text-orientated wire protocol that allows STOMP clients to communicate with STOMP
Brokers. Apache Artemis supports STOMP 1.0, 1.1 and 1.2.

STOMP clients are available for several languages and platforms, making it a good choice for
interoperability.

By default, there are acceptor elements configured to accept STOMP connections on ports ~ 61616and
61613

See the general Protocols and Interoperability chapter for details on configuring an acceptor for
STOMP.

Refer to the STOMP examples for a look at some of this functionality in action.

8.1. Limitations

8.1.1. Transactional Acknowledgements

The STOMP specification identifies  transactional acknowledgements as an optional feature.
Support for transactional acknowledgements is not implemented. The ACHKrame cannot be part of a
transaction. It will be ignored if its transaction header is set.

8.1.2. Virtual Hosting

Virtual hosting isnOt supported which means the  host header in CONNE®@&me will be ignored.

8.2. Mapping STOMP destinations to addresses and
queues

STOMP clients deal with destinations when sending messages and subscribing. Destination names
are simply strings that are mapped to some form of destination on the server - how the server
translates this is left to the implementation.

These destinations are mapped to addresses and queues depending on the operation being done and
the desired semantics (e.g. anycast or multicast).

8.3. Logging

Incoming and outgoing STOMP frames can be logged by enabling DEBUG for
org.apache.activemq.artemis.core.protocol.stomp.StompConnection . This can be extremely useful for
debugging or simply monitoring client activity. Along with the STOMP frame itself, the remote IP
address of the client is logged as well as the internal connection ID so that frames from the same
client can be correlated.

Follow these steps to configure logging appropriately.
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8.4. Routing Semantics

The STOMP specification is intentionally ambiguous about message routing semantics. When
providing an overview of the protocol the STOMP 1.2 specification says:

A STOMP server is modelled as a set of destinations to which messages can
be sent. The STOMP protocol treats destinations as opaque string and their
syntax is server implementation specific. Additionally STOMP does not
define what the delivery semantics of destinations should be. The delivery,
or "message exchange", semantics of destinations can vary from server to
server and even from destination to destination. This allows servers to be
creative with the semantics that they can support with STOMP.

Therefore, there are a handful of different ways to specify which semantics are desired both on the
client-side and broker-side.

8.4.1. Configuring Routing Semantics from the Client Side

Sending

When a STOMP client sends a message (using a SENDOrame), the protocol manager looks at the
destination-type  header to determine where to route it and potentially how to create the address
and/or queue to which it is being sent. Valid values are ANYCASInd MULTICASCase sensitive). If no
indication of routing type is supplied (either by the client or the broker) then the default defined in

the corresponding default-address-routing-type & default-queue-routing-type  address-settings will
be used as necessary.

The destination header maps to an address of the same name if MULTICASS used and additionally
to a queue of the same name if ANYCASS used.

Subscribing

When a STOMP client subscribes to a destination (using a  SUBSCRIEEme), the protocol manager
looks at the subscription-type header frame to determine what subscription semantics to use and
potentially how to create the address and/or queue for the subscription. If no indication of routing

type is supplied (either by the client or the broker) then the default defined in the corresponding
default-address-routing-type & default-queue-routing-type address-settings will be used as
necessary.

The destination header maps to an address of the same name if MULTICASS used and additionally
to a queue of the same name if ANYCASS used.

8.4.2. Configuring Routing Semantics from the Broker side

On the broker-side there are two main options for specifying routing semantics - prefixes and
address settings


https://stomp.github.io/stomp-specification-1.2.html#Protocol_Overview

Prefixes

Using prefixes involves specifying the  anycastPrefix and/or the multicastPrefix on the acceptor
which the STOMP client is using. For the STOMP use-case these prefixes tell the broker that
destinations using them should be treated as anycast or multicast. For example, if the acceptor has
anycastPrefix=queue/ then when a STOMP client sends a message to destination:queue/foo  the
broker will auto-create the address  foo and queue foo appropriately as anycast and the message
will be placed in that queue. Additionally, if the acceptor has multicastPrefix=topic/  then when a
STOMP client sends a message to destination:topic/bar the broker will auto-create the address bar

as multicast, but it wonOt create a queue since multicast (i.e. pub/sub) semantics require a client to
explicitly create a subscription to receive those messages.

I The anycastPrefix and/or multicastPrefix on the acceptor will be stripped from the
. destination value.

Address Settings

Using address settings involves defining address-setting elements whose matchcorresponds with the
destination names the clients will use along with the proper delimiter to enabled matching. For
example, broker.xml could use the following:

<address-settings>
<address-setting match=queue/#" >
<default-address-routing-type> ANYCAS/Mefault-address-routing-type>
<default-queue-routing-type> ANYCAS/Mefault-queue-routing-type>
</address>
<address-setting match=topic/#" >
<default-address-routing-type> MULTICASMefault-address-routing-type>
<default-queue-routing-type> MULTICASKefault-queue-routing-type>
</address>
</address-settings>
<wildcard-addresses>
E <delimiter> /</delimiter>
</wildcard-addresses>
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Then if a STOMP client sends a message to destination:queue/foo  the broker will auto-create the
address queue/foo and queue queue/foo appropriately as anycast and the message will be placed in
that queue. Additionally, if a STOMP client sends a message to  destination:topic/bar the broker will
auto-create the address topic/bar as multicast, but it wonOt create a queue as previously explained.

8.5. STOMP heart-beating and connection-ttl

Well behaved STOMP clients will always send a DISCONNE&dme before closing their connections.
In this case the server will clear up any server side resources such as sessions and consumers
synchronously. However if STOMP clients exit without sending a DISCONNE@ame or if they crash
the server will have no way of knowing immediately whether the client is still alive or not. STOMP
connections therefore default to a  connection-ttl  value of 1 minute (see chapter on  connection-ttl
for more information. This value can be overridden using the connection-ttl-override property or



if you need a specific connectionTtl for your stomp connections without affecting the broker-wide
connection-ttl-override setting, you can configure your stomp acceptor with the connectionTtl
property, which is used to set the ttl for connections that are created from that acceptor. For
example:

<acceptor name=stomp-acceptor"
>tcp://localhost:61613?protocols=STOMP;connectionTtl=20000 </acceptor>

The above configuration will make sure that any STOMP connection that is created from that
acceptor and does not include a heart-beat header or disables client-to-server heart-beats by
specifying a 0 value will have its connection-ttl  set to 20 seconds. The connectionTtl set on an
acceptor will take precedence over  connection-ttl-override . The default connectionTtl is 60,000
milliseconds.

Since STOMP 1.0 does not support heart-beating then all connections from STOMP 1.0 clients will
have a connection TTL imposed upon them by the broker based on the aforementioned
configuration options. Likewise, any STOMP 1.1 or 1.2 clients that donOt specify a heart-beat header
or disable client-to-server heart-beating (e.g. by sending 0,X in the heart-beat header) will have a
connection TTL imposed upon them by the broker.

For STOMP 1.1 and 1.2 clients which send a non-zero client-to-server heart-beat header value then
their connection TTL will be set accordingly. However, the broker will not strictly set the
connection TTL to the same value as the specified in the heart-beat since even small network delays
could then cause spurious disconnects. Instead, the client-to-server value in the heart-beat will be
multiplied by the heartBeatToConnectionTtIModifier specified on the acceptor. The
heartBeatToConnectionTtIModifier is a decimal value that defaults to 2.0 so for example, if a client
sends a heart-beat header of 1000,0 the connection TTL will be set to  2000so that the data or ping
frames sent every 1000 milliseconds will have a sufficient cushion so as not to be considered late

and trigger a disconnect. This is also in accordance with the STOMP 1.1 and 1.2 specifications which
both state, "because of timing inaccuracies, the receiver SHOULD be tolerant and take into account

an error margin."”

The minimum and maximum connection TTL allowed can also be specified on the acceptor via the
connectionTtIMin and connectionTtIMax properties respectively. The default  connectionTtIMin is 1000
and the default connectionTtiMax is JavaOsLong.MAX_VALUfeaning there essentially is no max
connection TTL by default. Keep in mind that the heartBeatToConnectionTtIModifier is relevant here.
For example, if a client sends a heart-beat header of 20000,0 and the acceptor is using a
connectionTtIMax of 30000and a default heartBeatToConnectionTtIModifier of 2.0 then the connection
TTL would be 40000 (i.e. 20000* 2.0) which would exceed the connectionTtIMax. In this case the
server would respond to the client with a heart-beat header of 0,15000 (i.e. 30000/ 2.0). As described
previously, this is to make sure there is a sufficient cushion for the client heart-beats in accordance

with the STOMP 1.1 and 1.2 specifications. The same kind of calculation is done for
connectionTtIMin .

The minimum server-to-client heart-beat value is 500ms.

| Please note that the STOMP protocol version 1.0 does not contain any heart-beat
. frame. It is therefore the userOs responsibility to make sure data is sent within



connection-ttl or the server will assume the client is dead and clean up server side
resources. With STOMP 1.1 users can use heart-beats to maintain the life cycle of
stomp connections.

8.6. Selector/Filter expressions

STOMP subscribers can specify an expression used to select or filter what the subscriber receives
using the selector header. The filter expression syntax follows the core filter syntax described in
the Filter Expressions documentation.

8.7. STOMP and JMS interoperability

8.7.1. Sending and consuming STOMP message from JMS or Core API

STOMP is mainly a text-orientated protocol. To make it simpler to interoperate with JIMS and Core
API, our STOMP implementation checks for presence of the content-length header to decide how to
map a STOMP 1.0 message to a JMS Message or a Core message.

If the STOMP 1.0 message does not have a content-length header, it will be mapped to a JMS
TextMessage or a Core message with a single nullable SimpleString in the body buffer

Alternatively, if the STOMP 1.0 message has a content-length header, it will be mapped to a JMS
BytesMessage or a Core message with a byte[] in the body buffer .

The same logic applies when mapping a JMS message or a Core message to STOMP. A STOMP 1.0
client can check the presence of the content-length header to determine the type of the message
body (String or bytes).

8.7.2. Message IDs for STOMP messages

When receiving STOMP messages via a JMS consumer or a QueueBrowser, the messages have no
properties like JMSMessagelD by default. However this may bring some inconvenience to clients
who wants an ID for their purpose. The broker STOMP provides a parameter to enable message ID
on each incoming STOMP message. If you want each STOMP message to have a unique ID, just set
the stompEnableMessageltb true. For example:

<acceptor name=stomp-acceptor"
>tcp://localhost:61613?protocols=STOMP;stompEnableMessageld=true </acceptor>

When the server starts with the above setting, each stomp message sent through this acceptor will
have an extra property added. The property key is amgMessageldand the value is a String
representation of a long type internal message id prefixed with STOMHKke:

amgMessageld : STOMP12345

The default stompEnableMessageldalue is false .



8.8. Durable Subscriptions

The SUBSCRIBHd UNSUBSCRIfé&imes can be augmented with special headers to create and destroy
durable subscriptions respectively.

To create a durable subscription the  client-id  header must be set on the CONNEG@&AmMe and the
durable-subscription-name  must be set on the SUBSCRIBffame. The combination of these two
headers will form the identity of the durable subscription.

To delete a durable subscription the client-id header must be set on the CONNEGEme and the
durable-subscription-name must be set on the UNSUBSCRIBEmMe. The values for these headers
should match what was set on the  SUBSCRIBfEame to delete the corresponding durable
subscription.

Aside from durable-subscription-name , the broker also supports  durable-subscriber-name (a
deprecated property used before  durable-subscription-name ) as well as activemq.subscriptionName
from ActiveMQ Classic. This is the order of precedence if the frame contains more than one of
these:

1. durable-subscription-name
2. durable-subscriber-name

3. activemq.subscriptionName

It is possible to pre-configure durable subscriptions since the STOMP implementation creates the
gueue used for the durable subscription in a deterministic way (i.e. using the format of client-id
.subscription-name ). For example, if you wanted to configure a durable subscription on the address
myAddresswith a client-id of myclientid and a subscription name of mysubscription then configure
the durable subscription:

<addresses>
<address nametmyAddress'>
<multicast>
<gueue name=myclientid.mysubscription" />
</multicast>
</address>
</addresses>
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8.9. Handling of Large Messages with STOMP

STOMP clients may send very large frame bodies which can exceed the size of the brokerOs internal
buffer, causing unexpected errors. To prevent this situation from happening, the broker provides a
STOMP configuration attribute  stompMinLargeMessageSizeThis attribute can be configured inside a
stomp acceptor, as a parameter. For example:

<acceptor name=stomp-acceptor"
>tcp://localhost:61613?protocols=STOMP;stompMinLargeMessageSize=10248&/acceptor>



The type of this attribute is integer. When this attributed is configured, the broker will check the

size of the body of each STOMP frame arrived from connections established with this acceptor. If

the size of the body is equal or greater than the value of stompMinLargeMessageSizd¢he message will
be persisted as a large message. When a large message is delivered to a STOMP consumer, the
broker will automatically handle the conversion from a large message to a normal message, before
sending it to the client.

If a large message is compressed, the server will uncompressed it before sending it to stomp clients.
The default value of  stompMinLargeMessageSizeis the same as the default value of
minLargeMessageSize .

8.10. WebhSockets

STOMP over WebSockets is also supported. Modern web browsers which support WebSockets can
send and receive STOMP messages.

STOMP over WebSockets is supported via the normal STOMP acceptor:
<acceptor name=stomp-ws-acceptor" >tcp://localhost:61614?protocols=STOMP </acceptor>

With this configuration, the broker will accept STOMP connections over WebSockets on the port
61614 Web browsers can then connect to  ws://<server>:61614 using a Web Socket to send and
receive STOMP messages.

A companion JavaScript library to ease client-side development is available from GitHub (please see
its documentation for a complete description).

The payload length of Web Socket frames can vary between client implementations. By default the
broker will accept frames with a payload length of 65,536. If the client needs to send payloads
longer than this in a single frame this length can be adjusted by using the
webSocketMaxFramePayloadLengtiRL parameter on the acceptor. In previous version this was
configured via the similarly named stompMaxFramePayloadLengétceptor URL parameter.

Web Socket frames can be encoded as either binary or text . By default the broker encodes them as
binary. However, this can be changed by using the webSocketEncoderTypacceptor URL parameter.
Valid values are binary and text .

The stomp-websocketsexample shows how to configure a broker to have web browsers and Java
applications exchanges messages.

8.11. Flow Control

STOMP clients can use the consumer-window-size header on the SUBSCRIBEmMe to control the flow
of messages to clients. This is broadly discussed in the  Flow Control chapter.

This ability is similar to the  activemq.prefetchSize header supported by ActiveMQ Classic. However,
that header specifies the size in terms of messages whereas consumer-window-size specifies the size
in terms of bytes. The activemq.prefetchSize header is supported for backwards compatibility, but
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the value will be interpreted as bytes just like consumer-window-size would be. If both
activemq.prefetchSize and consumer-window-size are set then the value for consumer-window-size will
be used.

Setting consumer-window-size to 0 will ensure that once a STOMP client receives a message that it
will not receive another one until it sends the appropriate ACKor NACHKrame for the message it
already has.

Setting consumer-window-size to a value greater than 0 will allow it to receive messages until the
cumulative bytes of those messages reaches the configured size. Once that happens the client will

not receive any more messages until it sends the appropriate ACKor NACHrame for the messages it
already has.

Setting consumer-window-size to -1 means there is no flow control and the broker will dispatch
messages to clients as fast as it can.

Flow control can be configured at the acceptor as well using the stompConsumerWindowSiz¢RL
parameter. This value is 10240 (i.e. 10K) by default for clients using client and client-individual
acknowledgement modes. It is -1 for clients using the auto acknowledgement mode. Even if
stompConsumerWindowSimeset on the STOMP acceptor it will be overriden by the value provided by
individual clients using the  consumer-window-size header on their SUBSCRIBEme.

The stompConsumerWindowSikHRL parameter used to be called stompConsumerCredits
but was changed to be more consistent with the new header name (i.e. consumer-
window-size). The stompConsumerCreditsparameter is deprecated but it will still
work for the time being.

Using the DEBUG logging mentioned earlier it is possible to see the size of the MESSAGEmes
dispatched to clients. This can help when trying to determine the best consumer-window-size setting.



Chapter 9. MQTT

MQTT is a light weight, client-to-server, publish / subscribe messaging protocol. MQTT has been
specifically designed to reduce transport overhead (and thus network traffic) and code footprint on
client devices. For this reason MQTT is ideally suited to constrained devices such as sensors and
actuators and is quickly becoming the defacto standard communication protocol for 10T.

Apache Artemis supports the following MQTT versions (with links to their respective
specifications):

¥3.1
¥311
¥50

By default there are acceptor elements configured to accept MQTT connections on ports 61616and
1883

See the general Protocols and Interoperability chapter for details on configuring an acceptor for
MQTT.

Refer to the MQTT examples for a look at some of this functionality in action.

9.1. MQTT Quality of Service

MQTT offers 3 quality of service levels.

Each message (or topic subscription) can define a quality of service that is associated with it. The
quality of service level defined on a topic is the maximum level a client is willing to accept. The
quality of service level on a message is the desired quality of service level for this message. The
broker will attempt to deliver messages to subscribers at the highest quality of service level based
on what is defined on the message and topic subscription.

Each quality of service level offers a level of guarantee by which a message is sent or received:
¥ QoS 0: AT MOST ONCE

Guarantees that a particular message is only ever received by the subscriber a maximum of one
time. This does mean that the message may never arrive. The sender and the receiver will
attempt to deliver the message, but if something fails and the message does not reach its
destination (say due to a network connection) the message may be lost. This QoS has the least
network traffic overhead and the least burden on the client and the broker and is often useful

for telemetry data where it doesnOt matter if some of the data is lost.

¥ QoS 1:AT LEAST ONCE

Guarantees that a message will reach its intended recipient one or more times. The sender will
continue to send the message until it receives an acknowledgment from the recipient,
confirming it has received the message. The result of this QoS is that the recipient may receive
the message multiple times, and also increases the network overhead than QoS 0, (due to acks).
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In addition more burden is placed on the sender as it needs to store the message and retry
should it fail to receive an ack in a reasonable time.

¥ QoS 2:EXACTLY ONCE

The most costly of the QoS (in terms of network traffic and burden on sender and receiver) this
QoS will ensure that the message is received by a recipient exactly one time. This ensures that
the receiver never gets any duplicate copies of the message and will eventually get it, but at the
extra cost of network overhead and complexity required on the sender and receiver.

9.2. MQTT Retain Messages

MQTT has an interesting feature in which messages can be "retained" for a particular address. This
means that once a retain message has been sent to an address, any new subscribers to that address
will receive the last sent retained message before any others messages. This happens even if the
retained message was sent before a client has connected or subscribed. An example of where this
feature might be useful is in environments such as I0T where devices need to quickly get the
current state of a system when they are on boarded into a system.

Retained messages are stored in a queue named with a special prefix according to the name of the

topic where they were originally sent. For example, a retained message sent to the topic labc/123
will be stored in a multicast queue named $sys.mqtt.retain.abc.123  with an address of the same
name. The MQTT specification doesnOt define how long retained messages should be stored so the
broker will hold on to this data until a client explicitly deletes the retained message or it potentially

expires. However, even at that point the queue and address for the retained message will remain.
These resources can be automatically deleted via the following address-setting :

<address-setting match=$sys.mqtt.retain.#" >

E <auto-delete-queues> true </auto-delete-queues>

E <auto-delete-addresses> true </auto-delete-addresses>
</address-setting>

Keep in mind that itOs also possible to automatically apply an expiry-delay to retained messages as
well.

9.3. Will Messages

A will message can be sent when a client initially connects to a broker. Clients are able to set a "will
message" as part of the connect packet. If the client abnormally disconnects, say due to a device or
network failure the broker will proceed to publish the will message to the specified address (as
defined also in the connect packet). Other subscribers to the will topic will receive the will message
and can react accordingly. This feature can be useful in an IoT style scenario to detect errors across
a potentially large scale deployment of devices.

9.4. Debug Logging

Detailed protocol logging (e.g. packets in/out) can be activated by turning on TRACHOgging for



org.apache.activemq.artemis.core.protocol.mqtt . Follow these steps to configure logging
appropriately.

The MQTT specification doesnOt dictate the format of the payloads which clients publish. As far as
the broker is concerned a payload is just an array of bytes. However, to facilitate logging the broker
will encode the payloads as UTF-8 strings and print them up to 256 characters. Payload logging is
limited to avoid filling the logs with potentially hundreds of megabytes of unhelpful information.

9.5. Persistent Subscriptions

The subscription information for MQTT sessions is kept in an internal queue named
$sys.mqtt.sessions and persisted to storage (assuming persistence is enabled). The information is
durable so that MQTT subscribers can reconnect and resume their subscriptions seamlessly after a
broker restart, failure, etc. without having to resend a SUBSCRIBRacket. When brokers are
configured for high availability this information will be available on the backup so even in the case

of a broker fail-over subscribers will be able to resume their subscriptions.

While persistent subscriptions can be convenient they impose a performance penalty since data
must be written to and removed from storage. If you donOt need the convenience (e.g. you always
use clean sessions) and/or you donOt want the performance penalty then you can disable it by
setting mqtt-subscription-persistence-enabled to false in broker.xml , e.g.:

<core>

E ..

E <maqtt-subscription-persistence-enabled> false </mqtt-subscription-persistence-
enabled>

E ..

</core>

The default is true .

Even if maqtt-subscription-persistence-enabled is false the broker will still keep
track of QoS 1 & 2 messages. The only impact of disabling MQTT subscription
persistence is that clients will have to resend SUBSCRIBg@ackets as necessary in
order to continue receiving messages after reconnecting after the server is
restarted.

9.6. Custom Client ID Handling

The client ID used by an MQTT application is very important as it uniquely identifies the
application. In some situations broker administrators may want to perform extra validation or even
modify incoming client IDs to support specific use-cases. This is possible by implementing a custom
security manager as demonstrated in the  security-manager example .

The simplest implementation is a "wrapper" just like the security-manager example uses. In the
authenticate method you can modify the client ID using setClientld() on the
org.apache.activemgq.artemis.spi.core.protocol.RemotingConnection that is passed in. If you perform



some custom validation of the client ID you can reject the client ID by throwing a
org.apache.activemq.artemis.core.protocol.mqtt.exceptions.InvalidClientidException

9.7. Wildcard subscriptions

MQTT defines a special wildcard syntax for topic filters. This definition is found in section 4.7.1 of
both the 3.1.1 and 5 specs. MQTT topics are hierarchical much like a file system, and they use a
special character (i.e. / by default) to separate hierarchical levels. Subscribers are able to subscribe
to specific topics or to whole branches of a hierarchy.

To subscribe to branches of an address hierarchy a subscriber can use wild cards. There are 2 types
of wildcards in MQTT:

¥ Multi level  (#)

Adding this wildcard to an address would match all branches of the address hierarchy under a
specified node. For example: /uk/ Would match /uk/cities , /uk/cities/newcastle and also
/uk/rivers/tyne . Subscribing to an address would result in subscribing to all topics in the
broker. This can be useful, but should be done so with care since it has significant performance
implications.

¥ Single level (+)

Matches a single level in the address hierarchy. For example /uk/+/stores  would match
/uk/newcastle/stores  but not /uk/cities/newcastle/stores

This is close to the default wildcard syntax , but not exactly the same. Therefore, some conversion is
necessary. This conversion isnOt free so if you want the best MQTT performance use broker.xml to
configure the wildcard syntax to match MQTTOs, e.g.:

<core>

<wildcard-addresses>
<delimiter> /</delimiter>
<any-words3#</any-words>
<single-word> +</single-word>
</wildcard-addresses>
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</core>

Of course, changing the default syntax also means other clients on other protocols will need to
follow this same syntax as well as the  matchvalues of your address-setting configuration elements.

9.8. WebSockets

MQTT over WebSockets is also supported. Modern web browsers which support WebSockets can
send and receive MQTT messages.


http://docs.oasis-open.org/mqtt/mqtt/v3.1.1/os/mqtt-v3.1.1-os.html#_Toc398718107
https://docs.oasis-open.org/mqtt/mqtt/v5.0/os/mqtt-v5.0-os.html#_Toc3901242
https://html.spec.whatwg.org/multipage/web-sockets.html

MQTT over WebSockets is supported via a normal MQTT acceptor:
<acceptor name®mqtt-ws-acceptor" >tcp://host:1883?protocols=MQTT </acceptor>

With this configuration, the broker will accept MQTT connections over WebSockets on the port 1883
Web browsers can then connect to  ws://<server>:1883 using a Web Socket to send and receive
MQTT messages.

SSL/TLS is also available, e.g.:

<acceptor name=mqtt-wss-acceptor"
>tcp://host:88837protocols=MQTT;sslEnabled=true;keyStorePath=/path/to/keystore;keyStor
ePassword=myPasfcceptor>

Web browsers can then connect to  wss://<server>:8883 using a Web Socket to send and receive
MQTT messages.

9.9. Link Stealing

The MQTT specifications define a behavior often referred to as "link stealing." This means that
whenever a new client connects with the same client ID as another existing client then the existing
clientOs session will be closed and its network connection will be terminated.

In certain use-cases this behavior is not desired so it is configurable. The URL parameter
allowLinkStealing can be configured on the MQTT acceptor to modify this behavior. By default
allowLinkStealing is true . If it is set to false then whenever a new client connects with the same
client ID as another existing client then the new clientOs session will be closed and its network
connection will be terminated. In the case of MQTT 5 clients they will receive a disconnect reason
code of 0x80(i.e. "Unspecified error")

9.10. Automatic Subscription Clean-up

Sometimes MQTT 3.x clients using CleanSession=false donOt properly unsubscribe. The URL
parameter defaultMgttSessionExpirylnterval can be configured on the MQTT acceptor so that
abandoned sessions and subscription queues will be cleaned up automatically after the expiry
interval elapses.

The default defaultMqttSessionExpirylnterval is -1 which means no clean up will happen for MQTT
3.x clients. Otherwise it represents the number of seconds which must elapse after the client has
disconnected before the broker will remove the session state and subscription queues.

MQTT 5 has the same basic semantics with slightly different configuration. The CleanSession flag
was replaced with CleanStart and a session expiry interval  property. The broker will use the clientOs
session expiry interval if it is set. If it is not set or set to 0, the session ends when the Network

Connection is closed.

MQTT session state is scanned every 5,000 milliseconds by default. This can be changed using the
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mqtt-session-scan-interval  element set in the core section of broker.xml .

9.11. Flow Control

MQTT 3.x lacks a flow control mechanism. The sending party determines how many QoS 1 & 2
messages can be published without acknowledgment. On the broker side, this is controlled by the
defaultMaximumInFlightPublishMessages URL parameter on the MQTT acceptor in broker.xml , which
defaults to 65535

MQTT 5 introduced a simple form of  flow control . In short, a broker can tell a client how many QoS
1 & 2 messages it can receive before being acknowledged and vice versa.

This is controlled on the broker by setting the receiveMaximunmURL parameter on the MQTT acceptor.
The default value is 65535(the maximum value of the 2-byte integer used by MQTT).
A value of 0is prohibited by the MQTT 5 specification.

A value of -1 will prevent the broker from informing the client of any receive maximum which
means flow-control will be disabled from clients to the broker. This is effectively the same as setting
the value to 65535 but reduces the size of the CONNA@#cket by a few bytes.

If the MQTT 5 client doesnOt send the Receive Maximum property to the broker, the broker uses its
defaultMaximumInFlightPublishMessages setting to determine the maximum number of QoS 1 & 2
messages it can send without acknowledgment.

9.12. Topic Alias Maximum

MQTT 5 introduced <a href="https://docs.oasis-open.org/mqtt/mqtt/v5.0/0s/mqtt-v5.0-
os.html#<em>Topic_Alias">topic aliasing</a>. This is an optimization for the size of
<code>PUBLISH</code> control packets as a 2-byte integer value can now be substituted for the
_name</em> of the topic which can potentially be quite long.

Both the client and the broker can inform each other about the maximum alias value they support
(i.,e. how many different aliases they support). This is controlled on the broker using the
topicAliasMaximum URL parameter on the acceptor used by the MQTT client.

The default value is  65535(the maximum value of the 2-byte integer used by MQTT).
A value of 0 will disable topic aliasing from clients to the broker.

A value of -1 will prevent the broker from informing the client of any topic alias maximum which
means aliasing will be disabled from clients to the broker. This is effectively the same as setting the
value to 0, but reduces the size of the CONNA@#cket by a few bytes.

9.13. Maximum Packet Size

MQTT 5 introduced the maximum packet size . This is the maximum packet size the server or client
is willing to accept.


https://docs.oasis-open.org/mqtt/mqtt/v5.0/os/mqtt-v5.0-os.html#_Flow_Control
https://docs.oasis-open.org/mqtt/mqtt/v5.0/os/mqtt-v5.0-os.html#_Toc3901049
https://docs.oasis-open.org/mqtt/mqtt/v5.0/os/mqtt-v5.0-os.html#_Toc3901086

This is controlled on the broker by setting the maximumPacketSiz&JRL parameter on the MQTT
acceptor in broker.xml .

The default value is 268435455i.e. 256MB - the maximum value of the variable byte integer used by
MQTT).

A value of 0is prohibited by the MQTT 5 specification.

A value of -1 will prevent the broker from informing the client of any maximum packet size which
means no limit will be enforced on the size of incoming packets. This also reduces the size of the
CONNA@#cket by a few bytes.

9.14. Server Keep Alive

All MQTT versions support a connection keep alive value defined by the client. MQTT 5 introduced a
server keep alive value so that a broker can define the value that the client should use. The primary

use of the server keep alive is for the server to inform the client that it will disconnect the client for
inactivity sooner than the keep alive specified by the client.

This is controlled on the broker by setting the serverKeepAlive URL parameter on the MQTT
acceptor in broker.xml .

The default value is 60 and is measured in seconds .

A value of 0 completely disables keep alives no matter the clientOs keep alive value. This is not
recommended because disabling keep alives is generally considered dangerous since it could lead
to resource exhaustion.

A value of -1 means the broker will always accept the clientOs keep alive value (even if that value is
0).

Any other value means the serverKeepAlive will be applied if it is less than the clientOs keep alive
value unless the clientOs keep alive value is 0 in which case the serverKeepAlive is applied. This is
because a value of 0 would disable keep alives and disabling keep alives is generally considered
dangerous since it could lead to resource exhaustion.

9.15. Enhanced Authentication

MQTT 5 introduced enhanced authentication  which extends the existing name & password
authentication to include challenge / response style authentication.

However, there are currently no challenge / response mechanisms implemented so if a client passes
the "Authentication Method" property in its CONNE@acket it will receive a CONNAQWHth a reason
code of 0x8C(i.e. bad authentication method) and the network connection will be closed.

9.16. Publish Authorization Failures

The MQTT 3.1.1 specification is ambiguous regarding the brokerOs behavior when a PUBLISHbacket
fails due to a lack of authorization. In section 3.3.5 it says:


https://docs.oasis-open.org/mqtt/mqtt/v5.0/os/mqtt-v5.0-os.html#_Toc3901094
https://docs.oasis-open.org/mqtt/mqtt/v5.0/os/mqtt-v5.0-os.html#_Toc3901256
http://docs.oasis-open.org/mqtt/mqtt/v3.1.1/os/mqtt-v3.1.1-os.html#_Toc398718042

If a Server implementation does not authorize a PUBLISH to be performed
by a Client; it has no way of informing that Client. It MUST either make a
positive acknowledgement, according to the normal QoS rules, or close the
Network Connection

By default the broker will close the network connection. However if youOd rather have the broker

make a positive acknowledgement then set the URL parameter
closeMqttConnectionOnPublishAuthorizationFailure to false on the relevant MQTT acceptor in
broker.xml , e.g.:

<acceptor name=mqtt"
>tcp://0.0.0:1883?protocols=MQTT;closeMqttConnectionOnPublishAuthorizationFailure=fals

e</acceptor>



Chapter 10. OpenWire

Apache Artemis supports the OpenWire protocol so that an Apache ActiveMQ Classic JMS client can
talk directly to an Apache Artemis server. By default there is an acceptor configured to accept
OpenWire connections on port 61616

See the general Protocols and Interoperability chapter for details on configuring an acceptor for
OpenWire.

Refer to the OpenWire examples for a look at this functionality in action.

10.1. Connection Monitoring

OpenWire has a few parameters to control how each connection is monitored, they are:

maxInactivityDuration

It specifies the time (milliseconds) after which the connection is closed by the broker if no data
was received. Default value is 30000.

maxInactivityDurationInitalDelay

It specifies the maximum delay (milliseconds) before inactivity monitoring is started on the
connection. It can be useful if a broker is under load with many connections being created
concurrently. Default value is 10000.

uselnactivityMonitor

A value of false disables the InactivityMonitor completely and connections will never time out.
By default it is enabled. On broker side you donOt neet set this. Instead you can set the
connection-ttl to -1.

useKeepAlive

Indicates whether to send a KeepAlivelnfo on an idle connection to prevent it from timing out.
Enabled by default. Disabling the keep alive will still make connections time out if no data was
received on the connection for the specified amount of time.

Note at the beginning the InactivityMonitor negotiates the appropriate maxInactivityDuration and
maxInactivityDurationlnitalDelay . The shortest duration is taken for the connection.

Fore more details please see ActiveMQ InactivityMonitor

10.2. Disable/Enable Advisories

By default, advisory topics ( ActiveMQ Advisory ) are created in order to send certain type of
advisory messages to listening clients. As a result, advisory addresses and queues will be displayed
on the management console, along with user deployed addresses and queues. This sometimes cause
confusion because the advisory objects are internally managed without user being aware of them.

In addition, users may not want the advisory topics at all (they cause extra resources and
performance penalty) and it is convenient to disable them at all from the broker side.


http://activemq.apache.org/openwire.html
http://activemq.apache.org/activemq-inactivitymonitor.html
http://activemq.apache.org/advisory-message.html

The protocol provides two parameters to control advisory behaviors on the broker side.

supportAdvisory

Indicates whether the broker supports advisory messages. If the value is true, advisory
addresses/queues will be created. If the value is false, no advisory addresses/queues are created.
Default value is true .

suppressinternalManagementObjects

Indicates whether advisory addresses/queues, if any, will be registered to management service
(e.g. IMX registry). If set to true, no advisory addresses/queues will be registered. If set to false,
those are registered and will be displayed on the management console. Default value is true .

The two parameters are configured on an OpenWire acceptor, e.g.:

<acceptor name#artemis"
>tcp://localhost:616167?protocols=OPENWIRE;supportAdvisory=true;suppressinternalManagem
entObjects=false </acceptor>

10.3. OpenWire Destination Cache

For improved performance of the broker we keep a cache of recently used destinations, so that

when new messages are dispatched to them, we do not have to do a lookup every time. By default,

this cache holds up to 16 destinations. If additional destinations are added they will overwrite older
records. If you are dealing with a large amount of queues you might want to increase this value,

which is done via configuration option: openWireDestinationCacheSize set on the OpenWire acceptor
like this:

<acceptor name=artemis"
>tcp://localhost:616167protocols=OPENWIRE;openWireDestinationCacheSize=64 </acceptor>

This cache has to be set to a power of 2, i.e.. 2,16, 128and so on.

10.4. Virtual Topic Consumer Destination Translation

For existing OpenWire consumers of virtual topic destinations it is possible to configure a mapping

function that will translate the virtual topic consumer destination into a FQQN address. This

address will then represents the consumer as a multicast binding to an address representing the
virtual topic.

The configuration string list property virtualTopicConsumerWildcards has parts separated by a ;. The
first is the classic style destination filter that identifies the destination as belonging to a virtual

topic. The second identifies the number of  paths that identify the consumer queue such that it can

be parsed from the destination. Any subsequent parts are additional configuration parameters for

that mapping.

For example, the default virtual topic with consumer prefix of Consumer., would require a



virtualTopicConsumerWildcards filter of Consumer.>;2 . As a url parameter this transforms to
Consumer.*.%3E%3Bihen the url significant characters >; are escaped with their hex code points. In
an acceptor url it would be:

<acceptor name4artemis"
>tcp://localhost:616167protocols=OPENWIRE;virtualTopicConsumerWildcards=Consumer.*.%3E
%3B&/acceptor>

This will translate Consumer.A.VirtualTopic.Orders into a FQON of
VirtualTopic.Orders::Consumer.A.VirtualTopic.Orders using the int component 2 of the
configuration to identify the consumer queue as the first two paths of the destination.
virtualTopicConsumerWildcards is multi valued usinga , separator.

10.4.1. selectorAware

The mappings support an optional parameter, selectorAware which when true, transfers any
selector information from the OpenWire consumer into a queue filter of any auto-created
subscription queue.

the selector/filter is persisted with the queue binding in the normal way, such that
it works independent of connected consumers.

Please see Virtual Topic Mapping example contained in the OpenWire examples .

10.5. Logging

Incoming and outgoing OpenWire commands can be logged by enabling TRACE for
org.apache.activemg.artemis.core.protocol.openwire.OpenWireConnection . This can be extremely
useful for debugging or simply monitoring client activity. Along with the OpenWire command itself

the remote IP address of the client is logged as well as the internal connection ID so that commands

from the same client can be correlated.

Follow these steps to configure logging appropriately.



Chapter 11. Using Core

Core is a messaging system with its own API. We call thisthe  Core API.

If you donOt want to use the JMS API or any of the other supported protocols, you can use the Core
API directly. The Core API provides all the functionality of JMS but without much of the complexity.
It also provides features that are not available using JMS.

11.1. Core Messaging Concepts

Some of the Core messaging concepts are similar to JMS concepts, but Core messaging concepts are
different in some ways as well. In general, the Core API is simpler than the JMS API since we
remove distinctions between queues, topics, and subscriptions. WeOll discuss each of the major Core
messaging concepts in turn, but to see the API in detail, please consult the Javadoc.

Also refer to the address model chapter for a high-level overview of these concepts as well as
configuration details.

11.1.1. Message

¥ A message is the unit of data which is sent between clients and servers.

¥ A message has a body which is a buffer containing convenient methods for reading and writing
data into it.

¥ A message has a set of properties which are key-value pairs. Each property key is a string and
property values can be of type integer, long, short, byte, byte[], String, double, float, or boolean.

¥ A message has an address it is being sent to. When the message arrives on the server it is routed
to any queues that are bound to the address. The routing semantics (i.e. anycast or multicast)
are determined by the "routing type" of the address and queue. If the queues are bound with
any filter, the message will only be routed to that queue if the filter matches. An address may
have many queues bound to it or even none. There may also be entities other than queues (e.g.
diverts ) bound to addresses.

¥ Messages can be either durable or non durable. Durable messages in a durable queue will
survive a server crash or restart. Non durable messages will never survive a server crash or
restart.

¥ Messages can be specified with a priority value between 0 and 9. O represents the lowest
priority and 9 represents the highest. The broker will attempt to deliver higher priority
messages before lower priority ones.

¥ Messages can be specified with an optional expiry time. The broker will not deliver messages
after its expiry time has been exceeded.

¥ Messages also have an optional timestamp which represents the time the message was sent.

¥ Very large messages (i.e. much larger than can fit in available RAM at any one time) can be sent
& consumed.



11.2. Core API

11.2.1. ServerLocator

Clients use ServerLocator instances to create ClientSessionFactory instances. ServerLocator
instances are used to locate servers and create connections to them.

In JMS terms think of a ServerLocator in the same way you would a JMS Connection Factory.

ServerLocator instances are created using the ActiveMQClient factory class.

11.2.2. ClientSessionFactory

Clients use ClientSessionFactory instances to create ClientSession instances. ClientSessionFactory
instances are basically the connection to a server

In JIMS terms think of them as JMS Connections.

ClientSessionFactory instances are created using the ServerLocator class.

11.2.3. ClientSession

A client uses a ClientSession for consuming and producing messages and for grouping them in
transactions.  ClientSession instances can support both transactional and non-transactional
semantics and also provide an  XAResourcdnterface so messaging operations can be performed as
part of a JTAtransaction.

ClientSession instances group ClientConsumerinstances and ClientProducer instances.

ClientSession instances can be registered with an optional SendAcknowledgementHandleThis allows
your client code to be notified asynchronously when sent messages have successfully reached the
server. This unique feature allows you to have full guarantees that sent messages have reached the
server without having to block on each message sent until a response is received. Blocking on each
message sent is costly since it requires a network round trip for each message sent. By not blocking

and receiving send acknowledgements asynchronously, you can create true end-to-end
asynchronous systems that are not possible using the standard JMS API. For more information on

this advanced feature, please see the section Guarantees of sends and commits

Identifying your client application for management and debugging

Assigning IDs to your Core session can help you with monitoring and debugging using the
management console , e.g.:

ServerLocator locator = ...

ClientSessionFactory csf = createSessionFactory (locator );

ClientSession session = csf. createSession (null , null , false , true, true, locator
.isPreAcknowledgg), locator . getAckBatchSize(), "my-client-id" );

The value my-client-id  will then appear in the Client ID column under the Connections ,


http://www.oracle.com/technetwork/java/javaee/tech/jta-138684.html

Consumers , and Producers tabs.

If you are using the JMS API then setClientID would give you the same effect.

11.2.4. ClientConsumer

Clients use ClientConsumer instances to consume messages from a queue. Core messaging supports
both synchronous and asynchronous message consumption semantics. ClientConsumer instances
can be configured with an optional filter expression and will only consume messages which match

that expression.

11.2.5. ClientProducer

Clients create ClientProducer instances on ClientSession instances so they can send messages.
ClientProducer instances can specify an address to which all sent messages are routed, or they can
have no specified address, and the address is specified at send time for the message.

Please note that ClientSession , ClientProducer and ClientConsumer instances are
designed to be re-used.

# ItOs an anti-pattern to create new ClientSession , ClientProducer and ClientConsumer
instances for each message you produce or consume. If you do this, your
application will perform very poorly. This is discussed further in the section on
performance tuning Performance Tuning

11.3. A simple example of using Core

HereOs a very simple program using the Core messaging API to send and receive a message.
Logically itOs comprised of two sections: firstly setting up the producer to write a message to an
address, and secondly, creating a queue for the consumer using anycast routing, creating the
consumer, and starting it.

ServerLocator locator = ActiveMQClient. createServerLocator ("vm://0" );
/I In this simple example, we just use one session for both producing and receiving

ClientSessionFactory factory = locator . createSessionFactory ();
ClientSession session = factory . createSession ();

/I A producer is associated with an address ...

ClientProducer producer = session. createProducer ("example");
ClientMessage message= session. createMessagé€ true );
messagegetBodyBuffer (). writeString ("Hello" );

/l We need a queue attached to the address ...

session. createQueud "example”, RoutingType ANYCAST'example"”, true);



/I And a consumer attached to the queue ...

ClientConsumer consumer= session. createConsume("example");
/I Once we have a queue, we can send the message ...

producer. send messagg

/I We need to start the session before we can -receive- messages ...

session. start ();
ClientMessage msgReceived= consumerreceive ();

Systemout. printin  ("message =" + msgReceivedgetBodyBuffer (). readString ());

session. close ();



Chapter 12. Core Client Failover

Clients using the Core protocol can be configured to automatically reconnect to the same server
reconnect to the backup server or reconnect to other active servers in the event that a failure is
detected in the connection between the client and the server. The clients detect connection failure

when they have not received any packets from the server within the time given by client-failure-
check-period as explained in section Detecting Dead Connections .

12.1. Reconnect to the same server

Set reconnectAttempts to any non-zero value to reconnect to the same server, for further details see
Reconnection and failover attributes

If the disconnection was due to some transient failure such as a temporary network outage and the
target server was not restarted, then the sessions will still exist on the server, assuming the client
hasnOt been disconnected for more than  connection-ttl

In this scenario, the client sessions will be automatically re-attached to the server sessions after the
reconnection. This is done 100% transparently and the client can continue exactly as if nothing had
happened.

The way this works is as follows:

As Core clients send commands to their servers they store each sent command in an in-memory
buffer. In the case that connection failure occurs and the client subsequently reattaches to the same
server, as part of the reattachment protocol the server informs the client during reattachment with
the id of the last command it successfully received from that client.

If the client has sent more commands than were received before failover it can replay any sent
commands from its buffer so that the client and server can reconcile their states.Ac

The size of this buffer is configured with the confirmationWindowSize parameter on the connection
URL. When the server has received confirmationWindowSize bytes of commands and processed them
it will send back a command confirmation to the client, and the client can then free up space in the
buffer.

The window is specified in bytes.

Setting this parameter to -1 disables any buffering and prevents any re-attachment from occurring,
forcing reconnect instead. The default value for this parameter is -1. (Which means by default no
auto re-attachment will occur)

12.2. Reconnect to the backup server

Set reconnectAttempts to any non-zero value and ha to true to reconnect to the back server, for
further details see Reconnection and failover attributes

The clients can be configured to discover the list of live-backup server groups in a number of
different ways. They can be configured explicitly or probably the most common way of doing this is



to use server discovery for the client to automatically discover the list. For full details on how to
configure server discovery, please see Clusters. Alternatively, the clients can explicitly connect to a
specific server and download the current servers and backups see Clusters.

By default, failover will only occur after at least one connection has been made. In other words, by
default, failover will not occur if the client fails to make an initial connection - in this case it will
simply retry connecting according to the reconnect-attempts property and fail after this number of
attempts.

12.3. Reconnect to other active servers

Set failoverAttempts to any non-zero value to reconnect to other active servers, for further details
see Reconnection and failover attributes

If reconnectAttempts value is not zero then the client will try to reconnect to other active servers
only after all attempts to  reconnect to the same server or reconnect to the backup server fail.

12.4. Session reconnection

When clients reconnect to the same server after a restart, reconnect to the backup server or
reconnect to other active servers  any sessions will no longer exist on the server and it wonOt be
possible to 100% transparently re-attach to them. In this case, any sessions and consumers on the
client will be automatically recreated on the server.

Client reconnection is also used internally by components such as core bridges to allow them to
reconnect to their target servers.

12.5. Failing over on the initial connection

Since the client does not learn about the full topology until after the first connection is made there

is a window where it does not know about the backup. If a failure happens at this point the client

can only try reconnecting to the original server. To configure how many attempts the client will

make you can set the URL parameter initialConnectAttempts . The default for this is 0, that is try
only once. Once the number of attempts has been made an exception will be thrown.

For examples of automatic failover with transacted and non-transacted JMS sessions, please see the
examples chapter.

12.6. Reconnection and failover attributes

Client reconnection and failover is configured using the following parameters:

retrylnterval

This optional parameter determines the period in milliseconds between subsequent
reconnection attempts, if the connection to the target server has failed. The default value is 2000
milliseconds.



retrylntervalMultiplier

This optional parameter determines a multiplier to apply to the time since the last retry to
compute the time to the next retry.

This allows you to implement an  exponential backoff between retry attempts.
LetOs take an example:

If we set retrylnterval to 1000 ms and we set retrylntervalMultiplier to 2.0, then, if the first
reconnect attempt fails, we will wait 1000 ms then 2000 ms then 4000 ms between subsequent
reconnection attempts.

The default value is 1.0 meaning each reconnect attempt is spaced at equal intervals.

maxRetryInterval

This optional parameter determines the maximum retry interval that will be used. When setting
retrylntervalMultiplier it would otherwise be possible that subsequent retries exponentially
increase to ridiculously large values. By setting this parameter you can set an upper limit on that
value. The default value is 2000milliseconds.

ha

This optional parameter determines whether the client will try to reconnect to the backup node
when the primary node is not reachable. The default value is false . For more information on
HA, please see High Availability and Failover

reconnectAttempts

This optional parameter determines the total number of reconnect attempts to make to the
current live/backup pair before giving up. A value of -1 signifies an unlimited number of
attempts. The default value is 0.

failoverAttempts

This optional parameter determines the total number of failover attempts to make after a
reconnection failure before giving up and shutting down. A value of -1 signifies an unlimited
number of attempts. The default valueis 0.

All of these parameters are set on the URL used to connect to the broker.

If your client does manage to reconnect but the session is no longer available on the server, for
instance if the server has been restarted or it has timed out, then the client wonOt be able to re-
attach, and any ExceptionListener or FailureListener instances registered on the connection or
session will be called.

12.7. ExceptionListeners and SessionFailureListeners

Please note, that when a client reconnects or re-attaches, any registered JMS ExceptionListener or
Core API SessionFailureListener  will be called.



Chapter 13. Mapping JMS Concepts to the
Core API

This chapter describes how JMS destinations are mapped to the address model . If you havenOt
already done so, please read about the address model as it introduces concepts which are
referenced here.

13.1. JMS Topic

A JMS topic is implemented as a address where the name of the address is the same as the name of
the JMS topic.

A subscription on that JMS topic is represented asa  multicast queue on the corresponding address.
The queue is named according to the whether the subscription is durable and according to the
client ID and subscription named provided via the JMS API.

Typically, there is just one consumer per queue, but there can be multiple consumers on a queue
when using JMS shared topic subscriptions. Any messages sent to the JMS topic are therefore routed
to every multicast queue bound to the corresponding address and then dispatched to any
consumers on those queues (i.e. JMS topic subscriber). If there are no queues on the address, then
the message is simply dropped.

This effectively achieves JMS pub/sub semantics.

13.2. IMS Queue

Likewise, a JMS queue is implemented as an address where the name of the address is the same as
the name of the JMS queue.

However, there will be just one  anycast queue on the corresponding address. All IMS consumers
on this queue will share the messages in the queue. The queue is named the same as the address.

This effectively achieves JMS point-to-point semantics.



Chapter 14. Using JMS or Jakarta Messaging

Although Apache Artemis provides a JMS agnostic messaging API, many users will be more
comfortable using JMS.

JMS is a very popular API standard for messaging, and most messaging systems provide a JMS API.
If you are completely new to JMS we suggest you follow the Oracle JMS tutorial - a full IMS tutorial
is out of scope for this guide.

There are a wide range of examples, many of which demonstrate JMS API usage. A good place to
start would be to play around with the simple JMS Queue and Topic example, but we also provide
examples for many other parts of the JMS API. A full description of the examples is available in
Examples.

In this section weOll go through the main steps in configuring the server for JMS and creating a
simple JMS program. WeOll also show how to configure and use JNDI, and also how to use JMS
without using any JNDI.

14.1. A simple ordering system

For this chapter weOre going to use a very simple ordering system as our example. It is a somewhat
contrived example because of its extreme simplicity, but it serves to demonstrate the very basics of
setting up and using JMS.

We will have a single JMS Queue called OrderQueuge and we will have a single MessageProducer
sending an order message to the queue and a single  MessageConsumeonsuming the order message
from the queue.

The queue will be a durable queue, i.e. it will survive a server restart or crash. We also want to pre-
deploy the queue, i.e. specify the queue in the server configuration so it is created automatically
without us having to explicitly create it from the client.

14.2. INDI

The JMS specification establishes the convention that  administered objects (i.e. JIMS queue, topic and
connection factory instances) are made available via the JNDI API. Brokers are free to implement

JNDI as they see fit, assuming the implementation fits the API. Apache Artemis does not have a JNDI
server. Rather, it uses a client-side JNDI implementation that relies on special properties set in the
environment to construct the appropriate JMS objects. In other words, no objects are stored in JNDI

on the broker; instead, they are simply instantiated on the client based on the provided
configuration. LetOs look at the different kinds of administered objects and how to configure them.

The following configuration properties are strictly required when the broker is
running in stand-alone mode . When integrated into an application server (e.g.
Wildfly) the application server itself will almost certainly provide a JNDI client

with its own properties.


https://docs.oracle.com/javaee/7/tutorial/partmessaging.htm

14.2.1. ConnectionFactory JNDI

A JMS connection factory is used by the client to make connections to the server. It knows the
location of the server it is connecting to, as well as many other configuration parameters.

HereOs a simple example of the JNDI context environment for a client looking up a connection
factory to access an embedded broker:

java.naming.factory.initial =org.apache.activemgq.artemis.jndi.ActiveMQInitial ContextFac
tory
connectionFactory.invmConnectionFactory =vm://0

In this instance we have created a connection factory that is bound to invmConnectionFactory, any
entry with prefix  connectionFactory. will create a connection factory.

In certain situations there could be multiple server instances running within a particular JVM. In
that situation each server would typically have an InVM acceptor with a unique server-ID. A client
using JMS and JNDI can account for this by specifying a connction factory for each server, like so:

java.naming.factory.initial =org.apache.activemgq.artemis.jndi.ActiveMQInitialContextFac
tory

connectionFactory.invmConnectionFactory0 =vm://0
connectionFactory.invmConnectionFactoryl =vm://1
connectionFactory.invmConnectionFactory2 =vm://2

Here is a list of all the supported URL schemes:

¥ vm
¥ tep
¥ udp
¥ jgroups
Most clients wonOt be connecting to an embedded broker. Clients will most commonly connect

across a network a remote broker. HereOs a simple example of a client configuring a connection
factory to connect to a remote broker running on myhost:5445:

java.naming.factory.initial =org.apache.activemgq.artemis.jndi.ActiveMQInitial ContextFac
tory
connectionFactory.ConnectionFactory =tcp://myhost:5445

In the example above the client is using the  tcp scheme for the provider URL. A client may also
specify multiple comma-delimited host:port combinations in the URL (e.g. (tcp:/lremote-
host1:5445,remote-host2:5445) ). Whether there is one or many host:port combinations in the URL
they are treated as the initial connector(s) for the underlying connection.

The udpscheme is also supported which should use a host:port combination that matches the group-



address and group-port from the corresponding broadcast-group configured on the broker(s).

Each scheme has a specific set of properties which can be set using the traditional URL query string
format (e.g. scheme://host:port?keyl=valuel&key2=value2) to customize the underlying transport
mechanism. For example, if a client wanted to connect to a remote server using TCP and SSL it
would create a connection factory like so,  tcp://remote-host:5445?ssl-enabled=true

All the properties available for the tcp scheme are described in the documentation regarding the
Netty transport .

Note if you are using the tcp scheme and multiple addresses then a query can be applied to all the
urlOs or just to an individual connector, so where you have

¥ (tcp://Iremote-hostl:5445?httpEnabled=true,remote-host2:5445?httpEnabled=true)?clientiD=1234

then the httpEnabled property is only set on the individual connectors where as the clientld is set
on the actual connection factory. Any connector specific properties set on the whole URI will be
applied to all the connectors.

The udpscheme supports 4 properties:

localAddress

If you are running with multiple network interfaces on the same machine, you may want to
specify that the discovery group listens only on a specific interface. To do this you can specify
the interface address with this parameter.

localPort

If you want to specify a local port to which the datagram socket is bound you can specify it here.
Normally you would just use the default value of -1 which signifies that an anonymous port
should be used. This parameter is always specified in conjunction with localAddress .

refreshTimeout

This is the period the discovery group waits after receiving the last broadcast from a particular
server before removing that servers connector pair entry from its list. You would normally set

this to a value significantly higher than the broadcast-period on the broadcast group otherwise
servers might intermittently disappear from the list even though they are still broadcasting due

to slight differences in timing. This parameter is optional, the default value is 10000 milliseconds
(10 seconds).

discoverylnitialWaitTimeout

If the connection factory is used immediately after creation then it may not have had enough
time to received broadcasts from all the nodes in the cluster. On first usage, the connection
factory will make sure it waits this long since creation before creating the first connection. The
default value for this parameter is 10000 milliseconds.

Lastly, the jgroups scheme is supported which provides an alternative to the udp scheme for server
discovery. The URL pattern is jgroups://channelName?file=jgroups-xml-conf-filename where jgroups-
xml-conf-filename refers to an XML file on the classpath that contains the JGroups configuration.

The channelNamés the name given to the jgroups channel created.



The refreshTimeout and discoverylnitialWaitTimeout  properties are supported just like with udp.

The default type for the default connection factory is of type javax.jms.ConnectionFactory or
jakarta.jms.ConnectionFactory — depending on the client youOre using. This can be changed by setting
the type like so

java.naming.factory.initial =org.apache.activemgq.artemis.jndi.ActiveMQInitial ContextFac
tory
java.naming.provider.url  =tcp://localhost:5445?type=CF

In this example it is still set to the default, below shows a list of types that can be set.

Configuration for Connection Factory Types

The interface provided will depend on whether youOre using the JMS or Jakarta Messaging client
implementation.

type interface

CF (default) javax.jms.ConnectionFactory or
jakarta.jms.ConnectionFactory

XA CF javax.jms.XAConnectionFactory or
jakarta.jms.XAConnectionFactory

QUEUE_CF javax.jms.QueueConnectionFactory or
jakarta.jms.QueueConnectionFactory

QUEUE_XA _CF javax.jms.XAQueueConnectionFactoryor
jakarta.jms.XAQueueConnectionFactory

TOPIC_CF javax.jms.TopicConnectionFactory or
jakarta.jms.TopicConnectionFactory

TOPIC_XA _CF javax.jms.XATopicConnectionFactory or
jakarta.jms.XATopicConnectionFactory

14.2.2. Destination JNDI

JMS destinations are also typically looked up via JNDI. As with connection factories, destinations

can be configured using special properties in the JNDI context environment. The property name
should follow the pattern:  queue.<jndi-binding> or topic.<jndi-binding> . The property value should
be the name of the queue hosted by the broker. For example, if the broker had a JMS queue
configured like so:

<address nhametOrderQueue’>
E <queuename*OrderQueue/>
</address>

And if the client wanted to bind this queue to "queues/OrderQueue” then the JNDI properties would
be configured like so:



java.naming.factory.initial =org.apache.activemgq.artemis.jndi.ActiveMQInitial ContextFac
tory

java.naming.provider.url  =tcp://myhost:5445

gueue.queues/OrderQueueOrderQueue

It is also possible to look-up JMS destinations which havenOt been configured explicitly in the JNDI
context environment. This is possible using dynamicQueuesfor dynamicTopics/ in the look-up string.
For example, if the client wanted to look-up the aforementioned "OrderQueue" it could do so simply

by using the string "dynamicQueues/OrderQueue”. Note, the text that follows dynamicQueues/or
dynamicTopics/ must correspond exactly to the name of the destination on the server.

14.2.3. The code
HereOs the code for the example:

First weOll create a JNDI initial context from which to lookup our JMS objects. If the above
properties are set in jndi.properties  and it is on the classpath then any new, empty InitialContext
will be initialized using those properties:

InitialContext  ic = new InitialContext ();

/INow we'll look up the connection factory from which we can create
/lconnections to myhost:5445:

ConnectionFactory cf = (ConnectionFactory)ic . lookup("ConnectionFactory" );
/IAnd look up the Queue:

QueueorderQueue = (Queugic . lookup("queues/OrderQueuel;

/INext we create a JMS connection using the connection factory:

Connection connection = cf. createConnection ();

/IAnd we create a non-transacted JMS Session, with AUTO\ ACKNOWLe.qg. //acknowledge
mode:

Session session = connection. createSession (false , Session. AUTO_ACKNOWIDEDGE
//We create a MessageProducer that will send orders to the queue:
MessageProducerproducer = session. createProducer (orderQueusd;

/IAnd we create a MessageConsumer which will consume orders from the
/lqueue:

MessageConsumeaonsumer = session. createConsume(orderQueus;

//We make sure we start the connection, or delivery won't occur on it:



connection. start ();
[/We create a simple TextMessage and send it:

TextMessagemessage= session. createTextMessagd "This is an order" );
producer. send messagg

/[And we consume the message:

TextMessagereceivedMessage = ( TextMessaggconsumerreceive ();
Systemout. printin  ("Got order: "  + receivedMessage getText ());

Itis as simple as that. For a wide range of working JMS examples please see the examples .

Warning

Please note that JMS connections, sessions, producers and consumers are
designed to be re-used.

It is an anti-pattern to create new connections, sessions, producers and
consumers for each message you produce or consume. If you do this, your
application will perform very poorly. This is discussed further in the section
on performance tuning Performance Tuning

14.3. Directly instantiating JMS Resources without
using JNDI

Although it is a widespread JMS usage pattern to look up JMS  Administered Objects (i.e. IMS Queue,
Topic and ConnectionFactory instances) from JNDI, in some cases you just think "Why do | need
JNDI? Why canOt | just instantiate these objects directly?"

With Apache Artemis you can do exactly that. It supports the direct instantiation of JMS Queue,
Topic and ConnectionFactory instances, so you donOt have to use JNDI at all.

For a full working example of direct instantiation, please look at the
Instantiate JMS Objects Directly example under the JMS section of the
examples.

HereOs our simple example, rewritten to not use JNDI at all:

We create the JMS ConnectionFactory object via the ActiveMQJMSClient Utility class, note we need
to provide connection parameters and specify which transport we are using, for more information
on connectors please see Configuring the Transport



TransportConfiguration transportConfiguration = new TransportConfiguration
(NettyConnectorFactory . class . getNam§);

ConnectionFactory cf = ActiveMQJMSClientcreateConnectionFactoryWithoutHA
(JMSFactoryTypeCEF, transportConfiguration );

//We also create the JIMS Queue object via the ActiveMQJIMSClient Utility
/lclass:

QueueorderQueue = ActiveMQJMSClientcreateQueud "OrderQueue);
/INext we create a JMS connection using the connection factory:
Connection connection = cf. createConnection ();

/[And we create a non-transacted JMS Session, with AUTO\_ACKNOWLe.g. //acknowledge
mode:

Session session = connection. createSession (false , Session. AUTO_ACKNOWDEDGE
//We create a MessageProducer that will send orders to the queue:
MessageProducerproducer = session. createProducer (orderQueusd;

/IAnd we create a MessageConsumer which will consume orders from the
/lqueue:

MessageConsumeaonsumer = session. createConsume(orderQueusd;
/IWe make sure we start the connection, or delivery won't occur on it:
connection . start ();

//We create a simple TextMessage and send it:

TextMessagemessage= session. createTextMessagd "This is an order" );
producer. send messagg

/[And we consume the message:

TextMessagereceivedMessage = ( TextMessaggconsumerreceive ();
Systemout. printin  ("Got order: "+ receivedMessage getText());

14.4. Setting The Client ID

This represents the client id for a JMS client and is needed for creating durable subscriptions. It is
possible to configure this on the connection factory and can be set via the clientld element. Any
connection created by this connection factory will have this set as its client id.



14.5. Setting The Batch Size for DUPS_OK

When the JMS acknowledge mode is setto DUPS_UKis possible to configure the consumer so that it
sends acknowledgements in batches rather that one at a time, saving valuable bandwidth. This can

be configured via the connection factory via the dupsOkBatchSizeelement and is set in bytes. The
default is 1024 * 1024 bytes = 1 MiB.

14.6. Setting The Transaction Batch Size

When receiving messages in a transaction it is possible to configure the consumer to send
acknowledgements in batches rather than individually saving valuable bandwidth. This can be
configured on the connection factory via the transactionBatchSize element and is set in bytes. The
default is 1024 * 1024.

14.7. Setting The Destination Cache

Many frameworks such as Spring resolve the destination by name on every operation, this can
cause a performance issue and extra calls to the broker, in a scenario where destinations
(addresses) are permanent broker side, such as they are managed by a platform or operations team.
using cacheDestinations element, you can toggle on the destination cache to improve the
performance and reduce the calls to the broker. This should not be used if destinations (addresses)
are not permanent broker side, as in dynamic creation/deletion.



Chapter 15. Extra Acknowledge Modes

JMS specifies 3 acknowledgement modes:

¥ AUTO_ACKNOWLEDGE
¥ CLIENT_ACKNOWLEDGE

¥ DUPS_OK_ACKNOWLEDGE
Apache Artemis supports two additional modes: PRE_ACKNOWLEBBEENDIVIDUAL_ACKNOWLEDGE

In some cases you can afford to lose messages in the event of a failure, so it would make sense to
acknowledge the message on the server before delivering it to the client.

This extra mode is called pre-acknowledge mode.

The disadvantage of acknowledging on the server before delivery is that the message will be lost if
the system crashes after acknowledging the message on the server but  before it is delivered to the
client. In that case, the message is lost and will not be recovered when the system restart.

Depending on your messaging case, preAcknowledgemenmode can avoid extra network traffic and
CPU at the cost of coping with message loss.

An example of a use case for pre-acknowledgement is for stock price update messages. With these
messages it might be reasonable to lose a message in event of crash, since the next price update
message will arrive soon, overriding the previous price.

Please note, that if you use pre-acknowledge mode, then you will lose transactional
semantics for messages being consumed, since clearly they are being
acknowledged first on the server, not when you commit the transaction. This may
be stating the obvious but we like to be clear on these things to avoid confusion!

15.1. Using PRE_ACKNOWLEDGE

This can be configured by setting the boolean URL parameter preAcknowledgeto true .

Alternatively, when using the JMS API, create a JMS Session with the
ActiveMQSession.PRE_ACKNOWL&IGNt.

Il messages will be acknowledge on the server *before* being delivered to the client
Session session = connection. createSession (false , ActiveMQJMSConstants
PRE_ACKNOWLEDGE

15.2. Individual Acknowledge

A valid use-case for individual acknowledgement would be when you need to have your own
scheduling and you donOt know when your message processing will be finished. You should prefer



having one consumer per thread worker but this is not possible in some circumstances depending
on how complex is your processing. For that you can use the individual acknowledgement.

You basically setup Individual ACK by creating a session with the acknowledge mode with
ActiveMQJMSConstants.INDIVIDUAL _ACKNOWLE&@EH#ual ACK inherits all the semantics from Client
Acknowledge, with the exception the message is individually acked.

Please note, that to avoid confusion on MDB processing, Individual
ACKNOWLEDGE is not supported through MDBs (or the inbound resource
adapter). this is because you have to finish the process of your message inside the
MDB.

15.3. Example

See the Pre-acknowledge Example which shows how to use pre-acknowledgement mode with JMS.



Chapter 16. PROXY Protocol

As noted in the official PROXY Protocol documentation :

The PROXY protocol provides a convenient way to safely transport
connection information such as a clientOs address across multiple layers of
NAT or TCP proxies.

This essentially allows the broker to know a clientOs IP address even when the connection is
established through reverse proxy that supports the PROXY protocol (e.g. HAProxy, nginx, etc.).
Without PROXY protocol support the broker would see such client connections as coming from the
proxy itself which can be misleading for administrators and complicate trouble-shooting.

Both versions 1 & 2 of the PROXY Protocol are supported.

Any of our supported messaging protocols can be used in combination with the PROXY protocol
with or without TLS.

16.1. Configuration

Support for the PROXY Protocol is configured on a per-acceptor basis using the
proxyProtocolEnabled parameter, e.g.:

<acceptor name=proxy-artemis" >
tcp://0.0.0.0:616167?proxyProtocolEnabled=true = </acceptor>

16.1.1. Security

Support for the PROXY Protocol must be explicitly configured due to security reasons. As noted in
the official PROXY Protocol documentation :

The receiver MUST be configured to only receive the protocol described in
this specification and MUST not try to guess whether the protocol header is
present or not. This means that the protocol explicitly prevents port sharing
between public and private access. Otherwise it would open a major
security breach by allowing untrusted parties to spoof their connection
addresses. The receiver SHOULD ensure proper access filtering so that
only trusted proxies are allowed to use this protocol. [emphasis added]

Because of this, an acceptor using proxyProtocolEnabled=true can only accept connections using the
PROXY protocol and vice versa.

If a client attempts to use (or not use) the PROXY Protocol in violation of the configured value for
proxyProtocolEnabled the broker will log a warning with the code AMQ22415%bntaining details about


https://github.com/haproxy/haproxy/blob/e6a9192af68c5e385aa73c3e1cc51eb9f0cc09d6/doc/proxy-protocol.txt
https://github.com/haproxy/haproxy/blob/master/doc/proxy-protocol.txt

the violation.

16.2. Management

Client connections established through a reverse proxy configured with PROXY Protocol support
will have 2 additional pieces of information compared to non-proxied connections:

proxyAddress
The IP address and port of the proxy through which the clientOs connection is established.

proxyProtocolVersion
The version of the PROXY Protocol used when establishing the connection from the proxy to the
broker.

Valid values are Vland V2

This information is available via the listConnections method of the ActiveMQServerControl. On the
web console corresponding details will be available in the "Connections" tab.



Chapter 17. Docker

One of the simplest ways to get started is by using one of our Docker images.

17.1. Official Images

Official Docker images are available on dockerhub . Images are pushed along with all the other
distribution artifacts for every release. The fastest, simplest way to get started is with this command

which will create and start a detached container named mycontainer, expose the main messaging
port (i.e. 61619 and HTTP port (i.e. 8161), and remove it when it terminates:

$ docker run --detach --namemycontainer -p 61616:61616 -p 8161:8161 --rm
apache/artemis:latest-alpine

Once the broker starts you can open the web management console at http://localhost:8161 and log
in with the default username & password artemis .

You can also use the shell command to interact with the running broker using the default
username & password artemis, e.g.:

$ docker exec -it mycontainer /var/lib/artemis-instance/bin/artemis shell --user
artemis --password artemis

Using the shell command you can execute basic tasks like creating & deleting addresses and
gueues, sending and browsing messages, viewing queue statistics, etc. See the Command Line
Interface chapter for more detalils.

You can view the containerOs logs using:
$ docker logs -f mycontainer

Stop the container using:
$ docker stop mycontainer

The official Docker images are built using these scripts which you can also use to build your own
images. Read on for more details.

17.2. Build your own Image

In order to build an image you need a binary distribution. This can be sourced locally (in which
case you need to build the project first) or ~ remotely based on an official Apache release.


https://www.docker.com/
https://hub.docker.com/r/apache/artemis/tags
http://localhost:8161
https://github.com/apache/artemis/tree/main/artemis-docker

17.2.1. Using a Local Release
If you want to use a local binary distribution then build it from the root of the Artemis source tree,
e.g.:

$ mvn-Prelease package -DskipTests

Following the build the distribution files will be in your local distribution directory. Here <version>
is the version of the distribution that you built.

artemis-distribution/target/apache-artemis-<version>-bin/apache-artemis-<version>

Then switch to the artemis-docker directory and use the prepare-docker.sh script with the proper
parameters to copy the Docker files into your local binary distribution, e.g.:

$ cd artemis-docker
$ ./prepare-docker.sh  --from-local-dist --local-dist-path .Jartemis-
distribution/target/apache-artemis-<version>-bin/apache-artemis-<version>/

This will copy all the files necessary to build any of the pre-configured Docker images and provide
you with additional instructions. Follow these instructions to finish building the image you want
based on one of the provided Docker files or even one of your own.

17.2.2. Using an Official Apache Release

To use an official Apache Artemis release in your image, rather than a local build, then run the
following command from the artemis-docker directory where <version> is the release version you
wish to use (e.g. 2.51.0):

$ ./prepare-docker.sh  --from-release --artemis-version <version>

This will copy all the files necessary to build any of the pre-configured Docker images and provide
you with additional instructions. Follow these instructions to finish building the image you want
based on one of the provided Docker files or even one of your own.

17.2.3. Customizing the Image

Environment Variables

Environment variables determine the options configured for the artemis create command when
running docker build . The available options are:

ARTEMIS_USER

The administrator username. The default is artemis .



ARTEMIS_PASSWORD

The administrator password. The default is artemis .

ANONYMOUS_LOGIN

Set to true to allow anonymous logins. The defaultis  false .

EXTRA_ARGS

Additional arguments sent to the  artemis create command. The default is --http-host 0.0.0.0
--relax-jolokia . Setting this value will override the default. See the documentation on artemis
create for available options.

The combination of the above environment variables results in the docker-run.sh script calling the
following command to create the broker instance the first time the Docker container runs:

H ARTEMIS_HOQMEB/artemis create  --user ${ARTEMIS_US$ERpassword
${ARTEMIS_PASSWORIikent ${LOGIN_OPTIP{EXTRA_ARGS

Note: LOGIN_OPTIOBN either --allow-anonymous or --require-login depending on the value of
ANONYMOUS_LOGIN

These variables can be set in the relevant Dockerfile or, for example, on the command-line, e.g.:

$ dockerrun -e ARTEMIS_USHERUser-e ARTEMIS_PASSW@OWPass--name mycontainer -it
-p 61616:61616 -p 8161:8161 apache/artemis:latest-alpine

Mapping point

The image will use the directory  /var/lib/artemis-instance to hold the configuration and the data
of the running broker. You can map this to a folder on the host for when you want the
configuration and data persisted outside of a container, e.g.:

docker run -it -p 61616:61616 -p 8161:8161 -v <broker folder on
host>:/var/lib/artemis-instance apache/artemis:latest-alpine

In this case the value <broker folder on host> is a directory where the broker instance is supposed
to be saved and reused on each run.

Overriding files in etc folder

You can use customized configuration for the broker instance by replacing the files residing in the
etc folder with the custom ones, e.g. broker.xml or artemis.profile . Put the replacement files inside
a folder and map it as a volume to:

/var/lib/artemis-instance/etc-override



The contents of etc-override folder will be copied over to  etc folder after the instance creation so
that the broker will always start with user-supplied configuration.

It you are mapping the whole  var/lib/artemis-instance to an outside folder for persistence then
you can place an etc-override folder inside the mapped one. Its contents will again be copied over
etc folder after creating the instance.



Chapter 18. Using the Server

This chapter will familiarise you with how to use the Apache Artemis server.

WeOll show where it is, how to start and stop it, and weOll describe the directory layout and what all
the files are and what they do.

This document will refer to the full path of the directory where the ActiveMQ distribution has been
extracted to as ${ARTEMIS_HOME}

18.1. Installation

You can get the latest release from the Download page.

The following highlights some important folders on the distribution:

bin

| schema

lib

web

bin

binaries and scripts needed to run the broker.
lib

jars and libraries needed to run the broker

schema

XML Schemas used to validate the broker configuration files

web

The folder where the web context is loaded when the broker runs.

18.2. Creating a Broker Instance

A broker instance is the directory containing all the configuration and runtime data, such as logs

and message journal, associated with a broker process. It is recommended that you do not create
the instance directory under  ${ARTEMIS_HOMHhis separation is encouraged so that you can more
easily upgrade when the next version of the broker is released.

On Unix systems, it is a common convention to store this kind of runtime data under the Ivarllib
directory. For example, to create an instance at  /var/lib/mybroker , run the following commands in
your command line shell:


https://artemis.apache.org/components/artemis/download/

Before the broker is used, a broker instance must be created. This process requires the use of the
Command Line Interface  which is better explained in its own chapter.

In the following example a broker instance named mybrokerwill be created:

$ cd /var/lib
$ ${ARTEMIS HQMIB/artemis create mybroker

A broker instance directory will contain the following sub directories:

bin

holds execution scripts associated with this instance.

data

holds the data files used for storing persistent messages

etc

hold the instance configuration files

lib

holds any custom runtime Java dependencies like transformers, plugins, interceptors, etc.

log
holds rotating log files

tmp

holds temporary files that are safe to delete between broker runs

At this point you may want to adjust the default configuration located in the etc directory.

18.2.1. Options

There are several options you can use when creating an instance. For a full list of options use the
help command:

$ .Jartemis help create

Usage: artemis create [--ai0] [--allow-anonymous] [--autocreate] [--autodelete]
= [--backup] [--blocking] [--clustered]
[--disable-persistence] [--failover-on-shutdown]

[--force] [--jdbc] [--linux] [--mapped] [--nio]
[--no-amqp-acceptor] [--no-autocreate] [--no-autotune]
[--no-fsync] [--no-hornetq-acceptor] [--no-mqtt-acceptor]
[--no-stomp-acceptor] [--no-web] [--paging]
[--relax-jolokia] [--replicated] [--require-login]
[--shared-store] [--silent] [--slave]

[--support-advisory]
[--suppress-internal-management-objects]
[--use-client-auth] [--verbose] [--windows]
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[--addresses=<addresses> ]
[--cluster-password=<clusterPassword> ]
[--cluster-user=<clusterUser> ] [--data =<data>]
[--default-port=<defaultPort> ] [--encoding =<encoding>]
[--etc=<etc> ] [--global-max-messages=<globalMaxMessages>]
[--global-max-size=<globalMaxSize> ] [--home=<home>]
[--host=<host> ] [--http-host =<httpHost>]
[--http-port=<httpPort> ] [--java-memory=<javaMemory>]
[--jdbc-bindings-table-name=<jdbcBindings> ]
[--jdbc-connection-url=<jdbcURL> ]
[--jdbc-driver-class-name=<jdbcClassName> ]
[--jdbc-large-message-table-name=<jdbcLargeMessages> ]
[--jdbc-lock-expiration=<jdbcLockExpiration> ]
[--jdbc-lock-renew-period=<jdbcLockRenewPeriod> ]
[--jdbc-message-table-name=<jdbcMessages> ]
[--jdbc-network-timeout=<jdbcNetworkTimeout> ]
[--jdbc-node-manager-table-name=<jdbcNodeManager> ]
[--jdbc-page-store-table-name=<jdbcPageStore> ]
[--journal-device-block-size=<journalDeviceBlockSize> ]
[--journal-retention=<retentionDays> ]
[--journal-retention-max-bytes=<retentionMaxBytes> ]
[--max-hops=<maxHops> ]
[--message-load-balancing=<messagelL.oadBalancing> ]
[--name=<name> ] [--password=<password>] [ --ping =<ping>]
[--port-offset=<portOffset> ] [--queues=<queues>]
[--role=<role> ] [--security-manager =<securityManager>]
[--ssl-key=<ssIKey> ]
[--ssl-key-password=<ssIKeyPassword> ]
[--ssl-trust=<ssITrust> ]
[--ssl-trust-password=<ssITrustPassword> ]
[--staticCluster=<staticNode> ] [--user =<user>]
[--java-options=<javaOptions> ] ... <directory>
Create a new broker instance.
<directory> The instance directory to hold the broker

configuration and data. Path must be writable.
--addresses=<addresses>

A comma separated list of addresses with the

option to specify a routing type, e.g.

--addresses myAddressl,myAddress2:anycast.

Routing-type default: multicast.
--aio Set the journal as asyncio.
--allow-anonymous  Allow connections from users with no security

credentials. Opposite of --require-login.

Default: input.
--autocreate Allow automatic creation of addresses & queues.

Default: true.
--autodelete Allow automatic deletion of addresses & queues.

Default: false.
--backup Be a backup broker. Valid for shared store or

replication.
--blocking Block producers when address becomes full.
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Opposite of --paging. Default: false.
--cluster-password=<clusterPassword>
The password to use for clustering. Default: input.
--cluster-user=<clusterUser>
The user to use for clustering. Default: input.
--Clustered Enable clustering.
--data=<data> Directory where ActiveMQ data are stored. Paths
can be absolute or relative to artemis.instance
directory. Default: data.
--default-port=<defaultPort>
The port number to use for the main ‘artemis'
acceptor. Default: 61616.
--disable-persistence Disable message persistence to the journal
--encoding=<encoding> The encoding that text files should use. Default:
UTF-8.
--etc=<etc> Directory where ActiveMQ configuration is located.
Paths can be absolute or relative to artemis.
instance directory. Default: etc.
--failover-on-shutdown Whether broker shutdown will trigger failover for
clients using the core protocol. Valid only for
shared store. Default: false.
--force Overwrite configuration at destination directory.
--global-max-messages=<globalMaxMessages>
Maximum number of messages that will be accepted
in memory before using address full policy mode.
Default: undefined.
--global-max-size=<globalMaxSize>
Maximum amount of memory which message data may
consume. Default: half of the JVM's max memory.

--home=<home> Directory where ActiveMQ Artemis is installed.

--host=<host> Broker's host name. Default: 0.0.0.0 or input if
clustered).

--http-host=<httpHost> Embedded web serves host name. Default:
localhost.

--http-port=<httpPort> Embedded web serves port. Default: 8161.

--java-memory=<javaMemory>

Define the -Xmx memory parameter for the broker.

Default: 2G.

--java-options=<javaOptions>

Extra Java options to be passed to the profile.
--jdbc Store message data in JDBC instead of local files.
--jdbc-bindings-table-name=<jdbcBindings>

Name of the jdbc bindings table.
--jdbc-connection-url=<jdbcURL>

The URL used for the database connection.
--jdbc-driver-class-name=<jdbcClassName>

JDBC driver classname.
--jJdbc-large-message-table-name=<jdbcLargeMessages>

Name of the large messages table.
--jdbc-lock-expiration=<jdbcLockExpiration>

Lock expiration (in milliseconds).
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--jdbc-lock-renew-period=<jdbcLockRenewPeriod>
Lock Renew Period (in milliseconds).
--jdbc-message-table-name=<jdbcMessages>
Name of the jdbc messages table.
--jdbc-network-timeout=<jdbcNetworkTimeout>
Network timeout (in milliseconds).
--jdbc-node-manager-table-name=<jdbcNodeManager>
Name of the jdbc node manager table.
--jdbc-page-store-table-name=<jdbcPageStore>
Name of the page store messages table.
--journal-device-block-size=<journalDeviceBlockSize>
The block size of the journal's storage device.
Default: 4096.
--journal-retention=<retentionDays>
Configure journal retention in days. If > 0 then
enable journal-retention-directory from broker.
xml allowing replay options.
--journal-retention-max-bytes=<retentionMaxBytes>
Maximum number of bytes to keep in the retention
directory.
--linux, --cygwin  Force Linux or Cygwin script creation. Default:
based on your actual system.
--mapped Set the journal as mapped.
--max-hops=<maxHops> Number of hops on the cluster configuration.
--message-load-balancing=<messagelLoadBalancing>
Message load balancing policy for cluster.
Default: ON_DEMAND. Valid values: ON_DEMAND,
STRICT, OFF, OFF_WITH_REDISTRIBUTION.
--name=<name> The name of the broker. Default: same as host name.
--nio Set the journal as nio.
--no-amgp-acceptor  Disable the AMQP specific acceptor.
--no-autocreate Disable auto creation for addresses & queues.
--no-autotune Disable auto tuning of the journal-buffer-timeout
in broker.xml.
--no-fsync Disable usage of fdatasync (channel.force(false)
from Java NIO) on the journal.
--no-hornetg-acceptor Disable the HornetQ specific acceptor.
--no-mqtt-acceptor  Disable the MQTT specific acceptor.
--no-stomp-acceptor Disable the STOMP specific acceptor.

--no-web Whether to omit the web-server definition from
bootstrap.xml.
--paging Page messages to disk when address becomes full.

Opposite of --blocking. Default: true.

--password=<password> The user's password. Default: input.
--ping=<ping> A comma separated string to be passed on to the
broker config as network-check-list. The broker

will shutdown when all these addresses are
unreachable.
--port-offset=<portOffset>
How much to off-set the ports of every acceptor.
--queues=<queues> A comma separated list of queues with the option



to specify a routing type, e.g. --queues
myQueuel, myQueue2:multicast. Routing-type
default: anycast.

--relax-jolokia Disable strict checking in jolokia-access.xml.

--replicated Enable broker replication.

--require-login Require security credentials from users for
connection. Opposite of --allow-anonymous.

--role=<role> The namefor the role created. Default: amq.

--security-manager=<securityManager>
Which security manager to use - jaas or basic.
Default: jaas.
--shared-store Enable broker shared store.
--silent Disable all the inputs, and make a best guess for
any required input.
--slave Deprecated for removal. Use 'backup’ instead.
--ssl-key=<sslKey> Embedded web serves key store path.
--ssl-key-password=<sslKeyPassword>
The key store's password.
--ssl-trust=<ss|Trust> The trust store path in case of client
authentication.
--ssl-trust-password=<ss|TrustPassword>
The trust store's password.
--staticCluster, --static-cluster=<staticNode>
Cluster node connectors list separated by comma, e.
g. "tcp://server:61616,tcp://server2:61616,tcp:
/l[server3:61616".
--support-advisory  Support advisory messages for the OpenWire
protocol.
--suppress-internal-management-objects
Do not register any advisory addresses/queues for
the OpenWire protocol with the broker's
management service.
--use-client-auth ~ Require client certificate authentication when
connecting to the embedded web server.

--user=<user> The username. Default: input.
--verbose Print additional information.
--windows Force Windows script creation. Default: based on

[T [T [T [T> [T> [T> [T» T T T T T T T T T T T T T T [T [T [T [T T T T ™ T T T T T [T T [Ty [T

your actual system.

Some of these options may be mandatory in certain configurations and the system may ask you for
additional input, e.g.:

$ ./artemis create /usr/server
Creating ActiveMQ Artemis instance at: /usr/server

--user:
What is the default username?

admin

--password: is mandatory with this configuration:



What is the default password?

--allow-anonymous | --require-login:

Allow anonymous access?, valid values are Y, N, True, False
y

Auto tuning journal ...

done! Your system can make 250 writes per millisecond, your journal-buffer-timeout
will be 4000

You can now start the broker by executing:
E "/usr/server" run
Or you can run the broker in the background using:

E "/usr/server" start

18.3. Starting and Stopping a Broker Instance

Assuming you created the broker instance under /var/lib/mybroker  all you need to do start running
the broker instance is execute:

/var/lib/mybroker/bin/artemis run
To stop the instance you will use the same  artemis script, but with the  stop argument. Example:
/var/lib/mybroker/bin/artemis stop

Please note that Apache Artemis requires a Java 17 or later.

By default, the etc/bootstrap.xml configuration is used. The configuration can be changed e.g. by
running ./artemis run -- xml:path/to/bootstrap.xmi or another config of your choosing.

Environment variables are used to provide ease of changing ports, hosts and data directories used
and can be found in etc/artemis.profile on linux and etc\artemis.profile.cmd  on Windows.

18.4. Configuration Files

These are the files youOre likely to find in the etc directory of a default broker instance with a short
explanation of what they configure. Scroll down further for additional details as appropriate.

artemis.profile

system properties and JVM arguments (e.g. XmxXmsetc.)



artemis-roles.properties

user/role mapping for the default  properties-based JAAS login module

artemis-users.properties

user/password for the default  properties-based JAAS login module

bootstrap.xml

embedded web server, security, location of  broker.xml

broker.xml

core broker configuration, e.g. acceptors, addresses, queues, diverts, clustering; full reference

jolokia-access.xml

security for Jolokia , specifically Cross-Origin Resource Sharing (CORS)

log4j2.properties

logging config like levels, log file locations, etc.

login.config

standard Java configuration for JAAS  security

management.xml

remote connectivity and  security for IMX MBeans

18.4.1. Bootstrap Configuration File

The bootstrap.xml file is very simple. LetOs take a look at an example:

<broker xmins='http://activemq.apache.org/schema" >

E <jaas-security domainZactivemq" />

E <server configuration= "file:/path/to/broker.xml" 1>

E <webpath="web" rootRedirectLocation= "console" >

E <binding name=artemis" uri= "http://localhost:8161" >

E <app name*console" url="console" war='console.war" />
E </binding>

E </web>

</broker>

jaas-security

Configures JAAS-based security for the server. The domainattribute refers to the relevant login
module entry in login.config . If different behavior is needed then a custom security manager
can be configured by replacing jaas-security with security-manager . See the "Custom Security
Manager" section in the security chapter for more details.


https://jolokia.org/reference/html/manual/security.html

server

Instantiates a core server using the configuration file from the configuration  attribute. This is
the main broker POJO necessary to do all the real messaging work.

web

Configures an embedded web server for things like the admin console.

18.4.2. Broker configuration file
The configuration for the broker is contained in broker.xml .

There are many attributes that you can configure. In most cases the defaults will do fine, in fact

every attribute can be defaulted which means a file with a single empty configuration elementis a
valid configuration file. The different configurations will be explained throughout the manual, or

you can refer to the configuration reference here.

18.5. Other Use-Cases

18.5.1. System Property or Environment Variable Substitution

It is possible to use system property or environment variable substitution in all the configuration
files by replacing a value with the name of the system property or the environment variable. Here
is an example of this with a connector configuration:

<connector name-=netty"
>tep://${activemqg.remoting.netty.host:localhost}:${activemq.remoting.netty.port:61616}
</connector>

Here you can see we have replaced 2 values with system properties activemq.remoting.netty.host
and activemg.remoting.netty.port . These values will be replaced by the value found in the system
property if there is one, if not they default back to localhost or 61616respectively. It is also possible
to not supply a default (i.,e. ${activemq.remoting.netty.host} ), however the system property must be
supplied in that case.

18.5.2. Windows Server

On Windows you will have the option to run the broker as a service. Just use the following
command to install it

E$ ./artemis-service.exe install

The create process should give you a hint of the available commands available for the artemis-
service.exe



18.5.3. Adding Bootstrap Dependencies

Bootstrap dependencies like logging handlers must be accessible by the log manager at boot time.
Package the dependency in a jar and put it on the boot classpath before of log manager jar. This can

be done appending the jar at the variable JAVA_ARGEefined in artemis.profile , with the option
-Xbootclasspath/a .

the environment variable  JAVA _ARGS APPE&Dbe used to append or override
. options.

18.5.4. Adding Runtime Dependencies

Runtime dependencies like transformers, broker plugins, JDBC drivers, password decoders, etc.

must be accessible by the broker at runtime. Package the dependency in a jar, and put it on the
brokerOs classpath. This can be done by placing the jar file in the lib directory of the broker
distribution itself, by placing the jar file in the lib directory of the broker instance, by setting the
system property artemis.extra.libs  with the directory that contains the jar file, or by setting the
environment variable  ARTEMIS_EXTRA_Liith the directory that contains the jar file, A broker
instance does not have a lib directory by default so it may need to be created. It should be on the
"top" level with the bin, data, log, etc. directories. The system property artemis.extra.libs is a
comma separated list of directories that contains jar files, i.e.

-Dartemis.extra.libs=/usr/local/share/java/libl,/usr/local/share/java/lib2

The environment variable ARTEMIS_EXTRA_ L& comma separated list of directories that contains
jar files and is ignored if the system property artemis.extra.libs  is defined, i.e.

export ARTEMIS_EXTRA _LIBS=/usr/local/share/javallibl,/usr/local/share/java/lib2

18.5.5. Library Path

If youOre using the Asynchronous 10 Journal on Linux, you need to specify java.library.path as a
property on your Java options. This is done automatically in the scripts.

If you donOt specify java.library.path at your Java options then the JVM will use the environment
variable LD_LIBRARY_PATH

You will need to make sure libaio is installed on Linux. For more information refer to the libaio
chapter .



Chapter 19. Command Line Interface

A Command Line Interface (CLI) can used to manage a few aspects of the broker like instance
creation, basic user management, queue & address management, etc. This interface is designed for
simple use-cases with humans in mind. It is not an exhaustive set of commands for complete broker
management. There is a comprehensive  management APIl available with many operations that
return JSON formatted output which is better suited for use in scripts and other automated
processes.

There are two ways the CLI can be used:

¥ Traditional CLI commands, e.g.. ./artemis [COMMAND] [PARAMETERS]

¥ A custom shell that is accesssed using the ./artemis or ./artemis shell commands.

All commands available through the traditional CLI commands are also available through the shell
interface.

One benefit of the shell is that it will reuse some information as you repeat commands. For
example, once you supply the broker URI and username & password to one command those values
will be transparently applied other commands in the same shell session. Of course, the shell also
allows you to avoid retyping  ./artemis for every command.

19.1. Getting Help

You can get a complete list of available commands by typing:

$ .Jartemis help
Usage: artemis [COMMAND]
Apache Artemis Command Line

Commands:
E help use ‘help <command> ' for more information
E pwd Information on current folder and instance.

E shell JLine3 shell helping using the CLI

E producer Send message(s) to a broker.

E transfer Move messages from one destination towards another destination.
E consumer Consume messages from a queue.

E browser Browse messages on a queue.

E mask Mask a password and print it out.
E version  Print version information.
E perf use 'help perf' for sub commands list

E check use 'help check' for sub commands list

E queue use 'help queue' for sub commands list

E address use 'help address' for sub commands list

E connect  Connect to the broker validating credentials for commands.

E disconnect Clear previously typed user credentials.

E data use 'help data’ for sub commands list

E create  Create a new broker instance.

E upgrade Update a broker instance to the current artemis.home, keeping all



the data and broker.xml. Warning: backup your instance before
using this command and compare the files.

completion Generates the auto complete script file to be used in bash or
zsh. Usage: source <(./artemis completion)
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It is also possible to use help at a specific command or sub-command for more information. For
example, to get a list of sub-commands for  data you type ./artemis help data

$ .Jartemis help data

Usage: artemis data [COMMAND)]

use 'help data’ for sub commands list

Commands:

E recover Recover (undelete) every message on the journal by creating a new

E output journal. Rolled back and acked messages will be sent out to
E the output as much as possible.

E print  Print data records information. WARNING: don't use while a

E production server is running.

Eexp Exportall message-data using an XML that could be interpreted by
E any system.

Eimp  Import all message-data using an XML that could be interpreted by
E any system.

E decode Decode a journal's internal format into a new set of journal files.
E encode Encode a set of journal files into an internal encoded data format.
E compact Compact the journal of a non running server.

Or you can get help for a particular command. For example, Jartemis help create

Usage: artemis create [--aio] [--allow-anonymous] [--autocreate] [--autodelete]
= [--backup] [--blocking] [--clustered]
[--disable-persistence] [--failover-on-shutdown]

[--force] [--jdbc] [--linux] [--mapped] [--nio]
[--no-amqp-acceptor] [--no-autocreate] [--no-autotune]
[--no-fsync] [--no-hornetg-acceptor] [--no-mqtt-acceptor]
[--no-stomp-acceptor] [--no-web] [--paging]
[--relax-jolokia] [--replicated] [--require-login]
[--shared-store] [--silent] [--slave]

[--support-advisory]
[--suppress-internal-management-objects]
[--use-client-auth] [--verbose] [--windows]

[--addresses=<addresses> ]
[--cluster-password=<clusterPassword> ]
[--cluster-user=<clusterUser> ] [--data =<data>]
[--default-port=<defaultPort> ] [--encoding =<encoding>]
[--etc=<etc> ] [--global-max-messages=<globalMaxMessages>]
[--global-max-size=<globalMaxSize> ] [--home=<home>]
[--host=<host> ] [--http-host =<httpHost>]
[--http-port=<httpPort> ] [--java-memory=<javaMemory>]
[--jdbc-bindings-table-name=<jdbcBindings> ]
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[--jdbc-connection-url=<jdbcURL> ]
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[--jdbc-driver-class-name=<jdbcClassName> ]
[--jdbc-large-message-table-name=<jdbcLargeMessages> ]
[--jdbc-lock-expiration=<jdbcLockExpiration> ]
[--jdbc-lock-renew-period=<jdbcLockRenewPeriod> ]
[--jdbc-message-table-name=<jdbcMessages> ]
[--jdbc-network-timeout=<jdbcNetwork Timeout> ]
[--jdbc-node-manager-table-name=<jdbcNodeManager> ]
[--jdbc-page-store-table-name=<jdbcPageStore> ]
[--journal-device-block-size=<journalDeviceBlockSize> ]
[--journal-retention=<retentionDays> ]
[--journal-retention-max-bytes=<retentionMaxBytes> ]
[--max-hops=<maxHops> ]
[--message-load-balancing=<messagelL.oadBalancing> ]
[--name=<name> ] [--password=<password>] [ --ping =<ping>]
[--port-offset=<portOffset> ] [--queues=<queues>]
[--role=<role> ] [--security-manager =<securityManager>]
[--ssl-key=<ssIKey> ]
[--ssl-key-password=<ssIKeyPassword> ]
[--ssl-trust=<ssITrust> ]
[--ssl-trust-password=<ss|TrustPassword> ]
[--staticCluster=<staticNode> ] [--user =<user>]
[--java-options=<javaOptions> ] ... <directory>

Create a new broker instance.
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<directory> The instance directory to hold the broker
configuration and data. Path must be writable.
--addresses=<addresses>
A comma separated list of addresses with the
option to specify a routing type, e.g.
--addresses myAddressl,myAddress2:anycast.
Routing-type default: multicast.
--aio Set the journal as asyncio.
--allow-anonymous  Allow connections from users with no security
credentials. Opposite of --require-login.
Default: input.
--autocreate Allow automatic creation of addresses & queues.
Default: true.
--autodelete Allow automatic deletion of addresses & queues.
Default: false.
--backup Be a backup broker. Valid for shared store or
replication.
--blocking Block producers when address becomes full.
Opposite of --paging. Default: false.
--cluster-password=<clusterPassword>
The password to use for clustering. Default: input.
--cluster-user=<clusterUser>
The user to use for clustering. Default: input.
--Clustered Enable clustering.
--data=<data> Directory where Apache Artemis data is stored. Paths
can be absolute or relative to artemis.instance
directory. Default: data.
--default-port=<defaultPort>

S
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The port number to use for the main ‘artemis'
acceptor. Default: 61616.
--disable-persistence Disable message persistence to the journal
--encoding=<encoding> The encoding that text files should use. Default:
UTF-8.

--etc=<etc> Directory where Apache Artemis configuration is located.

Paths can be absolute or relative to artemis.
instance directory. Default: etc.
--failover-on-shutdown Whether broker shutdown will trigger failover for
clients using the core protocol. Valid only for
shared store. Default: false.
--force Overwrite configuration at destination directory.
--global-max-messages=<globalMaxMessages>
Maximum number of messages that will be accepted
in memory before using address full policy mode.
Default: undefined.
--global-max-size=<globalMaxSize>
Maximum amount of memory which message data may
consume. Default: half of the JVM's max memory.

--home=<home> Directory where Apache Artemis is installed.

--host=<host> Broker's host name. Default: 0.0.0.0 or input if
clustered).

--http-host=<httpHost> Embedded web serves host name. Default:
localhost.

--http-port=<httpPort> Embedded web serves port. Default: 8161.

--java-memory=<javaMemory>

Define the -Xmx memaory parameter for the broker.

Default: 2G.

--java-options=<javaOptions>

Extra Java options to be passed to the profile.
--jdbc Store message data in JDBC instead of local files.
--jdbc-bindings-table-name=<jdbcBindings>

Name of the jdbc bindings table.
--jdbc-connection-url=<jdbcURL>

The URL used for the database connection.
--jJdbc-driver-class-name=<jdbcClassName>

JDBC driver classname.
--jJdbc-large-message-table-name=<jdbcLargeMessages>

Name of the large messages table.
--jdbc-lock-expiration=<jdbcLockExpiration>

Lock expiration (in milliseconds).
--jdbc-lock-renew-period=<jdbcLockRenewPeriod>

Lock Renew Period (in milliseconds).
--jdbc-message-table-name=<jdbcMessages>

Name of the jdbc messages table.
--jdbc-network-timeout=<jdbcNetworkTimeout>

Network timeout (in milliseconds).
--jJdbc-node-manager-table-name=<jdbcNodeManager>

Name of the jdbc node manager table.
--jdbc-page-store-table-name=<jdbcPageStore>

Name of the page store messages table.
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--journal-device-block-size=<journalDeviceBlockSize>
The block size of the journal's storage device.
Default: 4096.
--journal-retention=<retentionDays>
Configure journal retention in days. If > 0 then
enable journal-retention-directory from broker.
xml allowing replay options.
--journal-retention-max-bytes=<retentionMaxBytes>
Maximum number of bytes to keep in the retention
directory.
--linux, --cygwin  Force Linux or Cygwin script creation. Default:
based on your actual system.
--mapped Set the journal as mapped.
--max-hops=<maxHops> Number of hops on the cluster configuration.
--message-load-balancing=<messagelLoadBalancing>
Message load balancing policy for cluster.
Default: ON_DEMAND. Valid values: ON_DEMAND,
STRICT, OFF, OFF_WITH_REDISTRIBUTION.
--name=<name> The name of the broker. Default: same as host name.
--nio Set the journal as nio.
--no-amgp-acceptor  Disable the AMQP specific acceptor.
--no-autocreate Disable auto creation for addresses & queues.
--no-autotune Disable auto tuning of the journal-buffer-timeout
in broker.xml.
--no-fsync Disable usage of fdatasync (channel.force(false)
from Java NIO) on the journal.
--no-hornetg-acceptor Disable the HornetQ specific acceptor.
--no-mqtt-acceptor  Disable the MQTT specific acceptor.
--no-stomp-acceptor Disable the STOMP specific acceptor.

--no-web Whether to omit the web-server definition from
bootstrap.xml.
--paging Page messages to disk when address becomes full.

Opposite of --blocking. Default: true.

--password=<password> The user's password. Default: input.
--ping=<ping> A comma separated string to be passed on to the
broker config as network-check-list. The broker

will shutdown when all these addresses are

unreachable.
--port-offset=<portOffset>

How much to off-set the ports of every acceptor.

--queues=<queues> A comma separated list of queues with the option

to specify a routing type, e.g. --queues

myQueuel, myQueue2:multicast. Routing-type

default: anycast.

--relax-jolokia Disable strict checking in jolokia-access.xml.

--replicated Enable broker replication.

--require-login Require security credentials from users for
connection. Opposite of --allow-anonymous.

--role=<role> The namefor the role created. Default: amq.

--security-manager=<securityManager>
Which security manager to use - jaas or basic.



Default: jaas.
--shared-store Enable broker shared store.
--silent Disable all the inputs, and make a best guess for
any required input.
--slave Deprecated for removal. Use 'backup' instead.
--ssl-key=<sslKey> Embedded web serves key store path.
--ssl-key-password=<sslKeyPassword>
The key store's password.
--ssl-trust=<ss|Trust> The trust store path in case of client
authentication.
--ssl-trust-password=<ss|TrustPassword>
The trust store's password.
--staticCluster, --static-cluster=<staticNode>
Cluster node connectors list separated by comma, e.
g. "tcp://server:61616,tcp://server2:61616,tcp:
/l[server3:61616".
--support-advisory  Support advisory messages for the OpenWire
protocol.
--suppress-internal-management-objects
Do not register any advisory addresses/queues for
the OpenWire protocol with the broker's
management service.
--use-client-auth ~ Require client certificate authentication when
connecting to the embedded web server.

--user=<user> The username. Default: input.
--verbose Print additional information.
--windows Force Windows script creation. Default: based on
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your actual system.

19.2. Bash and Zsh auto complete

Bash and Zsh provide ways to auto-complete commands. To integrate with that functionality you
have the option to generate the auto-complete script, i.e.:

$ source <(./artemis completion )

After the auto-completion is installed you can view auto-completion information by pressing TAB
$ .Jartemis
activation check consumer  disconnect mask producer
run transfer  version
address completion create help perf pwd
shell upgrade
browser connect data kill perf-journal queue
stop user

In order to see the various parameters available you must type -- then press TAB



$ ./artemis create -

--addresses --jdbc-bindings-table-name

--paging

--aio --jdbc-connection-url

--password

--allow-anonymous --jdbc-driver-class-name --ping
--autocreate --jdbc-large-message-table-name --port
-offset

--autodelete --jdbc-lock-expiration

--queues

--blocking --jdbc-lock-renew-period

--relax-jolokia

--cluster-password --jdbc-message-table-name

--replicated

--cluster-user --jJdbc-network-timeout

--require-login

--clustered --jJdbc-node-manager-table-name --role

19.3. Input required

Some functionality may require interactive user input if not explicitly provided through a
parameter. For example, in cases like connecting to a broker or creating the broker instance:

$ .Jartemis queue stat

Connection brokerURL = tcp://localhost:61616

Connection failed::AMQ229031: Unable to validate user from /127.0.0.1:56320. Username:
null;  SSL certificate subject DN: unavailable

--user:
Type the username for a retry

myUser

--password: is mandatory with this configuration:
Type the password for a retry

19.4. Shell

To initialize the shell session, type ./artemis shell  (or just ./artemis if you prefer):
$ .Jartemis

The shell provides an interface that can be used to execute commands directly without leaving the
Java Virtual Machine.
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For a list of commands, type help or press <TAB>
Type exit or press <CTRL-D> to leave the session:
Apache Artemis >

19.4.1. Connecting Interactively

It is possible to authenticate your CLI client once to the server and reuse the connection
information for additional commands:

Apache Artemis > connect --user =myUser--password=myPass--url tcp://localhost:61616
Connection brokerURL = tcp://localhost:61616
Connection Successful!

Now any command requiring authentication will reuse these parameters.

For example the sub-command queue stat will reuse previous information to perform its
connection to the broker.

Apache Artemis > queue stat

Connection brokerURL = tcp://localhost:61616

INAME |ADDRESS
|[CONSUMER_COUNT|MESSAGE_COUNT|MESSAGES_ADDED|DELIVERING_COUNT|MESSAGES_ACKE
_COUNT|ROUTING_TYPE|

IDLQ IDLQ 0 0 0

|0 |0 |0 |[ANYCAST |

|ExpiryQueue |ExpiryQueue [0] [0] |0

|0 |0 |0 |[ANYCAST |

|Order |Order |0 4347 [4347

|0 |0 |0 [ANYCAST |
|activemqg.management.Ob...|activemqg.management.Ob...|1 {0] [0)
|0 |0 |0 IMULTICAST |

19.4.2. Connecting Statically

It is possible to start the shell with an initial connection configured statically, e.g.:

$ ./artemis shell --user <username>--password <password> --url tcp://< hostname
> <port>



The CLI should not ask for a the broker URL or user/password for any further commands, e.g.:

$ .Jartemis shell  --user myUser --password myPass

Apache Artemis > queue stat
Connection brokerURL = tcp://localhost:61616
INAME |[ADDRESS

|CONSUMER_COUNT|MESSAGE_COUNT|MESSAGES_ADDED|DELIVERING_COUNT|MESSAGES_ACKE
_COUNT|ROUTING_TYPE|

IDLQ IDLQ 0 O 0

|0 |0 |0 |[ANYCAST |

|ExpiryQueue |ExpiryQueue [0] [0] |0

|0 |0 |0 |[ANYCAST |

|TEST [TEST |0 |8743 |8743

|0 |0 |0 |[ANYCAST |
|activemg.management.2a...|activemqg.management.2a...|1 [0] [0]

0 0 0 IMULTICAST |



Chapter 20. The Client Classpath

20.1. Maven dependencies

The recommended way to define a client dependency for your java application is through a Maven
dependency declaration.

There are two dependencies you can choose from,  org.apache.artemis:artemis-jms-client for IMS
2.0 or org.apache.artemis:artemis-jakarta-client for Jakarta Messaging 3.X.

For JIMS:

E

<dependency>

E <groupld>org.apache.artemis </groupld>

E <artifactld> artemis-jms-client </artifactld>
E <version>2.53.0 </version>

</dependency>

E

For Jakarta:

E

<dependency>

E <groupld>org.apache.artemis </groupld>

E <artifactld> artemis-jakarta-client  </artifactld>
E <version>2.53.0 </version>

</dependency>

E

20.2. Individual client dependencies

If you donOt wish to use a build tool such as Maven which manages the dependencies for you, you
may also choose to add the specific dependency jars to your classpath, which are all included under
Jlib on the main distribution.

For more information of the clients individual dependencies, see:

¥ JMS client dependencies

¥ Jakarta client dependencies

20.3. Repackaged '-all' clients

Even though it is highly recommend to use the maven dependencies, in cases this isnt a possibility
and neither is using the individual dependencies as detailed above then the all-inclusive


client-classpath-jms.pdf#artemis-jms-client-dependencies
client-classpath-jakarta.pdf#artemis-jakarta-client-dependencies

repackaged jar could be used as an alternative.
These jars are available at Maven Central:

¥ artemis-jms-client-all-2.53.0.jar

¥ artemis-jakarta-client-all-2.53.0.jar

Whether you are using JMS or just the Core API simply add the artemis-jms-client-all jar to your
client classpath. For Jakarta Messaging add the  artemis-jakarta-client-all jar instead.

These repackaged jars include all the  clientOs dependencies. Be careful with mixing
other components jars in your application as they may clash with each other. Note

# also that the "-all' clients cant be embedded in the same JVM as the broker, for that
you must use artemis-jms-client  or artemis-jakarta-client as appropriate.


https://repo.maven.apache.org/maven2/org/apache/artemis/artemis-jms-client-all/2.53.0/
https://repo.maven.apache.org/maven2/org/apache/artemis/artemis-jakarta-client-all/2.53.0/
client-classpath-jms.pdf#artemis-jms-client-dependencies

Chapter 21. Address Model

Every supported messaging protocol and API defines a different set of messaging resources.

¥ JMS usesqueues and topics
¥ STOMP uses generic destinations
¥ MQTT uses topics

¥ AMQP uses generic nodes

In order to deal the the unique semantics and use-cases for each of these the broker has a flexible
and powerful address model based on the following core set of resources:

¥ address
¥ queue

¥ routing type

21.1. Address

Messages are sent to an address. An address is given a unique name, a routing type, and zero or
more queues.

21.2. Queue

Messages are consumed from a queue. A queue is bound to an address. It is given a unique name
and a routing type. There can be zero or more queues bound to one address. When a message is
sent to an address it is routed to one or more of its queues based on the configured routing type.

The name of the queue must be globally unique. For example, you canOt have a queue named gl on
address aland also a queue named @l address a2

21.3. Routing Type

A routing type determines how messages are routed from an address to the queue(s) bound to that

address. Two different routing types are supported, anycast and multicast
If you want your messages routed toE Use this routing typeE
a single queue on the address anycast
every queue on the address multicast
# It is possible to define queues with a different routing type for the same address,

but this typically results in an anti-pattern and is therefore not recommended.



21.4. Automatic Configuration

By default, the broker will automatically create addresses and queues to support the semantics of
whatever protocol youOre using. The broker understands how to support each protocolOs
functionality with the core resources so that in most cases no manual configuration is required.
This saves you from having to preconfigure each address and queue before a client can connect to
it.

The broker can optionally be configured to automatically delete addresses and queues when they

are no longer in use.

Automatic creation and deletion is configured on a per address basis and is controlled by the
following address-setting elements:

¥ auto-create-addresses

¥ auto-delete-addresses

¥ default-address-routing-type

¥ auto-create-queues

¥ auto-delete-queues

¥ default-queue-routing-type

Automatic queue creation is for queues that would not otherwise be created during
normal operation . For example, when a remote application creates a consumer on
a JMS topic then a queue will be created representing that subscription as
described in the JMS-to-core mapping chapter . This queue will be created
regardless of how auto-create-queues is configured because it is required for

normal operation

Seethe documentation on address settings ~ for more details on these elements.

Of course, automatic configuration can be disabled and everything can be configured manually.
Read on for more details about manual configuration.

21.5. Basic Manual Configuration

The following examples show how to configure resources for basic anycast and multicast use-cases.

Many of the details of these use-cases are protocol agnostic. The goal here is to
| demonstrate and explain the basic configuration elements and how the address
model works fundamentally.

21.5.1. Anycast

The most common use-case for anycast semantics, sometimes referred to as point-to-point , involves
applications following a "competing consumer" pattern to receive messages from a shared queue.
The more consumers receiving messages the greater the overall message throughput. Multiple Java



applications sharing a JMS queue is a classic example of this use-case.

In this use-case the broker is configured, for example, with an address, address.foo using the

anycast routing type with just one queue, gl When a producer sends a message to address.foo it is
then routed to gl and finally dispatched to one of the consumers.

ﬁ@; APACHE . N
g% ACTIVEMQ o
B a1 - Consumer 1
B anycast ql
Producer — | O - )
address.foo \ - 2>
~|address.foo ‘
anycast - Consumer
ql

Figure 1. Anycast

This is what the configuration for this use-case would look like in etc/broker.xml :

<addresses>
<address name=address.foo" >
<anycast>
<gqueuenameql" />
</anycast>
</address>
</addresses>

[T T [T [T [T

For most protocols and APIs which support this kind of use-case (e.g. JMS, AMQP, etc.) it is

customary to use the same name when sending and consuming messages. In that case youOd use a
configuration like this:

<addresses>
<address name=orderQueue">
<anycast>
<queue name=orderQueue"/>
</anycast>
</address>
</addresses>

[T [T [Ty [T [T

21.5.2. Multicast

The most common use-case for multicast semantics, sometimes referred to as publish/subscribe or
"pub/sub”, involves each application receiving every message sent to an address. Multiple

applications consuming from a JMS topic is a classic example of this use-case. MQTT subscriptions
is another supported example of multicast semantics.

In this use-case the broker is configured with an address, address.foo using the multicast routing
type with two queues, ql & g2 When a producer sends a message to address.foo it is then routed to



both g1 & g2 so that ultimately both consumers receive the same messages.

r )/ APACHE
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Figure 2. Multicast
This is what the configuration for this use-case would look like in etc/broker.xml :

<addresses>
<address name=address.foo" >
<multicast>
<queue name=gl" />
<gqueue nameq2" />
</multicast>
</address>
</addresses>

[T [T [T [T [Ty [T

This basic configuration is simple and straight-forward, but thereOs a problem. In a normal pub/sub
use-case like with a JMS topic or with MQTT the number of subscribers isnOt known ahead of time. In
that case, this is the recommended configuration:

<addresses>

E <address nametaddress.foo" >
E <multicast/>

E </address>

</addresses>

Define <multicast/> with no queues and the broker will automatically create queues for each
subscription when the consumers connect to address.foo. Then when a message is sent to
address.foo it will be routed to each queue for each subscriber and therefore each subscriber will

get every message. These queues are often referred to as  subscription queues for obvious reasons.

These subscription queues are typically named based on the semantics of the protocol used to
create them. For example, JMS supports durable and non-durable subscriptions. The queue for a
non-durable subscription is named with a UUID, but the queue used for a durable subscription is
named according to the JMS "client ID" and "subscription name." Similar conventions are used for
AMQP, MQTT, STOMP, etc.



21.6. Advanced Manual Configuration

21.6.1. Fully Qualified Queue Names

In most cases itOs not necessary or desirable to statically configure the aforementioned subscription
gueues. However, there are scenarios where a user may want to statically configure a subscription
gueue and later connect to that queue directly using a Fully Qualified Queue Name (FQQN).

An FQQN uses a special syntax to specify both the address and the queue so that applications using
protocols and APIs which donOt natively understand the address/queue separation (e.g. AMQP, JMS,
etc.) can send messages or subscribe directly to a queue rather than being limited to the address.
Applications simply need to use the address name and the queue name separated by o (e.q.
address::queue).

In this example, the address alis configured with two queues: g1, g2 as shown in the configuration
below.

<addresses>
<address name=al" >
<multicast>
<queue namexl" />
<queuename=g2" />
</multicast>
</address>
</addresses>

™ > > mp me me

HereOs a snippet of Java code using JMS which demonstrates the FQQN syntax:

Queueql session. createQueud "al::ql" );
MessageConsuma&onsumer= session. createConsume(ql);

I The string :: should only be used for FQQN and not in any other context in
. address or queue names.

The examples below show how to use broker side configuration to statically configure a queue with
publish subscribe behavior for shared, non-shared, durable and non-durable subscription
behavior.

Shared, Durable Subscription Queue using max-consumers

The default behavior for queues is to not limit the number connected queue consumers. The max-
consumersparameter of the queue element can be used to limit the number of connected consumers
allowed at any one time.

Open the file etc/broker.xml for editing.



<addresses>

E <address nametdurable.foo" >

E <multicast>

E <l-- pre-configured shared durable subscription queue -->
E <gueue name=gl" max-consumers40">

E <durable>true </durable>

E </queue>

E </multicast>

E </address>

</addresses>

Non-shared, Durable Subscription Queue

The broker can be configured to prevent more than one consumer from connecting to a queue at
any one time. The subscriptions to queues configured this way are therefore "non-shared". To do
this simply set the max-consumerparameter to 1:

<addresses>
<address nametdurable.foo" >
<multicast>
<l-- pre-configured non shared durable subscription queue -->
<gueue name=gl" max-consumers4i" >
<durable>true </durable>
</queue>
</multicast>
</address>
</addresses>

T ™ > Tp M Ty [T [Th

Non-durable Subscription Queue

Non-durable subscriptions are again usually managed by the relevant protocol manager, by
creating and deleting temporary queues.

If a user requires to pre-create a queue that behaves like a non-durable subscription queue the
purge-on-no-consumers flag can be enabled on the queue. When  purge-on-no-consumersis set to true .
The queue will not start receiving messages until a consumer is attached. When the last consumer

is detached from the queue. The queue is purged (its messages are removed) and will not receive

any more messages until a new consumer is attached.

Open the file etc/broker.xml for editing.

<addresses>
<address name=on.shared.durable.foo" >
<multicast>
<gqueue name=ordersl" purge-on-no-consumers=true" />
</multicast>
</address>

T ™ T [mp [T



</addresses>

21.6.2. Disabled Queue

If a user requires to statically configure a queue and disable routing to it, for example where a
gueue needs to be defined so a consumer can bind, but you want to disable message routing to it
for the time being.

Or you need to stop message flow to the queue to allow investigation keeping the consumer bound,
but donOt wish to have further messages routed to the queue to avoid message build up.

When enabled is set to true the queue will have messages routed to it. (default)
When enabled is set to false the queue will NOT have messages routed to it.

Open the file etc/broker.xml for editing.

<addresses>
<address name=oo.bar" >
<multicast>
<queue name=ordersl" enabled="false" />
</multicast>
</address>
</addresses>

T ™ T [mp [T

# Disabling all the queues on an address means that any message sent to that
address will be silently dropped.

21.6.3. UUID Resources

Some protocols and APIls support creating anonymous (i.e. unnamed) resources (e.g. a JMS queue
created via createTemporaryQueuer a JMS topic created via createTemporaryTopic). These resources
are ultimately created using a UUID (i.e universally unique identifier) as the name for both the
address and the queue (as necessary). However, since the name is a UUID it is impossible to create

an address-setting or security-setting ~ for it whose matchis anything but #.

To enable more specific configurations one can specify the uuid-namespacein broker.xml and then
create an address-setting or security-setting ~ whose match value corresponds to the configured
uuid-namespace e.g.:

<uuid-namespacesuid </uuid-namespace>

<address-settings>

E <address-setting match=uuid.#" >

E <enable-metrics> false </enable-metrics>
E </address-setting>

</address-settings>


https://docs.oracle.com/javaee/7/api/javax/jms/Session.html#createTemporaryQueue--
https://docs.oracle.com/javaee/7/api/javax/jms/Session.html#createTemporaryTopic--

Any resource named using a UUID will have metrics disabled using this configuration. The default
uuid-namespaceis empty.

This setting does not change the actual name of the resource. It only changes the
name used to lookup address-settings or security-settings.

UUID Formats

The broker supports two different UUID formats - Core and OpenWire

Core UUID

A Core UUID is a 36-character string that follows the pattern X-X-X-X-Xwhere:
¥ The first group consists of 8 hex characters.
¥ The second, third, and fourth groups consist of 4 hex characters each.
¥ The fifth group consists of 12 hex characters.

¥ A hyphen separates each group of hex characters.

¥ A "hex character" is one of the following: abcdef0123456789

HereOs an example: c7ef2580-210f-11f0-bef5-3celald12939.

OpenWire UUID

An OpenWire UUID is a variable length string that follows the pattern X-X-X-X:X:X where:
¥ The first group is a prefix of arbitrary content and length. The default prefix is ID: plus
hostname.

¥ The second, third, and fourth groups consist of digits separated from each other by a -
character.

¥ The fifth and sixth group consists of digits separated from each previous group by a . character.

HereOs an example: ID:localhost-45187-1745501083698-10000:1:10001 .

21.6.4. Other Advanced Configurations

Each of the following advanced configurations have their own chapter so their details are not
repeated here:

¥ Exclusive queues

¥ Last Value queues

¥ Non-Destructive queues

¥ Ring queues

¥ Retroactive addresses



21.7. How to filter messages
Messages can be filtered using Filter Expressions .
Filters can be applied in two places - on a queue and on a consumer.

Filtering messages on a queue increases performance vs. filtering on the consumer because the
messages donOt need to be scanned. However, a queue filter is often not as flexible.

21.7.1. Queue Filter

When a filter is applied to a queue, messages are filtered before they are routed to the queue. To
add a filter use the filter element when configuring a queue, e.g.:

<addresses>
<address nametilter" >

<anycast>

<gqueue nametfilter® >

<filter  string= "color="red™ />

</queue>

</anycast>
</address>
</addresses>
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The filter defined above ensures that only messages with an attribute "color="red™ s sent to this
gueue.

21.7.2. Consumer Filters

Consumer filters are applied after messages have routed to the queue and are defined using the
appropriate client APIs. The following JMS example shows how consumer filters work.

Define an address with a single queue, with no filter applied in etc/broker.xml

<addresses>
<address nameHilter" >
<anycast>
<gqueue nametfilter* />
</anycast>
</address>
</addresses>

T T > mp [T

Then send some messages to the queue.

/l Send some messages
for (int i =0; i <3; i ++) {



E TextMessageredMessage= senderSession. createTextMessagd "Red");
E redMessagesetStringProperty ("color" , "red");
E producer. send redMessagg

E TextMessagegreenMessage= senderSession. createTextMessagd "Green");
E greenMessagesetStringProperty (“"color" , "green");
E producer. send greenMessagg

}

At this point the queue would have 6 messages: red, green, red, green, red, green.

Create a consumer with the filter  color="red'
MessageConsumeedConsumer= redSession. createConsume(queue "color='red™ );

The redConsumerhas a filter that only matches "red" messages. The  redConsumerwill receive 3
messages.

red, red, red
The resulting queue would now be

green, green, green

21.8. Alternate Ways to Determine Routing Type

Typically the routing type is determined either by the static XML configuration or by the default-
address-routing-type and default-queue-routing-type  address-setting elements used for automatic
address and queue creation . However, there are two other ways to specify routing type:

¥ a configurable prefix which client applications can use when sending messages or creating
consumers

¥ a property client applications can set on the messages they send

21.8.1. Using a Prefix to Determine Routing Type

These prefixes are configured using the  anycastPrefix and multicastPrefix — parameters within the
URL of the acceptor which the client is using. When multiple values are needed, these can be
separated by a comma.

Configuring an Anycast Prefix

In etc/broker.xml , add the anycastPrefix to the URL of the desired acceptor. In the example below,
the acceptor is configured to use queue/ for the anycastPrefix . Client code can specify queue/foo/ if
the client wants anycast routing.



<acceptor name=artemis" >
tcp://0.0.0.0:61616?protocols=AMQP;anycastPrefix=queue/ </acceptor>

Consider, for example, a STOMP client that wants to send a message using anycast semantics to a
queue that doesnOt exist. Consider also that the broker is configured to auto-create addresses and
gueues, but the default-address-routing-type and default-queue-routing-type  are both MULTICAST
Since the anycastPrefix is queue/ it can just send a message to queue/foo and the broker will
automatically create an address named  foo with an anycast queue also named foo.

Configuring a Multicast Prefix

In etc/broker.xml , add the multicastPrefix to the URL of the desired acceptor. In the example below,
the acceptor is configured to use topic/ for the multicastPrefix . Client code can specify topic/foo/ if
the client wants multicast routing.

<acceptor name=artemis" >
tcp://0.0.0.0:61616?protocols=AMQP;multicastPrefix=topic/ </acceptor>

Consider, for example, a STOMP client that wants to create a subscription with multicast semantics

on an address that doesnOt exist. Consider also that the broker is configured to auto-create
addresses and queues, but the default-address-routing-type and default-queue-routing-type  are
both ANYCASSince the multicastPrefix is topic/ it can just subscribe to topic/foo and the broker
will automatically create an address named foo with a multicast queue for the subscription. Any
messages sent to foo will then be routed to the subscription queue.

21.8.2. Using a Message Property to Determine Routing Type

The AMQ_ROUTING_TptBRerty represents a byte value which will be used by the broker to
determine the routing type when a message is _sent . Use O for anycast routing or 1 for multicast
routing.

A message will only be routed to queues which match its _AMQ_ROUTING_TYPE
property value (if any). For example, if a message with an _AMQ_ROUTING_'VéRie

of 1 (i.e. multicast) is sent to an address that only has anycast queues then the

message wonOt actually be routed to any of the queues since the routing types donOt

match. If no _AMQ_ROUTING_Ti¥'REt then the message will be routed to all the

gueues on the address according to the queues' routing semantics.



Chapter 22. Address Settings

With address settings you can provide a block of settings which will be applied to any addresses
that match the string in the  matchattribute. In the below example the settings would only be applied
to the address order.foo address, but it is also possible to use wildcards to apply settings.

For example, if you used the match string queue.# the settings would be applied to all addresses
which start with  queue..

Address settings are hierarchical . Therefore, if more than one address-setting would match then
the settings are applied in order of their specificity with the more specific match taking priority. A

match on the any-words delimiter ( # by default) is considered less specific than a match without it.

A match with a single word delimiter (  * by default) is considered less specific than a match on an
exact queue name. In this way settings can be "layered" so that configuration details donOt need to

be repeated.

Address setting matches can also be "literal" which can be used to match wildcards literally, for
further details see literal matches .

The meaning of the specific settings are explained fully throughout the user manual, however here
is a brief description with a link to the appropriate chapter if available.

Here an example of an address-setting entry that might be found inthe  broker.xml file.

<address-settings>

<address-setting match=order.foo" >
<dead-letter-address> DLA/dead-letter-address>
<auto-create-dead-letter-resources> false </auto-create-dead-letter-resources>
<dead-letter-queue-prefix></dead-letter-queue-prefix>
<dead-letter-queue-suffix></dead-letter-queue-suffix>
<expiry-address> ExpiryQueue</expiry-address>
<auto-create-expiry-resources> false </auto-create-expiry-resources>
<expiry-queue-prefix></expiry-queue-prefix>
<expiry-queue-suffix></expiry-queue-suffix>
<no-expiry> false </no-expiry>
<expiry-delay> -1</expiry-delay>
<min-expiry-delay> -1</min-expiry-delay>
<max-expiry-delay> -1 </max-expiry-delay>
<redelivery-delay> 5000</redelivery-delay>
<redelivery-delay-multiplier> 1.0</redelivery-delay-multiplier>
<redelivery-collision-avoidance-factor> 0.0</redelivery-collision-avoidance-

E <max-redelivery-delay> 1000G/max-redelivery-delay>

E <max-delivery-attempts> 3</max-delivery-attempts>

E <max-size-bytes>-1 </max-size-bytes>

E <max-size-messages>l </max-size-messages>

E <max-size-bytes-reject-threshold> -1</max-size-bytes-reject-threshold>
E <page-size-bytes> 10MB/page-size-bytes>

E <address-full-policy> PAG&address-full-policy>



<disk-full-policy>  BLOGHdisk-full-policy>
<message-counter-history-day-limit></message-counter-history-day-limit>
<last-value-queue> false </last-value-queue> <!-- deprecated! see default-last-
alue-queue -->

<default-last-value-queue> false </default-last-value-queue>
<default-non-destructive> false </default-non-destructive>
<default-exclusive-queue> false </default-exclusive-queue>
<default-consumers-before-dispatch> 0</default-consumers-before-dispatch>
<default-delay-before-dispatch> -1</default-delay-before-dispatch>
<redistribution-delay> -1</redistribution-delay>

<send-to-dla-on-no-route> false </send-to-dla-on-no-route>
<slow-consumer-threshold> -1 </slow-consumer-threshold>
<slow-consumer-threshold-measurement-unit> MESSAGES_PER_SEGDNEonsumer-
threshold-measurement-unit>

= <slow-consumer-policy> NOTIF¥/slow-consumer-policy>
<slow-consumer-check-period>5</slow-consumer-check-period>
<auto-create-queues> true </auto-create-queues>

<auto-delete-queues> true </auto-delete-queues>

<auto-delete-created-queues> false </auto-delete-created-queues>
<auto-delete-queues-delay> 0O</auto-delete-queues-delay>
<auto-delete-queues-message-count>0</auto-delete-queues-message-count>
<auto-delete-queues-skip-usage-check> false </auto-delete-queues-skip-usage-check>
<config-delete-queues> OFE/config-delete-queues>

<config-delete-diverts> OFR/config-delete-diverts>

<auto-create-addresses> true </auto-create-addresses>

<auto-delete-addresses> true </auto-delete-addresses>
<auto-delete-addresses-delay> 0O</auto-delete-addresses-delay>
<auto-delete-addresses-skip-usage-check> false </auto-delete-addresses-skip-usage-
heck>

<config-delete-addresses> OFE/config-delete-addresses>
<management-browse-page-size200</management-browse-page-size>
<management-message-attribute-size-limit> 256</management-message-attribute-size-
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<default-purge-on-no-consumers> false </default-purge-on-no-consumers>
<default-max-consumers>1 </default-max-consumers>
<default-queue-routing-type> MULTICASKefault-queue-routing-type>
<default-address-routing-type> MULTICASMefault-address-routing-type>
<default-consumer-window-size> 1048576/default-consumer-window-size>
<default-ring-size> -1</default-ring-size>

<retroactive-message-count> O</retroactive-message-count>
<enable-metrics> true </enable-metrics>

<enable-ingress-timestamp> false </enable-ingress-timestamp>
<id-cache-size> 2000G</id-cache-size>

<initial-queue-buffer-size> 819X/initial-queue-buffer-size>

E </address-setting>

</address-settings>

dead-letter-address

Is the address to which messages are sent when they exceed = max-delivery-attempts . If no address
is defined here then such messages will simply be discarded. Read more about undelivered



messages.

auto-create-dead-letter-resources

Whether the broker will automatically create the defined dead-letter-address  and a
corresponding dead-letter queue when a message is undeliverable. Read more in the chapter
about undelivered messages .

dead-letter-queue-prefix

The prefix used for automatically created dead-letter queues. Default is empty. Read more in the
chapter about undelivered messages .

dead-letter-queue-suffix

The suffix used for automatically created dead-letter queues. Default is empty. Read more in the
chapter about undelivered messages .

expiry-address

Where to send a message that has expired. If no address is defined here then such messages will
simply be discarded. Read more about message expiry .

auto-create-expiry-resources

Determines whether or not the broker will automatically create the defined expiry-address and
a corresponding expiry queue when a message expired. Read more in the chapter about
undelivered messages .

expiry-queue-prefix
The prefix used for automatically created expiry queues. Default is empty. Read more in the
chapter about message expiry .

expiry-queue-suffix
The suffix used for automatically created expiry queues. Default is empty. Read more in the
chapter about message expiry .

no-expiry
If true this overrides the expiration time for all messages so that they never expire. The default
is false . Read more about message expiry .

expiry-delay
The expiration time that will be used for messages which are using the default expiration time
(i.e. 0). For example, if expiry-delay is set to 10 and a message which is using the default
expiration time (i.e. Q) arrives then its expiration time of 0 will be changed to 10. However, if a
message which is using an expiration time of 20 arrives then its expiration time will remain
unchanged. Setting expiry-delay to -1 will disable this feature. The default is -1. Read more
about message expiry .

min-expiry-delay

max-expiry-delay
These are applied if the aforementioned expiry-delay isnOt set. Unlike expiry-delay , they can
impact the expiration of a message even if that message is using a non-default expiration time.



There are a handful of rules which dictate the behavior of these settings.

max-delivery-attempts

defines how many time a cancelled message can be redelivered before sending to the dead-
letter-address . Read more about undelivered messages .

redelivery-delay

defines how long to wait before attempting redelivery of a cancelled message. Default is 0. Read
more about undelivered messages .

redelivery-delay-multiplier

The number by which the redelivery-delay  will be multiplied on each subsequent redelivery
attempt. Defaultis 1.0. Read more about undelivered messages .

redelivery-collision-avoidance-factor

defines an additional factor used to calculate an adjustment to the redelivery-delay  (up or
down). Default is 0.0. Valid values are between 0.0 and 1.0. Read more about undelivered
messages.

max-size-bytes
max-size-messages
page-size-bytes
max-read-page-messages
max-read-page-bytes

All these are used to configure paging on an address. This is explained in the paging
documentation .

max-size-bytes-reject-threshold

is used with the address full BLOCHKolicy, the maximum size (in bytes) an address can reach
before messages start getting rejected. Works in combination with max-size-bytes for AMQP
clients only . Defaultis -1 (i.e. no limit).

address-full-policy

This attribute can have one of the following values: PAGEDRQPFAIL or BLOCKNnd determines
what happens when an address where  max-size-bytes is specified becomes full. The default

value is PAGHT the value is PAGHhen further messages will be paged to disk. If the value is DROP
then further messages will be silently dropped. If the value is FAIL then further messages will be

dropped and an exception will be thrown on the client-side. If the value is BLOCHKhen client
message producers will block when they try and send further messages. See the Flow Control
and Paging chapters for more info.

disk-full-policy
This attribute can have one of the following values: DRQOFFAIL or BLOCHand determines what
happens when a disk becomes full. The default value is BLOCKIf the value is DROFhen further
messages will be silently dropped. If the value is FAIL then further messages will be dropped and
an exception will be thrown on the client-side. If the value is BLOCHKhen client message
producers will block when they try and send further messages. See the Flow Control , Paging and



Monitoring Disk  chapters for more info.

message-counter-history-day-limit

is the number of days to keep message counter history for this address assuming that message-
counter-enabled is true . Defaultis 0.

default-last-value-queue

Whether a queue only uses last values or not. Default is false . This value can be overridden at
the queue level using the last-value boolean. Read more about last value queues .

default-exclusive-queue

Whether a queue will serve only a single consumer. Default is false . This value can be
overridden at the queue level using the  exclusive boolean. Read more about exclusive queues .

default-consumers-before-dispatch

The number of consumers needed on a queue bound to the matching address before messages

will be dispatched to those consumers. Default is 0. This value can be overridden at the queue
level using the consumers-before-dispatch boolean. This behavior can be tuned using delay-
before-dispatch on the queue itself or by using the  default-delay-before-dispatch address-
setting.

default-delay-before-dispatch

The number of milliseconds the broker will wait for the configured number of consumers to
connect to the matching queue before it will begin to dispatch messages. Default is -1 (wait
forever).

redistribution-delay

How long to wait when the last consumer is closed on a queue before redistributing any
messages. Defaultis -1. Read more about clusters .

send-to-dla-on-no-route

If a message is sent to an address, but the server does not route it to any queues (e.g. there might

be no queues bound to that address, or none of the queues have filters that match) then
normally that message would be discarded. However, if this parameter is true then such a
message will instead be sent to the dead-letter-address (DLA) for that address, if it exists. Default

is false .

slow-consumer-threshold

The minimum rate of message consumption allowed before a consumer is considered "slow."
Measured in units specified by the slow-consumer-threshold-measurement-unit configuration
option. Default is -1 (i.e. disabled); any other value must be greater than 0 to ensure a queue has
messages, and it is the actual consumer that is slow. A value of 0 will allow a consumer with no
messages pending to be considered slow. Read more about  slow consumers .

slow-consumer-threshold-measurement-unit

The units used to measure the slow-consumer-threshold. Valid options are:

¥ MESSAGES_PER_SECOND



¥ MESSAGES_PER_MINUTE
¥ MESSAGES_PER_HOUR
¥ MESSAGES_PER_DAY

If no unit is specified the default MESSAGES_PER_SECOND will be used. Read more about  slow
consumers .

slow-consumer-policy

What should happen when a slow consumer is detected. KILL will kill the consumerOs connection
(which will obviously impact any other client threads using that same connection). NOTIFYwill
send a CONSUMER_SLOW management notification which an application could receive and take
action with. Read more about  slow consumers .

slow-consumer-check-period

How often to check for slow consumers on a particular queue. Measured in seconds. Default is 5.

This should be at least 2x the maximum time it takes a consumer to process 1
I message. For example, if the slow-consumer-threshold is set to 1 and the slow-
. consumer-threshold-measurement-unit is set to MESSAGES_PER_MINKEFE this
should be set to at least 2 x 60s i.e. 120s. Read more about slow consumers .

auto-create-queues

Whether or not the broker should automatically create a queue when a message is sent or a
consumer tries to connect to a queue whose name fits the address match Queues which are auto-
created are durable, non-temporary, and non-transient. Default is true .

Automatic queue creation does not work for the Core client. The Core APl is a
. low-level APl and is not meant to have such automation.

Automatic queue creation is for queues that would not otherwise be created during
normal operation . For example, when a remote application creates a consumer on

a JMS topic then a queue will be created representing that subscription as
described in the JMS-to-core mapping chapter . This queue will be created
regardless of how auto-create-queues is configured because it is required for
normal operation .

auto-delete-queues

Whether or not the broker should automatically delete auto-created queues when they have
both 0 consumers and the message count is less than or equal to auto-delete-queues-message-
count. Default is true .

auto-delete-created-queues

Whether or not the broker should automatically delete created queues when they have both 0
consumers and the message count is less than or equal to auto-delete-queues-message-count.
Defaultis false .



auto-delete-queues-delay

How long to wait (in milliseconds) before deleting auto-created queues after the queue has 0
consumers and the message count is less than or equal to auto-delete-queues-message-count.
Default is 0 (delete immediately). The brokerOs address-queue-scan-period controls how often (in
milliseconds) queues are scanned for potential deletion. Use -1 to disable scanning. The default
scan value is 3000Q

auto-delete-queues-message-count

The message count that the queue must be less than or equal to before deleting auto-created
queues. To disable message count check -1 can be set. Defaultis 0 (empty queue).

auto-delete-queues-skip-usage-check

A queue will only be auto-deleted by default if it has actually been "used." A queue is considered
"used" if any messages have been sent to it or any consumers have connected to it during its life.
However, there are use-cases where itOs useful to skip this check. When set to true it is
imperative to also set auto-delete-queues-delay to a value greater than 0 otherwise queues may
be deleted almost immediately after being created. In this case the queue will be deleted based

on when it was created rather then when it was last "used."” Default is false .

the above auto-delete address settings can also be configured individually at the
. queue level when a client auto creates the queue.

For Core APl it is exposed in createQueue methods.

For Core JMS you can set it using the destination queue attributes my.destination?auto-
delete=true&auto-delete-delay=120000&auto-delete-message-count=-1
config-delete-queues

How the broker should handle queues deleted on config reload, by delete policy: OFFor FORCE
Defaultis OFFRead more about configuration reload

config-delete-diverts

How the broker should handle diverts deleted on config reload, by delete policy: OFFor FORCE
Defaultis OFFRead more about configuration reload

auto-create-addresses

Whether or not the broker should automatically create an address when a message is sent to or
a consumer tries to consume from a queue which is mapped to an address whose name fits the
address match Default is true .

' automatic address creation does not work for the Core client. The Core APl is a
. low-level APl and is not meant to have such automation.

auto-delete-addresses

Whether or not the broker should automatically delete auto-created addresses once the address
no longer has any queues. Defaultis true .



auto-delete-addresses-delay

How long to wait (in milliseconds) before deleting auto-created addresses after they no longer

have any queues. Default is 0 (delete immediately). The brokerOs address-queue-scan-period
controls how often (in milliseconds) addresses are scanned for potential deletion. Use -1 to
disable scanning. The default scan value is  3000Q

auto-delete-addresses-skip-usage-check

An address will only be auto-deleted by default if it has actually been "used." An address is
considered "used" if any queues have been created on it during its life. However, there are use-
cases where itOs useful to skip this check. When set to true it is imperative to also set auto-
delete-addresses-delay to a value greater than 0 otherwise addresses may be deleted almost
immediately after being created. In this case the address will be deleted based on when it was
created rather then when it was last "used." Default is false .

config-delete-addresses

How the broker should handle addresses deleted on config reload, by delete policy: OFFor FORCE
Defaultis OFFRead more about configuration reload

management-browse-page-size

is the number of messages a management resource can browse. This is relevant for the browse,
list and count-with-filter management methods exposed on the queue control. Default is 200

management-message-attribute-size-limit

is the number of bytes collected from the message for browse. This is relevant for the browse and
list management methods exposed on the queue control. Message attributes longer than this
value appear truncated. Defaultis 256 Use -1 to switch this limit off. Note that memory needs to

be allocated for all messages that are visible at a given moment. Setting this value too high may
impact the browser stability due to the large amount of memory that may be required to browse

through many messages.

default-purge-on-no-consumers

defines a queueOs default purge-on-no-consumers setting if none is provided on the queue itself.
Default is false . This value can be overridden at the queue level using the purge-on-no-consumers
boolean. Read more about this functionality

default-max-consumers

defines a queueOs default max-consumerssetting if none is provided on the queue itself. Default is
-1 (i.e. no limit). This value can be overridden at the queue level using the max-consumers
boolean. Read more about this functionality

default-queue-routing-type

The routing-type for an auto-created queue if the broker is unable to determine the routing-type
based on the client and/or protocol semantics. Default is MULTICASRead more about routing

types.

default-address-routing-type

The routing-type for an auto-created address if the broker is unable to determine the routing-
type based on the client and/or protocol semantics. Default is MULTICASTRead more about



routing types .

default-consumer-window-size

The default consumerWindowSizealue for a CORprotocol consumer, if not defined the default will
be set to 1 MiB (1024 * 1024 bytes). The consumer will use this value as the window size if the
value is not set on the client. Read more about  flow control

default-ring-size

The default ring-size value for any matching queue which doesnOt have ring-size  explicitly
defined. If not defined the default will be set to -1. Read more about ring queues .

retroactive-message-count

The number of messages to preserve for future queues created on the matching address.
Defaults to 0. Read more about retroactive addresses .

enable-metrics

determines whether or not metrics will be published to any configured metrics plugin for the
matching address. Defaultis true . Read more about metrics .

enable-ingress-timestamp

determines whether or not the broker will add its time to messages sent to the matching address.

When true the exact behavior will depend on the specific protocol in use. For AMQP messages

the broker will add a long message annotation named x-opt-ingress-time . For core messages
(used by the core and OpenWire protocols) the broker will add a long property named
_AMQ_INGRESS_TIMESTRWPSTOMP messages the broker will add a frame header named
ingress-timestamp . The value will be the number of milliseconds since the epoch. Defaultis false .

id-cache-size
defines the maximum size of the duplicate ID cache for an address, as each address has itOs own
cache that helps to detect and prevent the processing of duplicate messages based on their

unique identification. By default, the id-cache-size setting inherits from the global id-cache-
size, with a default of 20000elements if not explicitly configured. Read more about duplicate id
cache sizes.

initial-queue-buffer-size
defines the initial number of elements allocated initially on the JVM heap for the message
reference buffer. This is allocated for each queue. If there are many queues that are created but
unlikely to be used, this can be configured to a smaller value to prevent large initial allocation.
By default, this value is  8192if not explicitly configured. This must be a positive power of 2 (i.e. 0
is not an option).

22.1. Literal Matches

A literal match is a match that contains wildcards but should be applied without regard to those
wildcards. In other words, the wildcards should be ignored and the address settings should only be
applied to the literal (i.e. exact) match.

This can be useful when an application uses a  wildcard address . For example, if an application
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creates a multicast queue on the address orders.# and that queue needs a different configuration
than other matching addresses like  orders.retail and orders.wholesale . Generally speaking this

kind of use-case is rare, but wildcard addresses are often used by MQTT clients, and this kind of
configuration flexiblity is useful.

22.1.1. Configuring a Literal Match

If you want to configure a literal match the first thing to do is to configure the literal-match-

markers parameter in  broker.xml . This defines the beginning and ending characters used to mark
the literal match, e.g.:

<core>

E ..

E <literal-match-markers> () </literal-match-markers>
E ..

</core>

By default, no value is defined for literal-match-markers  which means that literal matches are
disabled by default. The value must be only 2 characters.

Once literal-match-markers is defined you can then use those markers in the match of the address
setting, e.g.

<address-settings>

<address-setting match=(orders.#)" >
<enable-metrics> true </enable-metrics>

</address-setting>

<address-setting match=orders.#" >
<enable-metrics> false </enable-metrics>

</address-setting>

</address-settings>

T [T > mp [T T

Using these settings metrics will be enabled on the address orders.# and any queues bound directly
on that address, but metrics will  not be enabled for other matching addresses like  orders.retail  or
orders.wholesale and any queues bound to those addresses.



Chapter 23. Wildcard Syntax

Apache Artemis uses a specific syntax for representing wildcards in security settings, address
settings, and when creating consumers.

The syntax is similar to that used by  AMQP.

An wildcard expression contains  words separated by a delimiter . The default delimiter is . (full
stop).

The special characters # and * also have special meaning and can take the place ofa  word .

To be clear, the wildcard characters cannot be used like wildcards in a regular expression . They
operate exclusively on words separated by a delimiter

23.1. Matching Any Word

The character # means "match any sequence of zero or more words".
So the wildcard news.europe.# would match:

¥ news.europe
¥ news.europe.sport
¥ news.europe.politics

¥ news.europe.politics.regional
But news.europe.# would not match:

¥ news.usa
¥ news.usa.sport

¥ entertainment

23.2. Matching a Single Word

The character * means "match a single word".
The wildcard news.* would match:

¥ news.europe

¥ news.usa
But news.* would not match:

¥ news.europe.sport
¥ news.usa.sport

¥ news.europe.politics.regional
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The wildcard news.*.sport would match:

¥ news.europe.sport

¥ news.usa.sport
But news.*.sport would not match:

¥ news.europe.politics

23.3. Customizing the Syntax

ItOs possible to further configure the syntax of the wildcard addresses using the broker
configuration. For that, the  <wildcard-addresses> configuration tag is used.

<wildcard-addresses>

= <routing-enabled> true </routing-enabled>
<delimiter> . </delimiter>
<any-words3#</any-words>

<single-word> *</single-word>
</wildcard-addresses>

> [ [T [T

The example above shows the default configuration.

It is technically possible to use $ as a custom wildcard character, but it is not
recommended for three main reasons:

1. The default value of internal-naming-prefix is $.activemg.internal. which
includes a $ character. While this value can be changed, doing so may cause
problems if, for example, you have already created a cluster while the default
value was in use. In this case the broker will have already created store-and-
forward resources that will have to be renamed manually. Similar problems
exist with retroactive addresses.

2. AMQP federation and mirroring use  $in the names of their internal resources.

3. The MQTT protocol uses $ for certain bits of functionality (e.g. shared
subscriptions) and this cannot be changed so MQTT functionality would need
to be completely avoided.



Chapter 24. Routing Messages With Wild
Cards

Apache Artemis allows the routing of messages via wildcard addresses.

If a queue is created with an address of say  news.# then it will receive any messages sent to
addresses that match this, for instance  news.europe or news.usaor news.usa.sport. If you create a
consumer on this queue, this allows a consumer to consume messages which are sent to a hierarchy
of addresses.

| In IMS terminology this allows "topic hierarchies" to be created.

This functionality is enabled by default. To turn it off add the following to the <core> element in
broker.xml , e.g.:

<wildcard-addresses>
E <routing-enabled> false </routing-enabled>
</wildcard-addresses>

For more information on the wild card syntax and how to configure it, take a look at wildcard
syntax chapter, also see the topic hierarchy example in the examples .



Chapter 25. Diverting and Splitting Message
Flows

Diverts allow you to transparently divert messages routed to one address to one or more other
addresses, without making any changes to any client application logic.

Diverts can be exclusive or non-exclusive .

An exclusive divert routes messages the new address(es) only. Messages are not routed to the old
address at all.

A non-exclusive divert routes messages to the old address and a  copy of the messages are also sent
to the new address(es). Think of non-exclusive divert as splitting message flow, e.g. there may be a
requirement to monitor every order sent to an order queue.

Multiple diverts can be configured for a single address. When an address has both exclusive and
non-exclusive diverts configured, the exclusive ones are processed first. If any of the exclusive
diverts diverted the message, the non-exclusive ones are not processed.

Diverts can also be configured to have an optional message filter. If specified then only messages
that match the filter will be diverted.

Diverts can apply a particular routing-type to the message, strip the existing routing type, or simply
pass the existing routing-type through. This is useful in situations where the message may have its
routing-type set but you want to divert it to an address using a different routing-type. 1tOs important

to keep in mind that a message with the  anycast routing-type will not actually be routed to queues
using multicast and vice-versa. By configuring the  routing-type of the divert you have the flexibility
to deal with any situation. Valid values are ANYCASWIULTICASPASS&E STRIP The defaultis STRIP

Diverts can also be configured to apply a  Transformer. If specified, all diverted messages will have
the opportunity of being transformed by the Transformer. When an address has multiple diverts
configured, all of them receive the same, original message. This means that the results of a
transformer on a message are not directly available for other diverts or their filters on the same
address. See the documentation on adding runtime dependencies  to understand how to make your
transformer available to the broker.

A divert will only divert a message to an address on the same server. If you want to divert to an
address on a different server a common pattern would be to divert to a local "store-and-forward"
gueue and then set up a bridge which consumes from that queue and forwards to an address on a
different server.

Diverts are therefore a very sophisticated concept which when combined with bridges can be used
to create interesting and complex routings. The set of diverts on a server can be thought of as a type
of routing table for messages. Combining diverts with bridges allows you to create a distributed
network of reliable routing connections between multiple geographically distributed servers,
creating your global messaging mesh.

Diverts are defined as xml in the broker.xml file at the core attribute level. There can be zero or



more diverts in the file.
Diverted messages get special properties .

Please see the examples for a full working example at ./examples/features/standard/divert/ showing
you how to configure and use diverts.

LetOs take a look at some divert examplesE

25.1. Exclusive Divert

LetOs take a look at an exclusive divert. An exclusive divert diverts all matching messages that are
routed to the old address to the new address. Matching messages do not get routed to the old
address.

HereOs some example xml configuration for an exclusive divert, itOs taken from the divert example:

<divert nametprices-divert" >

<address>priceUpdates </address>

<forwarding-address> priceForwarding </forwarding-address>

<filter  string= "office='New York™ />

<transformer-class-name>
org.apache.activemg.artemis.jms.example.AddForwardingTimeTransformer

</transformer-class-name>

<exclusive> true </exclusive>

</divert>

T > mp mp me mp e

We define a divert called prices-divert that will divert any messages sent to the address
priceUpdates to another local address priceForwarding .

We also specify a message filter string so only messages with the message property office  with
value New Yorkwill get diverted, all other messages will continue to be routed to the normal
address. The filter string is optional, if not specified then all messages will be considered matched.

In this example a transformer class is specified without any configuration properties. Again this is
optional, and if specified the transformer will be executed for each matching message. This allows

you to change the messages body or properties before it is diverted. In this example the
transformer simply adds a header that records the time the divert happened. See the transformer
chapter for more details about transformer-specific configuration.

This example is actually diverting messages to a local store and forward queue, which is configured
with a bridge which forwards the message to an address on another broker. Please see the example
for more details.

25.2. Non-exclusive Divert

Now weOll take a look at a non-exclusive divert. Non-exclusive diverts are the same as exclusive
diverts, but they only forward a copy of the message to the new address. The original message



continues to the old address
You can therefore think of non-exclusive diverts as splitting a message flow.

Non-exclusive diverts can be configured in the same way as exclusive diverts with an optional filter
and transformer, hereOs an example non-exclusive divert, again from the divert example:

<divert name“order-divert" >

E <address>orders </address>

E <forwarding-address> spyTopic</forwarding-address>
E <exclusive> false </exclusive>

</divert>

The above divert example takes a copy of every message sent to the address orders and sends it to a
local address called spyTopic.

25.3. Composite Divert

A composite divert is one which forwards messages to multiple addresses. This pattern is
sometimes referred to as fan-out. Configuration is simple. Just use a comma separated list in
forwarding-address , e.g.:

<divert name&shipping-divert" >

E <addresssshipping </address>

E <forwarding-address> dallas, chicago, denver </forwarding-address>
E <exclusive> false </exclusive>

</divert>



Chapter 26. Transformers

A transformer, as the name suggests, is a component which transforms a message. For example, a
transformer could modify the body of a message or add or remove properties. Both diverts and
core bridges support.

A transformer is simply a class which implements the interface
org.apache.activemgq.artemis.core.server.transformer. Transformer

public interface Transformer {
E default void init (MagString , String > properties ) { }

E Messagetransform (Messagemessagg

}

The init method is called immediately after the broker instantiates the class. There is a default
method implementation so implementing init is optional. However, if the transformer needs any
configuration properties it should implement init  and the broker will pass the configured
key/value pairs to the transformer using a java.util.Map

26.1. Configuration

The most basic configuration requires only specifying the transformerOs class name, e.g.:

<transformer-class-name>
E org.foo.MyTransformer
</transformer-class-name>

However, if the transformer needs any configuration properties those can be specified using a
slightly different syntax, e.g.:

<transformer>
E <class-namesorg.foo.MyTransformerWithProperties </class-name>
E <property key="transformerKeyl" value="transformerValuel" />
E <property key="transformerKey2" value="transformerValue2" />
</transformer>

Any transformer implementation needs to be added to the brokerOs classpath. See the
documentation on adding runtime dependencies to understand how to make your transformer
available to the broker.



Chapter 27. Filter Expressions

Apache Artemis provides a powerful filter language based on a subset of the SQL 92 expression
syntax.

It is the same as the syntax used for JMS & Jakarta Messaging selectors, but the predefined
identifiers are different. For documentation on JMS selector syntax please see the JavaDoc for
javax.jms.Message. For the corresponding Jakarta Messaging JavaDoc see jakarta.jms.Message .

Filter expressions are used in several places:

¥ Predefined Queues. When pre-defining a queue, in broker.xml in either the core or jms
configuration a filter expression can be defined for a queue. Only messages that match the filter
expression will enter the queue.

¥ Core bridges can be defined with an optional filter expression, only matching messages will be
bridged (see Core Bridges).

¥ Diverts can be defined with an optional filter expression, only matching messages will be
diverted (see Diverts ).

¥ Filters are also used programmatically when creating consumers, queues and in several places
as described in management .

There are some differences between JMS selector expressions and Core filter expressions. Whereas
JMS selector expressions operate on a JMS message, Core filter expressions operate on a core
message.

The following identifiers can be used in a core filter expressions to refer to attributes of the core
message in an expression:

AMQUserID

The ID set by the user when the message is sent. This is analogous to the = JMSMessagelfor JIMS-
based clients.

AMQAddress

The address to which the message was sent.

AMQGrouplID

The group ID used when sending the message.

AMQPriority
To refer to the priority of a message. Message priorities are integers with valid values from 0-
9. 0is the lowest priority and 9 is the highest. e.g. AMQPriority = 3 AND animal = 'aardvark’

AMQEXxpiration

To refer to the expiration time of a message. The value is a long integer.

AMQDurable

To refer to whether a message is durable or not. The value is a string with valid values: DURABLE


https://docs.oracle.com/javaee/7/api/javax/jms/Message.html
https://jakarta.ee/specifications/messaging/3.0/apidocs/jakarta/jms/message

or NON_DURABLE

AMQTimestamp

The timestamp of when the message was created. The value is a long integer.

AMQSize

The size of a message in bytes. The value is an integer.

Any other identifiers used in core filter expressions will be assumed to be properties of the
message.

27.1. Property Identifier Constraints

The JMS and Jakarta Messaging specs state that property identifiers (and therefore the identifiers
which are valid for use in a filter expression) are an:

unlimited-length sequence of letters and digits, the first of which must be a
letter. A letter is any character for which the method Character.isJavaletter
returns true . This includes _ and $. A letter or digit is any character for
which the method Character.isJavalLetterOrDigit  returns true .

27.1.1. Working Around These Constraints

These constraints mean that characters like . (dot) and - (hyphen) cannot be used within property
identifiers. However, if you want to work around these constraints, you can surround the identifier
with quotation marks in the filter expression. For example, if a message had a property named foo-

bar set to 0 then the filter expression  "foo-bar" =0 would match it, whereas foo-bar =0 would not
match.

27.2. Property Value Conversion

The JMS and Jakarta Messaging specs also state that a String property should not get converted to a
numeric value when used in a selector. So for example, if a message has the age property set to the
String "21" then the following selector should not match it: age > 18.

However, some protocols (e.g. STOMP) can only send messages with ~ String properties, which is a bit
limiting. Therefore, if you want your filter expressions to auto-convert String properties to the
appropriate number type, just prefix it with convert_string_expressions: . If you changed the filter
expression in the previous example to be  convert_string_expressions:age > 18 , then it would match
the aforementioned message.

27.3. XPath

Special XPath filters which operate on the  body of a message are also available. The body must be
XML. To use an XPath filter use this syntax:


https://docs.oracle.com/en/java/javase/17/docs/api/java.base/java/lang/Character.html#isJavaLetter(char)
https://docs.oracle.com/en/java/javase/17/docs/api/java.base/java/lang/Character.html#isJavaLetterOrDigit(char)
https://en.wikipedia.org/wiki/XPath

XPATH '<xpath-expression>'
XPath filters are supported with and between producers and consumers using the following
protocols:

¥ OpenWire JMS

¥ Core (and Core JMS)
¥ STOMP

¥ AMQP

Since XPath applies to the body of the message and requires parsing of XML it may be significantly
slower than normal filters.

Large messages are not supported.

The XML parser used for XPath is configured with these default "features":

¥ http://xml.org/sax/features/external-general-entities : false
¥ http://xml.org/sax/features/external-parameter-entities : false
¥ http://apache.org/xml/features/disallow-doctype-decl : true

However, in order to deal with any implementation-specific issues the features can be customized
by using system properties starting with the org.apache.activemq.documentBuilderFactory.feature:
prefix, e.g.:

-Dorg.apache.activemq.documentBuilderFactory.feature:http://xml.org/sax/features/exter
nal-general-entities=true



Chapter 28. Management

Apache Artemis has an extensive management APl that allows a user to modify a serverOs
configuration, create new resources (e.g. addresses and queues), inspect these resources (e.g. how
many messages are currently held in a queue), and interact with them (e.g. to remove messages
from a queue). Management notifications are also sent for various events.

There are numerous ways to access the management API:

¥ Using JMX"N"JMX is the standard way to manage Java applications

¥ Using Jolokia"N"Jolokia exposes the JMX API of an application through an HTTP interface

¥ Using the Core Client"N"management operations are sent to the broker using Core Client
messages
¥ Using any JMS Client"N"management operations are sent to Apache Artemis server using JMS

Client messages

¥ Web Console"N"a web application which provides a graphical interface to the management API.

Although there are four different ways to manage the broker, each API supports the same
functionality. If it is possible to manage a resource using JMX it is also possible to achieve the same
result using Core messages.

Besides these four management interfaces, a Web Console and a Command Line management utility
are also available to administrators.

The choice depends on your requirements, your application settings, and your environment to
decide which way suits you best.

28.1. The Management API

Regardless of the way you invoke management operations, the management API is the same.

For each managed resource , there exists a Java interface describing what operations can be invoked
for this type of resource.

To learn about available management operations , see the Javadoc for these interfaces. They are
located in the org.apache.activemq.artemis.api.core.management package and they are named with
the word Control at the end.

28.1.1. Server Management
The ActiveMQServerControl interface is the entry point for broker management.
¥ Listing, creating, deploying, and destroying queues
A list of deployed queues can be retrieved using the getQueueNames(nethod.

Queues can be created or destroyed using the management operations createQueue() or
deployQueue() or destroyQueue().



createQueuewill fail if the queue already exists while deployQueuewill do nothing.
¥ Listing and closing remote connections

ClientOs remote addresses can be retrieved using listRemoteAddresses() . It is also possible to
close the connections associated with a remote address using the closeConnectionsForAddress()
method.

Alternatively, connection IDs can be listed using listConnectionIlDs() and all the sessions for a
given connection ID can be listed using  listSessions()

¥ Transaction heuristic operations

In case of a server crash, when the server restarts, it possible that some transaction requires
manual intervention. The listPreparedTransactions()  method lists the transactions which are in
the prepared states (the transactions are represented as opaque Base64 Strings.) To commit or

rollback a  given prepared  transaction, the commitPreparedTransaction() or
rollbackPreparedTransaction() method can be wused to resolve heuristic transactions.
Heuristically completed transactions can be listed using the

listHeuristicCommittedTransactions() and listHeuristicRolledBackTransactions methods.
¥ Enabling and resetting Message counters

Message counters can be enabled or disabled using the enableMessageCounters() or
disableMessageCounters() method. To reset message counters, it is possible to invoke
resetAllIMessageCounters() and resetAllMessageCounterHistories() methods.

¥ Retrieving the server configuration and attributes

The ActiveMQServerControl exposes broker configuration through all its attributes (e.g.
getVersion() method to retrieve the serverOs version, etc.)

¥ Listing, creating and destroying Core bridges and diverts

A list of deployed core bridges (resp. diverts) can be retrieved using the getBridgeNames() (resp.
getDivertNames() ) method.

Core bridges (resp. diverts) can be created or destroyed using the management operations
createBridge() and destroyBridge() (resp. createDivert() and destroyDivert() ).

Diverts can be updated using the management operation updateDivert() .
¥ |t is possible to stop the server and force failover to occur with any currently attached clients.

To do this use the forceFailover() operation.

Since this method actually stops the server you will probably receive some sort
of error depending on which management service you use to call it.

¥ The effective configuration of the broker core can be exported as properties using
exportConfigAsProperties() . This operation will write a file to the brokerOs tmp dir called



broker_config_as_properties.txt . The content can provide an entry point for using

brokerProperties
I The brokerOs tmp dir is configured via the system property java.io.tmpdir . The
. default value, set via the launch scripts, is  $ARTEMIS_INSTANCE/tmp

¥ The status of the broker, a json string, can be obtained through the getStatus() operation. The

status includes identity, uptime, activation state, and information about broker properties
configuration and reload.

28.1.2. Address Management
Individual addresses can be managed using the  AddressControl interface.
¥ Modifying roles and permissions for an address

You can add or remove roles associated to a queue using the  addRole() or removeRole() methods.
You can list all the roles associated to the queue with the getRoles() method

¥ Pausing and resuming an Address

The AddressControl can pause and resume an address and all the queues that are bound to it.
Newly added queue will be paused too until the address is resumed. Thus all messages sent to
the address will be received but not delivered. When it is resumed, delivering will occur again.

¥ Blocking and un blocking an Address

The AddressControl can block and unblock an address. A blocked address will not issue any
more credit to existing producers. New producers will not be granted any credit. When the
address is unblocked, credit granting will resume. In this way, it is possible to drain all the
gueues associated with an address to quiesce a broker in a managed way.

28.1.3. Queue Management

The bulk of the management API deals with queues. The QueueControlinterface defines the queue
management operations.

Most of the management operations on queues take either a single message ID (e.g. to remove a
single message) or a filter (e.g. to expire all messages with a given property.)

Passing null or an empty string in the filter parameter means that the
management operation will be performed on all messages in a queue.

¥ Expiring, sending to a dead letter address and moving messages

Messages can be expired from a queue by using the  expireMessages() method. If an expiry
address is defined, messages will be sent to it, otherwise they are discarded.

Messages can also be sent to a dead letter address with the  sendMessagesToDeadLetterAddress()
method. It returns the number of messages which are sent to the dead letter address. If a dead



letter address is not defined, message are removed from the queue and discarded.

Messages can also be moved from a queue to another queue by using the moveMessages()
method.

¥ Listing and removing messages

Messages can be listed from a queue by using the listMessages() method which returns an
array of Mapone Mapfor each message.

Messages can also be removed from the queue by using the removeMessages()method which
returns a boolean for the single message ID variant or the number of removed messages for the
filter variant. The removeMessages()method takes a filter — argument to remove only filtered
messages. Setting the filter to an empty string will in effect remove all messages.

¥ Counting messages

The number of messages in a queue is returned by the  getMessageCount()method. Alternatively,
the countMessages()will return the number of messages in the queue which match a given filter .

¥ Changing message priority

The message priority can be changed by using the changeMessagesPriority() method which
returns a boolean for the single message ID variant or the number of updated messages for the
filter variant.

¥ Message counters

Message counters can be listed for a queue with the listMessageCounter() and
listMessageCounterHistory() methods (see Message Counters section). The message counters can
also be reset for a single queue using the resetMessageCounter() method.

¥ Retrieving the queue attributes

The QueueControl exposes queue settings through its attributes (e.g.  getFilter()  to retrieve the
queueOs filter if it was created with one, isDurable() to know whether the queue is durable or
not, etc.)

¥ Pausing and resuming Queues

The QueueControlcan pause and resume the underlying queue. When a queue is paused, it will
receive messages but will not deliver them. When itOs resumed, itOll begin delivering the queued
messages, if any.

¥ Disabling and Enabling Queues

The QueueControlcan disable and enable the underlying queue. When a queue is disabled, it will
not longer have messages routed to it. When itOs enabled, itOll begin having messages routed to it
again.

This is useful where you may need to disable message routing to a queue but wish to keep
consumers active to investigate issues, without causing further message build up in the queue.



28.1.4. Other Resources Management

The management API allows an administrator to start and stop various broker resources (acceptors,
diverts, bridges, etc.) so that a broker can be taken partially off-line for a given period of time
without stopping it completely (e.g. if other management operations must be performed such as
resolving heuristic transactions). These resources are:

¥ Acceptors

They can be started or stopped using the start() or. stop() method on the AcceptorControl
interface. The acceptors parameters can be retrieved using the AcceptorControl attributes (see
Understanding Acceptors )

¥ Diverts

They can be started or stopped using the start() or stop() method on the DivertControl
interface. Diverts parameters can be retrieved using the DivertControl attributes (see Diverting
and Splitting Message Flows )

¥ Bridges

They can be started or stopped using the start() (resp. stop() ) method on the BridgeControl
interface. Bridges parameters can be retrieved using the BridgeControl attributes (see Core
bridges )

¥ Broadcast groups

They can be started or stopped using the  start() or stop() method on the BroadcastGroupControl
interface. Broadcast groups parameters can be retrieved using the BroadcastGroupControl
attributes (see Clusters)

¥ Cluster connections

They can be started or stopped using the start() or stop() method on the
ClusterConnectionControl interface. Cluster connections parameters can be retrieved using the
ClusterConnectionControl attributes (see Clusters)

28.2. Management Via JMX

The broker can be managed using JMX.

The management API is exposed using MBeans. By default, these MBeans are registered with the
domain org.apache.activemg.artemis . For example, the ObjectNameto manage the anycast queue
exampleQueuen the address exampleAddresss:

org.apache.activemg.artemis:broker=<brokerName>,component=addresses,address="exampleAd
dress",subcomponent=queues,routing-type="anycast",queue="exampleQueue"

and the MBean is:


http://www.oracle.com/technetwork/java/javase/tech/javamanagement-140525.html

org.apache.activemg.artemis.api.core.management.QueueControl

The MBeanOs ObjectName is built using the helper class
org.apache.activemgq.artemis.api.core.management.ObjectNameBuilder . Example usage of the
ObjectNameBuilderto obtain ActiveMQServerControl's name:

brokerName= "0.0.0.0" ; // configured e.g. in broker.xml <broker-name> element
objectNameBuilder = ObjectNameBuilder. create (ArtemisResolver. DEFAULT_DOMAIN
brokerName true);

serverObjectName = objectNameBuilder. getActiveMQServerObjectNam@

Managing a broker using JMX is identical to the management of any Java Applications using JMX. It
can be done by reflection or by creating proxies of the MBeans.

28.2.1. Configuring JMX

By default, JMX is enabled for broker management. It can be disabled by setting jmx-management-
enabled to false in broker.xml :

<jmx-management-enabledalse </jmx-management-enabled>

Role Based Authorisation for IMX

Artemis uses the Java Virtual MachineOs Platform MBeanServer by default. This is guarded using role
based authorisation that leverages the brokerOs JAAS plugin support.

The RBAC used to restrict access to Mbeans and their operations can be configured in one of two
ways. Via security-settings in broker.xml, described in JMX authorization in broker.xml , or via the
authorization element in the management.xnthat is described below.

JMX authorisation in management.xml

There are 3 elements within the  authorisation element, allowlist , default-access and role-access .
LetOs discuss each in turn.

Allowlist contains a list of MBeans that will bypass the authorisation, this is typically used for any
MBeans that are needed by the console to run etc. The default configuration is:

<allowlist>
E <entry domainzhawtio" />
</allowlist>

This means that any MBean with the domain hawtio will be allowed access without authorisation.
for instance hawtio:plugin=artemis . You can also use wildcards for the MBean properties so the
following would also match.



<allowlist>
E <entry domainZhawtio" key="type=*" />
</allowlist>

The allowlist element has replaced the whitelist element which is now
deprecated

The role-access defines how roles are mapped to particular MBeans and its attributes and methods.
The default configuration looks like:

<role-access>

<match domainZorg.apache.activemg.artemis" >
<access method=list**  roles="view,update,amq" />
<access method2get*" roles= "view,update,amq" />
<access methodzis*" roles= "view,update,amq" />
<access method=set*" roles="update,amq"/>
<access method2*" roles="amq'/>

E </match>

</role-access>
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This contains 1 match and will be applied to any MBean that has the domain
org.apache.activemq.artemis . Any access to any MBeans that have this domain are controlled by the
access elements which contain a method and a set of roles. The method being invoked will be used

to pick the closest matching method and the roles for this will be applied for access. For instance if

you try to invoke a method called listMessages on an MBean with the org.apache.activemq.artemis
domain then this would match the access with the method of list* . You could also explicitly
configure this by using the full method name, like so:

<access method=listMessages" roles="view,update,amq" />

You can also match specific MBeans within a domain by adding a key attribute that is used to match
one of the properties on the MBean, like:

<match domainZorg.apache.activemg.artemis"  key='subcomponent=queues®

E <access methodlist*" roles= "view,update,amq" />
E <access method2get*" roles= "view,update,amq" />
E <access methodis*" roles= "view,update,amq" />

E <access methodset*" roles= "update,amq"/>

E <access method2*" roles="amq/>

</match>

You could also match a specific queue for instance:

org.apache.activemg.artemis:broker=<brokerName>,component=addresses,address="exampleAd



dress",subcomponent=queues,routing-type="anycast",queue="exampleQueue"

by configuring:

<match domain=org.apache.activemqg.artemis” key='queue=exampleQueue"

E <access methodZlist*"  roles= "view,update,amq" />
E <access methodZget*" roles= "view,update,amq" />
E <access methodZis*" roles= "view,update,amq" />

E <access methodset*" roles= "update,amq"/>

E <access method2*" roles="amq/>

</match>

You can also use wildcards for the MBean properties so the following would also match, allowing
prefix match for the MBean properties.

<match domainzorg.apache.activemgqg.artemis" key='queue=example*>

E <access methodlist*"  roles= "view,update,amq" />
E <access method2get*" roles= "view,update,amq" />
E <access methodZis*" roles= "view,update,amq" />

E <access methodset*" roles= "update,amq"/>

E <access method2*" roles="amq/>

</match>

In case of multiple matches, the exact matches have higher priority than the wildcard matches and
the longer wildcard matches have higher priority than the shorter wildcard matches.

Access to JIMX MBean attributes are converted to method calls so these are controlled via the set*,
get* and is*. The * access is the catch-all for everything other method that isnOt specifically
matched.

The default-access element is basically the catch-all for every method call that isnOt handled via the
role-access configuration. This has the same semantics asa matchelement.

JMX authorization in broker.xml

The existing security-settings in broker.xml can be used for JIMX RBAC.

Using the view and edit permissions on matches in security-settings provides an alternative to the
authorization section in management.xml. Using a single security model based on addresses, with
reloadable configuration, simplifies operation.

An NMBeanServer interceptor  that delegates to the broker security manager must be configured
with a JVM system property that allows it to be added to all MBeanServers in the JVM.

This is configured via a system property as follows:

Ejava -Djavax.management.builder.initial



=org.apache.activemg.artemis.core.server.management.ArtemisRbacMBeanServerBuilder

When this property is provided, the authorization section of management.xml
MUST be omitted/removed as that depends on an alternative MBeanServer
interceptor and builder.

The security-settings match addresses used for IMX RBAC use the mops.(shorthand for management
operations) prefix .

The MBeanServer guard maps JMX MBean ObjectNames to a hierarchical address of the general
form:

mops<.jmx domain><.type><.component><.name=>[.operation]

for the broker domain, the domain is omitted.

For example, to give the adminrole view and edit permissions on all MBeans, use the following
security-setting:

<security-setting  matchmops.#">

E <permission type="view" roles="admin"/>
E <permission type="edit" roles="admin"/>
</security-setting>

To grant the managerRolerole view permission to just the activemg.managemeniaddress, target the
address component with name  activemg.managemenand with .* to include all operations.

<security-setting  match¥mops.address.activemqg.management.*">
E <permission type="view" roles="managerRole’>
</security-setting>

To ensure no user has permission to  force a failover using the broker (server control) MBean, use
the following that defines the empty roles set for a particular mutating operation on the broker
component:

<security-setting  match=mops.broker.forceFailover" >
E <permission type="edit" roles=""/>
</security-setting>

Local JMX Access with JConsole

Due to the authorisation which is enabled by default, the broker can not be managed locally using
JConsole when connecting as a local process. This is because JConsole does not pass any
authentication information when connecting this way, which means the user cannot, therefore, be



authorised for any management operations. To use JConsole, the user will either have to disable
authorisation by completely removing the authorisation  element from management.xmlor by
enabling remote access and providing the proper username and password credentials (discussed
next).

Remote JMX Access

By default, remote JMX access to Artemis is disabled for security reasons.

Artemis has a JMX agent which allows access to JMX MBeans remotely. This is configured via the
connector element in the management.xmtonfiguration file. To enable this, you add the following
XML:

<connector connector-port= "1099"/>

This exposes the agent remotely on the port 1099 If you were connecting via JConsole you would
connect as a remote process using the service url:

service:jmx:rmi:///jndi/rmi://localhost:1099/jmxrmi

YouOd be able to supply an appropriate user name and password in this case as well.
You can also configure the connector using the following:

connector-host

The host to expose the agent on.

connector-port

The port to expose the agent on.

rmi-registry-port
The port that the RMI registry binds to. If not set, the port is always random. Set to avoid
problems with remote JMX connections tunnelled through firewall.

jmx-realm

The jmx realm to use for authentication, defaults to activemq to match the JAAS configuration.

object-name

The object name to expose the remote connector on; default is connector:name=rmi

secured

Whether the connector is secured using SSL.

key-store-path

The location of the keystore.



key-store-password

The keystore password. This can be masked .

key-store-provider
The provider; JKSby default.

trust-store-path

The location of the truststore.

trust-store-password

The trustore password. This can be masked .

trust-store-provider
The provider; JKSby default.

password-codec

The fully qualified class name of the password codec to use. See the password masking
documentation for more details on how this works.

It is important to note that the rmi registry will pick an ip address to bind to, If you
have a multi IP addresses/NICs present on the system then you can choose the ip

address to use by adding the following to artemis.profile
-Djava.rmi.server.hostname=localhost

Remote connections using the default JVM Agent not enabled by default as Artemis
exposes the MBean Server via its own configuration. This is so Artemis can
leverage the JAAS authentication layer via JMX. If you want to expose this then you

will need to disable both the connector and the authorisation by removing them

from the management.xmtonfiguration. Please refer to  Java Management guide to
configure the server for remote management (system properties must be set in
artemis.profile ).

By default, the broker uses the JMX domain  O’org.apache.activemq.artemis’O. To manage several
brokers from the same MBeanServer, the JMX domain can be configured for each individual broker
by setting jmx-domainin broker.xml :

<!-- use a specific JIMX domain for Apache Artemis MBeans -->
<jmx-domain>my.org.apache.activemq</jmx-domain>

28.2.2. Example

See the IMX Management Example which shows how to use a remote connection to JMX and MBean
proxies to manage a broker.

28.2.3. Exposing JMX using Jolokia

The default broker configuration ships with the Jolokia HTTP agent deployed as a web application.


https://docs.oracle.com/javase/8/docs/technotes/guides/management/agent.html
https://jolokia.org

Jolokia is a remote JMX-over-HTTP bridge that exposes MBeans. For a full guide as to how to use it
refer to Jolokia documentation

Reading an Attribute

A simple example to check whether a broker is active would be to use a curl command like this:

$ curl -s -H "Origin: http://localhost" -u myUser.myPass
http://localhost:8161/console/jolokia/read/org.apache.activemq.artemis:broker =\" 0.0.0.
O\" /Active

Or you could send a JSON formatted POSTequest instead of using the URL

$ curl -s -H "Origin: http://localhost" -u myUser:myPass--header "Content-type:
application/json"  --request POST--data ‘'{"attribute": "Active", "mbean™:
"org.apache.activemq.artemis:broker=\"0.0.0.0\"", "type": "read"}
http://localhost:8161/console/jolokia

By default itOs necessary to pass the Origin header due to the CORSchecking which is configured in
etc/jolokia-access.xml

Either such curl command would give you back something like the following (after formatting):

"request” : {
"mbean’ "org.apache.activemgq.artemis:broker= \" 0.0.0.0 \" ",
"attribute" : "Version"
"type" : "read"

b
"value" : "true" ,
“timestamp”: 1663086398
"status" : 200
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The value of the attribute is contained in value (i.e. true ). You could easily parse this JSON data with
a tool like jg which is available in most Linux distributions, e.g.:

$ curl -s -H "Origin: http://localhost" -u myUser:myPass--header "Content-type:
application/json"  --request POST--data '{"attribute": "Active", "mbean":
"org.apache.activemg.artemis:broker=\"0.0.0.0\"", "type": "read"}'
http://localhost:8161/console/jolokia | jq -r ‘.value'

This command would simply return:

true


https://jolokia.org/reference/html/manual/jolokia_protocol.html
https://en.wikipedia.org/wiki/Cross-origin_resource_sharing
https://jqlang.github.io/jq/

See more details on JolokiaOs read functionality in the  Jolokia documentation

Executing an Operation

Aside from reading an attribute the next most common task is executing an operation. For example,
you can list the connections to the broker with curl and parse the output with  jq like this:

$ curl -s -H "Origin: http://localhost" -u myUser.myPass
"http://localhost:8161/console/jolokia/exec/org.apache.activemq.artemis:broker= \" 0.0.0
.0\" /listConnections/ \"\" /-1/-1" |jq ‘.value | fromjson'

Or you could send a JSON formatted POSTequest instead of using the URL

$ curl -s -H "Origin: http://localhost"” -u myUser:myPass--header "Content-type:
application/json"  --request POST--data '{"operation": "listConnections", "mbean":
"org.apache.activemq.artemis:broker=\"0.0.0.0\"", "type": "exec", "arguments™: [ ",

-1,-1]1Y) http://localhost:8161/console/jolokia | jq ".value | fromjson’

Either such command would give you back something like the following (after formatting):

"data" : [
{

"connectionID" : "bd8d4635"
"remoteAddress": "127.0.0.1:55754" ,
"users" : ",
"creationTime" : "Wed Jan 1 12:00:00 CDT 2020",
"implementation” : "RemotingConnectionimpl",
"protocol" : "CORE"
"clientlID" : ",

"localAddress" : "tcp:///127.0.0.1:61616"
"sessionCount": 2

"connectionID" : "2a7ac661",

"remoteAddress™: "127.0.0.1:54394" |,

"users" : ",

"creationTime" : "Wed Jan 1 12:00:00 CDT 2020",
"implementation” : "OpenWireConnection,

"protocol" : "OPENWIRE"

"clientID" : "ID:myMachine-34439-1727292626395-0:1,"
"localAddress" : "tcp:///127.0.0.1:61616"

"sessionCount": 3

"count" : 2
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https://jolokia.org/reference/html/manual/jolokia_protocol.html#read

You could also leverage the Management Method Option Syntax  to get more specific results.

$ curl -s -H "Origin: http://localhost" -u myUser.myPass
"http://localhost:8161/console/jolokia/exec/org.apache.activemq.artemis:broker= \" 0.0.0
.0\" /listConnections/ \{\" field \" :\" protocol \" ,\" operation \" :\" EQUALS, \" value\" :\" OPE
NWIR&} /-1/-1" |jg ‘.value | fromjson’

Or you could send a JSON formatted POSTequest instead of using the URL

$ curl -s -H "Origin: http://localhost" -u myUser:myPass--header "Content-type:
application/json"  --request POST--data '{"operation": "listConnections", "mbean":
"org.apache.activemg.artemis:broker=\"0.0.0.0\"", "type": "exec", "arguments": |
"{\"field\":\"protocol\" \"operation\":\"EQUALS\",\"value\":\"OPENWIRE\"}", -1, -1]

}' http://localhost:8161/console/jolokia | jq ".value | fromjson’

Either such command would give you back something like the following (after formatting):

{

E "data": [

E {

E "connectionlD" : "2a7ac661",

E "remoteAddress": "127.0.0.1:54394"

E "users" : "™,

E "creationTime" : "Wed Jan 1 12:00:00 CDT 2020",
E "implementation” : "OpenWireConnection,

E "protocol" : "OPENWIRE"

E "clientID" : "ID:myMachine-34439-1727292626395-0:1"
E "localAddress" : "tcp:///127.0.0.1:61616"

E "sessionCount": 3

E }

E]

E "count" : 1

}

See more details on JolokiaOs exec functionality in the  Jolokia documentation

28.2.4. Management Method Option Syntax

When there are lots of these resources to manage it can sometimes be difficult to find a particular
resource. For example, if there are 1,000 connections to the broker and you just want to manage
one particular connection that is using a specific client ID. A handful of management operations
support a special JSON syntax to filter results based on the following inputs:

¥ field (see the list of fields for each management operation below)

¥ operation

I CONTAINS


https://jolokia.org/reference/html/manual/jolokia_protocol.html#exec

I NOT_CONTAINS
I EQUALS
| NOT_EQUALS
! GREATER_THAN
! LESS THAN
¥ value
¥ sortField (optional)
¥ sortOrder (optional)
I asc

! desc
Here are the methods which support this syntax along with the available fields:

listConnections

¥ connectionID
¥ clientlD

¥ users

¥ protocol

¥ sessionCount
¥ remoteAddress
¥ localAddress

¥ sessionID

¥ creationTime

¥ implementation

¥ Example:

{

E "field" : "protocol" ,
E"operation" . "EQUALS"
E "value" : "OPENWIRE"
}

listSessions
¥ id
¥ connectionID
¥ consumerCount
¥ producerCount

¥ user



¥ validatedUser
¥ protocol

¥ clientlD

¥ localAddress

¥ remoteAddress
¥ creationTime

¥ Example:

{

E "field" : "remoteAddress",
E "operation" : "CONTAINS"
E "value" ; "127.0.0.1"

}

listAddresses
¥id
¥ name
¥ routingTypes
¥ producerld
¥ queueCount
¥ internal

¥ Example:

{

E "field" : "name",

E "operation” : "CONTAINS"
E "value" : "shipping"

}

listQueues
¥id
¥ name
¥ consumerlD
¥ address
¥ maxConsumers
¥ filter
¥ messageCount

¥ consumerCount



¥ deliveringCount

¥ messagesAdded

¥ messagesAcked

¥ messagesExpired

¥ routingType

¥ user

¥ autoCreated

¥ durable

¥ paused

¥ temporary

¥ purgeOnNoConsumers
¥ messagesKilled

¥ directDeliver

¥ lastValue

¥ exclusive

¥ scheduledCount

¥ lastValueKey

¥ groupRebalance

¥ groupRebalancePauseDispatch
¥ groupBuckets

¥ groupFirstkey

¥ enabled

¥ ringSize

¥ consumersBeforeDispatch
¥ delayBeforeDispatch

¥ autoDelete

¥ internalQueue

¥ Example:

{

E "field" : "consumerCount"
E "operation" : "GREATER_THAN"
E "value" : "7"

}



listConsumers

¥ id or consumerlD

¥ sequentialld or sequentialld
¥ session or sessionID

¥ connection or connectionlD
¥ queueor queueName

¥ filter

¥ address

¥ user

¥ validatedUser

¥ protocol

¥ clientlD

¥ localAddress

¥ remoteAddress

¥ queueType

¥ browseOnly

¥ creationTime

¥ messagesInTransit or deliveringCount
¥ messagesinTransitSize

¥ messagesDelivered

¥ messagesDeliveredSize

¥ messagesAcknowledged

¥ messagesAcknowledgedAwaitingCommit
¥ lastDeliveredTime

¥ lastAcknowledgedTime

¥ status

¥ Example:

{

E "field" : "messagesAcknowledged"
E "operation" : "LESS_THAN"
E "value" : "10"

}

listProducers
¥ id

¥ name



¥ session or sessionID
¥ connectionID

¥ address or destination
¥ user

¥ validatedUser

¥ protocol

¥ clientlD

¥ |ocalAddress

¥ remoteAddress

¥ creationTime

¥ msgSent

¥ msgSizeSent

¥ lastProducedMessagelD

¥ Example:

{

E "field" : "validatedUser" |,
E "operation" : "EQUALS"
E "value" : "bob"

}

Sorting

Results can be sorted by any field in either ascending ( asc) or descending ( desc) order. For example,
use something like this in a call to  listConnections to get all the AMQP connections with the newest
connections first.

{

E "field" : "protocol" ,

E "operation" : "EQUALS"
E "value" : "AMQP"

E "sortField" : "creationTime" ,
E "sortOrder" : "desc"
}

Pagination

These methods also support pagination . In other words, the results can be divided into groups and
then iterated through. The second parameter is the "page number" (i.e. which page to inspect) and
the third parameter is the "page size" (i.e. how many results to return on each page). This is how, for
example, the web console displays paginated results.



To disable pagination pass -1 for either page number of page size (or both).

28.2.5. JMX and the Web Console

The web console that ships with Artemis uses Jolokia under the covers which in turn uses JMX. This

will use the authentication configuration as described in the Role Based Authorisation for JMX
section. This means that when MBeans are accessed via the console the credentials used to log into
the console and the roles associated with them. By default, access to the console is only allow via
users with the amgqrole. This is configured in the  artemis.profile via the system property
-Dhawtio.role=amq. You can configure multiple roles by changing this to
-Dhawtio.roles=amq,view,update .

If a user doesnOt have the correct role to invoke a specific operation then this will display an
authorisation exception in the console.

ArtemisRbacMBeanServerBuilder and ArtemisRbaclnvocationHandler

The ArtemisRbacMBeanServerBuilder class, when configured as value for the system property
javax.management.builder.initial will cause the ArtemisRbaclnvocationHandler to be installed on
every JMX MBeanServer in the JVM. The ArtemisRbaclnvocationHandler intercepts all operations
on the MBeanServer and chooses to guard a subsection of those operations.

For guarded operations the view or edit permissions are required to make an invocation. If the
current authenticated subject does not have the required roles to grant those permissions, a
security exception is thrown.

For query operations on the MBeanServer, the results of the query are limited to entries that have
the required view permission.

28.3. Using Management Message API

The management message API is accessed by sending Core Client messages to a special address, the
management address .

Management messages are regular Core Client messages with well-known properties that the server
needs to understand to interact with the management API:

¥ The name of the managed resource

¥ The name of the management operation

¥ The parameters of the management operation
When such a management message is sent to the management address the broker will handle it,
extract the information, invoke the operation on the managed resources, and send a management

reply to the management messageOs reply-to address (specified by
ClientMessagelmpl.REPLYTO_HEADER NAME

A ClientConsumer can be used to consume the management reply and retrieve the result of the
operation (if any) stored in the replyOs body. For portability, results are returned as a JSON String
rather than Java Serialization (the


https://json.org

org.apache.activemq.artemis.api.core.management.ManagementHelper can be used to convert the JSON
string to Java objects).

These steps can be simplified to make it easier to invoke management operations using Core
messages:

1. Create a ClientRequestor to send messages to the management address and receive replies
2. Create a ClientMessage

3. Use the helper class org.apache.activemgq.artemis.api.core.management.ManagementHelper to fill
the message with the management properties

4. Send the message using the ClientRequestor

5. Use the helper class org.apache.activemg.artemis.api.core.management.ManagementHelper to
retrieve the operation result from the management reply.

For example, to find out the number of messages in the queue exampleQueue

ClientSession session = ...

ClientRequestor requestor = new ClientRequestor (session, "activemg.management);
ClientMessage message= session. createMessag¢ false );
ManagementHelpeputAttribute (message "queue.exampleQueue
session. start ();

ClientMessage reply = requestor . request (n);

int count = (Integer ) ManagementHelpegetResult (reply );
Systemout. println  ("There are" + count + " messages in exampleQueue";

messageCount);

Management operation name and parameters must conform to the Java interfaces defined in the
managemergackages.

Names of the resources are built using the helper class
org.apache.activemq.artemis.api.core.management.ResourceNames and are straightforward (e.qg.
gueue.exampleQueue for QueueControl of the Queue exampleQueue or broker for the
ActiveMQServerControl).

The ManagementHelpeclass can be used only with Core JMS messages. When called
with a message from a different JIMS library, an exception will be thrown.

28.3.1. Configuring Management

The management address to send management messages is configured in broker.xml :

<management-addressetivemg.managemenrt/management-address>

By default, the address is activemg.management

The management address requires a  special user permission manageo be able to receive and handle
management messages. This is also configured in broker.xml:



<I-- users with the admin role will be allowed to manage the broker using management
messages -->

<security-setting  match=activemqg.management®

E <permission type="manage"roles="admin" />

</security-setting>

28.3.2. Fine grained RBAC on management messages

There is optional RBAC on the content of management messages sent to the management address.
RBAC is enabled through configuration by setting the attribute management-message-rbac to true .

The manage permission is required to execute management operations via
messages. The view and edit permissions must be used in conjunction with the
manageermission.

When enabled, more fine-grained permissions on the content of management messages sent to the
management address can be configured through the security-settings.

The security-settings match addresses used for RBAC follow the general hierarchical form of:
management-rbac-prefix , component type, component name, operation. Where the values are
extracted from the management message headers.

<management-rbac-prefix>.<resource type>.<resource name>.<operation>

Immutable operations and attribute access will require the  view permission, all other operations
will require the edit permission.

In the following example the  datalmport role can only access the id attribute of queues, which is the
only management operation that is required by the data import command line tool.

<security-setting  match=mops.queue.*.getID" >

E <permission type="view" roles="datalmport" />
E <permission type="manage" roles= "datalmport" />
</security-setting>

If you want the adminrole to have full access, use a wildcard after the management-rbac-prefix and
grant both the view and edit permissions:

<security-setting  match=mops.#">
E <permission type="view" roles="admin" />
E <permission type="update" roles="admin" />

E <permission type="manage"roles="admin" />
</security-setting>



28.3.3. Management Example

See the Management Example which shows how to use JMS messages to manage the broker.

28.4. Management Notifications

The broker emits notifications to inform listeners of potentially interesting events (creation of new
resources, security violation, etc.).

These notifications can be received in two different ways:

¥ JMX notifications

¥ Notification messages

28.4.1. IMX Notifications

If IMX is enabled (see Configuring JMX section), JMX notifications can be received by subscribing to
org.apache.activemgq.artemis:type=Broker,brokerName=<broker name>,module=Core,serviceType=Server

for notifications on resources.

28.4.2. Notification Messages

A special address is defined for management notification . Queues can be bound to this address so
that clients will receive management notifications as messages.

A client which wants to receive management notifications must create a queue bound to the
management notification address. It can then receive the notifications from its queue.

Notification messages are regular messages with additional properties corresponding to the
notification (its type, when it occurred, the resources which were concerned, etc.).

Since notifications are regular messages, it is possible to use message selectors to filter out
notifications and receive only a subset of all the notifications emitted by the server.

Configuring The Management Notification Address

The management notification address to receive management notifications is configured in
broker.xml :

<management-notification-address> activemq.notifications  </management-notification-
address>

By default, the address is activemg.notifications

Suppressing Session Notifications

Some messaging patterns can generate a lot of SESSION_CREA#&R®D SESSION_CLOSieIfications. In
a clustered environment this will come with some computational overhead. If these notifications
are not otherwise used they can be disabled through:



<suppress-session-notifications>  true </suppress-session-notifications>

The only time these notifications are  required is in a cluster with MQTT clients where unique client
ID utilization needs to be enforced. Default value is false

Receiving Notification Messages

A Core JMS Client can be used to receive notifications:

Topic notificationsTopic = ActiveMQJMSClientcreateTopic ( "activemq.notifications”  );

Session session = ...
MessageConsumarotificationConsumer = session. createConsume(notificationsTopic  );
notificationConsumer . setMessageListener(new MessageListener() {

E public void onMessageMessagenotif ) {

E Systemout. printin  ("-------==----==m----=-—- . );

E Systemout. println ("Received notification:" );

E try {

E Enumeration propertyNames = notif . getPropertyNameg);

E  while (propertyNameshasMoreElement§) {

E String propertyName = ( String ) propertyNames nextElement();
E Systemout. format (" %s: %s\n" , propertyName notif . getObjectProperty
(propertyNams);

E }

E } catch (JMSExceptione) {

E }

E Systemout. printin  ("-------==---===m--nmm-- 4 );

E }

D

28.4.3. Example

See the Management Notification Example which shows how to use a JMS Messagelistener to
receive management notifications.

28.4.4. Notification Types and Headers

Below is a list of all the different kinds of notifications as well as which headers are on the
messages. Every notification has a _AMQ_NotifType (value noted in parentheses) and
_AMQ_NotifTimestamp header. The timestamp is the un-formatted result of a call to
java.lang.System.currentTimeMillis()

BINDING_ADDED (0)

_AMQ_Binding_Type _AMQ_Address _AMQ_ClusterName _AMQ_RoutingName _AMQ_Binding_ID
_AMQ_Distance AMQ_FilterString



BINDING_REMOVED (1)

_AMQ_Address _AMQ_ClusterName _AMQ_RoutingName _AMQ_Binding_ID _AMQ_Distange
_AMQ_FilterString

CONSUMER_CREATED (2)

_AMQ_Address AMQ_ClusterName AMQ_RoutingNameAMQ_ Distance_ AMQ_ConsumerCqunAMQ_User
_AMQ_ValidatedUser AMQ_RemoteAddresaMQ_SessionNgmAMQ_FilterString , _ AMQ_CertSubjectDN

CONSUMER_CLOSED (3)

_AMQ_Address AMQ_ClusterName AMQ_RoutingNameAMQ_Distange_ AMQ_ConsumerCqunAMQ_User
_AMQ_RemoteAddres&MQ_SessionNamAMQ _FilterString

SECURITY_AUTHENTICATION_VIOLATION (6)
_AMQ_UserAMQ_CertSubjectDNAMQ_RemoteAddress

SECURITY_PERMISSION_VIOLATION (7)
_AMQ_AddressAMQ_CheckTyp&AMQ_User

DISCOVERY_GROUP_STARTED (8)

name

DISCOVERY_GROUP_STOPPED (9)

name

BROADCAST_GROUP_STARTED (10)

name

BROADCAST_GROUP_STOPPED (11)

name

BRIDGE_STARTED (12)

name

BRIDGE_STOPPED (13)

name

CLUSTER_CONNECTION_STARTED (14)

name

CLUSTER_CONNECTION_STOPPED (15)

name

ACCEPTOR_STARTED (16)
factory ,id

ACCEPTOR_STOPPED (17)
factory ,id



PROPOSAL (18)
_JBM_ProposalGroupld JBM_ProposalValue AMQ_Binding_TypeAMQ_AddressAMQ_Distance

PROPOSAL_RESPONSE (19)

_JBM_ProposalGroupld _JBM_ProposalValug _JBM_ProposalAltValue _AMQ_Binding_Type
_AMQ_AddressAMQ _Distance

CONSUMER_SLOW (21)

_AMQ_Address AMQ_ConsumerCquntAMQ_RemoteAddressAMQ_ConnectionNameAMQ ConsumerName
_AMQ_SessionName

ADDRESS_ ADDED (22)
_AMQ_AddressAMQ_Routing_Type

ADDRESS REMOVED (23)
_AMQ_AddressAMQ_Routing_Type

CONNECTION_CREATED (24)
_AMQ_ConnectionNamAMQ RemoteAddress

CONNECTION_DESTROYED (25)
_AMQ_ConnectionNamAMQ RemoteAddress

SESSION_CREATED (26)
_AMQ_ConnectionNamAMQ_ UserAMQ_SessionName

SESSION_CLOSED (27)
_AMQ_ConnectionNamAMQ_ UserAMQ_SessionName

MESSAGE_DELIVERED (28)
_AMQ_AddressAMQ_Routing_TypeAMQ_RoutingNam@&MQ_ConsumerNamd1Q_Message_|ID

MESSAGE_EXPIRED (29)
_AMQ_AddressAMQ_Routing_TypeAMQ_RoutingNam@&MQ_ConsumerNamd1Q_Message |ID

28.5. Message Counters

Message counters can be used to obtain information on queues over time as the broker keeps a
history on queue metrics.

They can be used to show trends on queues. For example, using the management API, it would be
possible to query the number of messages in a queue at regular interval. However, this would not

be enough to know if the queue is used: the number of messages can remain constant because
nobody is sending or receiving messages from the queue or because there are as many messages
sent to the queue than messages consumed from it. The number of messages in the queue remains
the same in both cases but its use is widely different.

Message counters give additional information about the queues:



count

The total number of messages added to the queue since the server was started

countDelta

the number of messages added to the queue since the last message counter update

messageCount

The current number of messages in the queue

messageCountDelta

The overall number of messages added/removed from the queue since the last message counter
update. For example, if messageCountDeltais equal to -10 this means that overall 10 messages
have been removed from the queue (e.g. 2 messages were added and 12 were removed)

lastAddTimestamp

The timestamp of the last time a message was added to the queue

lastAckTimestamp

The timestamp of the last time a message from the queue was acknowledged

updateTimestamp

The timestamp of the last message counter update

These attributes can be used to determine other meaningful data as well. For example, to know
specifically how many messages were consumed from the queue since the last update simply
subtract the messageCountDeltdrom countDelta .

28.5.1. Configuring Message Counters
By default, message counters are disabled as it might have a small negative effect on memory.

To enable message counters, you can setitto true in broker.xml :

<message-counter-enabled>true </message-counter-enabled>

Message counters keep a history of the queue metrics (10 days by default) and sample all the
gueues at regular interval (10 seconds by default). If message counters are enabled, these values
should be configured to suit your messaging use case in broker.xml :

<l-- keep history for a week -->

<message-counter-max-day-history> 7</message-counter-max-day-history>
<!-- sample the queues every minute (60000ms) -->
<message-counter-sample-period>60000</message-counter-sample-period>

Message counters can be retrieved using the Management API. For example, to retrieve message
counters on a queue using JMX:



/I retrieve a connection to the broker's MBeanServer

MBeanServerConnectiormbsc= ...

QueueControlMBeamueueControl = (QueueContro) MBeanServerinvocationHandler

. newProxyInstance mbs¢

E on,

E QueueControl class,

E false ):

/I message counters are retrieved as a JSON String

String counters = gqueueControl. listMessageCounter ();

/I use the MessageCounterinfo helper class to manipulate message counters more easily
MessageCounterinfo messageCounter= MessageCounterinfa fromJSORcounters);
System out. format ("%s message(s) in the queue (since last sample: %s)\n"
messageCountergetMessageCour),
messageCountergetMessageCountDelt§));

28.5.2. Example

See the Message Counter Example which shows how to use message counters to retrieve
information on a queue.



Chapter 29. Management Console

Apache Artemis ships by default with a management console powered by Hawt.io .

29.1. Security

The management console communicates with the broker via HTTP(S). The broker uses the Jolokia
JMX-HTTP bridge to convert the contents of these HTTP requests into a JMX operations and then
returns the results.

Security for Jolokia is configured via  etc/jolokia-access.xml . You can read more about the contents
of this file in the Jolokia Security Guide . By default the console is locked down to  localhost . Pay
particular attention to the  <cors> restrictions when exposing the console web endpoint over the
network.

Any request with an  Origin header using the HTTPS scheme which is ultimately
received by Jolokia via HTTP is discarded by default since it is deemed insecure. If
you use a TLS proxy that transforms secure requests to insecure requests (e.g. in a
Kubernetes environment) then consider changing the proxy to preserve HTTPS
and switching the embedded web server to HTTPS. If that isnOt feasible then you
can accept the risk by specifying following element

<cors>
E
E <ignore-scheme/>

E
</cors>

Problems with Jolokia security are often observed as the ability to login to the console, but the
console is blank.

29.1.1. Logging In

To access the management console, use a browser and go to the URL  http://localhost:8161/console

A login screen will be presented. If your broker is secured, you will need to use a user with admin
role. If it is unsecured, enter any user/password.


http://hawt.io
https://jolokia.org/
https://jolokia.org/
https://jolokia.org/reference/html/manual/security.html
http://localhost:8161/console

Log in to your account

ARTEMIS.

Once logged in check out the Artemis Console documentation  for details on how to use the console.

29.2. Status Logging

When the broker starts it will detect the presence of the web console and log status information,
e.g.:

INFO [org.apache.activemg.artemis] AMQ241002: Artemis Jolokia REST API available at
http://localhost:8161/console/jolokia

INFO [org.apache.activemg.artemis] AMQ241004: Artemis Console available at
http://localhost:8161/console

The web console is detected by inspecting the value of the <display-name> tag in the war fileOs WEB-
INF/web.xml descriptor. By default it looks for hawtio. However, if this value is changed for any
reason the broker can look for this new value by setting the following system property

-Dorg.apache.activemq.artemis.webConsoleDisplayName=newValue


https://artemis.apache.org/components/artemis-console/documentation/version/$1.7.0

Chapter 30. Metrics

Apache Artemis can export metrics to a variety of monitoring systems via the Micrometer vendor-
neutral application metrics facade.

Important runtime metrics have been instrumented via the Micrometer API, and all a user needs to

do is implement org.apache.activemq.artemis.core.server.metrics.ActiveMQMetricsPlugin in order
to instantiate and configure a io.micrometer.core.instrument.MeterRegistry implementation.
Relevant implementations of MeterRegistry are available from the Micrometer code-base .

This is a simple interface:

public interface ActiveMQMetricsPlugin extends Serializable {

E ActiveMQMetricsPlugin init (MagString , String > options );

mp

MeterRegistry getRegistry ();

E default void registered (ActiveMQServerserver) { }

}
When the broker starts it will call init and pass in the options which can be specified in XML as
key/value properties. At this point the plugin should instantiate and configure the
io.micrometer.core.instrument.MeterRegistry implementation.
Later during the broker startup process it will call getRegistry in order to get the MeterRegistry
implementation and use it for registering meters. Once registered, it will call registered to provide

the plugin with a handle to the server. The plugin can then use that handle later to inspect whether
the broker is operational and not in a startup or shutdown phase.

The broker ships with two  ActiveMQMetricsPlugin implementations:

org.apache.activemq.artemis.core.server.metrics.plugins.LoggingMetricsPlugin

This plugin simply logs metrics. 1tOs not very useful for production, but can serve as a
demonstration of the Micrometer integration. It takes no key/value properties for configuration.

org.apache.activemgq.artemis.core.server.metrics.plugins.SimpleMetricsPlugin

This plugin is used for testing. It is in-memory only and provides no external output. It takes no
key/value properties for configuration.

30.1. Exported Metrics

The following metrics are exported, categorized by component. A description for each metric is
exported along with the metric itself therefore the description will not be repeated here.

Every metric is "tagged" with the  broker tag (configured via <name3n broker.xml ). A tag is a piece of
metadata that gives context to the metric. These tags are the foundation of what is sometimes
referred to as "dimensional metrics.” Metrics may have additional tags, but at the very least they


https://micrometer.io/
https://github.com/micrometer-metrics/micrometer/tree/master/implementations

will all have the broker tag.

Lastly, all metrics specifically for the broker are prefixed with artemis. .

30.1.1. Broker

¥ connection.count

¥ total.connection.count

¥ address.memory.usage

¥ address.memory.usage.percentage

¥ disk.store.usage

¥ replica.sync

¥ active

¥ authentication.count tagged by result - either successor failure

¥ authorization.count  tagged by result - either successor failure

30.1.2. Address

These metrics are tagged with the address tag which reflects the name of the corresponding
address.

¥ routed.message.count

¥ unrouted.message.count

¥ address.size

¥ number.of.pages

30.1.3. Queue

These metrics are tagged with the  address & queue tags which reflects the name of the
corresponding address & queue respectively.

¥ message.count

¥ durable.message.count

¥ persistent.size

¥ durable.persistent.size

¥ delivering.message.count

¥ delivering.durable.message.count

¥ delivering.persistent.size

¥ delivering.durable.persistent.size

¥ scheduled.message.count

¥ scheduled.durable.message.count



¥ scheduled.persistent.size

¥ scheduled.durable.persistent.size
¥ messages.acknowledged

¥ messages.added

¥ messages.killed

¥ messages.expired

¥ consumer.count

It may appear that some higher level broker metrics are missing (e.g. total message count).
However, these metrics can be deduced by aggregating the lower level metrics (e.g. aggregate the
message.count metrics from all queues to get the total).

30.1.4. Optional metrics

There are a handful of other useful metrics that are related to the JVM, the underlying operating
system, etc. These metrics are provided specifically by Micrometer and therefore do not have the
artmemis. prefix.

JVM memory metrics

Gauges buffer and memory pool utilization. Underlying data gathered from JavaOs
BufferPoolMXBeans and MemoryPoolMXBeans .

Enabled by default.

JVM GC

Gauges max and live data size, promotion and allocation rates, and the number of times the GC
pauses (or concurrent phase time in the case of CMS). Underlying data gathered from JavaOs
MemoryPoolMXBeans .

Disabled by default.

JVM thread

Gauges thread peak, the number of daemon threads, and live threads. Underlying data gathered
from JavaOsThreadMXBean .

Disabled by default.

Netty Allocator

Collects metrics from NettyOs PooledByteBufAllocatorMetric

Disabled by default.


https://docs.oracle.com/en/java/javase/11/docs/api/java.management/java/lang/management/BufferPoolMXBean.html
https://docs.oracle.com/en/java/javase/11/docs/api/java.management/java/lang/management/MemoryPoolMXBean.html
https://docs.oracle.com/en/java/javase/11/docs/api/java.management/java/lang/management/MemoryPoolMXBean.html
https://docs.oracle.com/en/java/javase/11/docs/api/java.management/java/lang/management/ThreadMXBean.html
https://netty.io/4.1/api/io/netty/buffer/PooledByteBufAllocatorMetric.html

File descriptors

Gauges current and max-allowed open files.

Disabled by default.

Processor

Gauges system CPU count, CPU usage, and 1-minute load average as well as process CPU usage.

Disabled by default.

Uptime
Gauges process start time and uptime.

Disabled by default.

Logging

Counts the number of logging events per logging category (e.g. WARMKERRQIRtC.).

Disabled by default.

This works exclusively with Log4j2 (i.e the default logging implementation shipped
with the broker). If youOre embedding the broker and using a different logging

# implementation (e.g. Log4j 1.x, JUL, Logback, etc.) and you enable these metrics
then the broker will fail to start with a java.lang.NoClassDefFoundError as it
attempts to locate Log4j2 classes that donOt exist on the classpath.

Security caches

The following authentication & authorization cache metrics are exported. They are all tagged by
cache (either authentication or authorization ). Additional tags are noted.

¥ cache.size

¥ cache.puts

¥ cache.gets tagged by result - either hit or miss

¥ cache.evictions

¥ cache.eviction.weight

Disabled by default.

Executor Services

Metrics for executor services cover both the major instances of
java.util.concurrent.ExecutorService used by the broker to manage threads as well as
EventExecutors associated with instances of NettyOs EventLoopGroup

Executor service metrics are disabled by default.


https://docs.oracle.com/en/java/javase/17/docs/api/java.base/java/util/concurrent/ExecutorService.html
https://netty.io/4.1/api/io/netty/util/concurrent/EventExecutor.html
https://netty.io/4.1/api/io/netty/channel/EventLoopGroup.html

Java Executor Services

All metrics are tagged with the name of the broker and with the executor service name which
corresponds to the role it plays within the broker (e.g. general, io, paging, scheduled).

¥ executor

¥ executor.completed

¥ executor.active

¥ executor.idle

¥ executor.queued

¥ executor.queue.remaining

¥ executor.pool.core

¥ executor.pool.size

¥ executor.pool.max
Any ExecutorService instance used to schedule tasks also has these metrics:

¥ executor.scheduled.repetitively

¥ executor.scheduled.once

Netty Event Executors

All metrics are tagged with the name of the broker and with the name of the underlying Netty
EventExecutor.

¥ netty.eventexecutor.tasks.pending

30.2. Configuration

Metrics for all addresses and queues are enabled by default. If you want to disable metrics for a
particular address or set of addresses you can do so by setting the enable-metrics address-setting
false .

In broker.xml use the metrics element to configure which general broker and JVM metrics are
reported and to configure the plugin itself. HereOs a configuration with all optional metrics:

<metrics>

<jvm-memoryteue </jvm-memory><!-- defaults to true -->

<jvm-gcstrue </jvm-gc> <!-- defaults to false -->

<jvm-threads>true </jvm-threads> <!-- defaults to false -->
<netty-pool> true </netty-pool> <!-- defaults to false -->
<file-descriptors> true </file-descriptors> <l-- defaults to false -->
<processor>true </processor> <!-- defaults to false -->

<uptime>true </uptime> <!-- defaults to false -->

<logging>true </logging> <!-- defaults to false -->

<security-caches> true </security-caches> <!-- defaults to false -->
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E <executor-services> true </executor-services> <!-- defaults to false -->
E <plugin class-

name=org.apache.activemg.artemis.core.server.metrics.plugins.LoggingMetricsPlugin” />
</metrics>

The plugin can also be configured with key/value properties in order to customize the
implementation as necessary, e.g.:

<metrics>

E <plugin class-name='org.example.MyMetricsPlugin" >
E <property key='host" value="example.org" />

E <property key='port" value="5162" />

E <property key='foo" value="10" />

E </plugin>

</metrics>



Chapter 31. Core Bridges

The function of a bridge is to consume messages from a source queue, and forward them to a target
address, typically on a different broker.

The source and target brokers do not have to be in the same cluster which makes bridging suitable
for reliably sending messages from one cluster to another, for instance across a WAN, or internet
and where the connection may be unreliable.

The bridge has built in resilience to failure so if the target server connection is lost, e.g. due to
network failure, the bridge will retry connecting to the target until it comes back online. When it
comes back online it will resume operation as normal.

In summary, bridges are a way to reliably connect two separate brokers together. With a core
bridge both source and target servers must be brokers.

Bridges can be configured to provide  once and only once delivery guarantees even in the event of
the failure of the source or the target broker. They do this by using duplicate detection (described in
Duplicate Detection ).

Although they have similar function, donOt confuse core bridges with JMS bridges!

Core bridges are for linking one broker with another broker and do not use the

JMS API. A JMS Bridge is used for linking any two JMS 1.1 compliant JMS providers.
So, a JMS Bridge could be used for bridging to or from a different JIMS-compliant
messaging system. 1tOs always preferable to use a core bridge if you can. Core
bridges use duplicate detection to provide once and only once guarantees. To
provide the same guarantee using a JMS bridge you would have to use XA which

has a higher overhead and is more complex to configure.

31.1. Configuring Core Bridges

Bridges are configured in  broker.xml . LetOs kick off with an example:

<bridge name“my-bridge" >

<gueue-namesausage-factory </queue-name>

<forwarding-address> mincing-machine</forwarding-address>

<haxrue </ha>

<filter  string= "name='aardvark™ />

<transformer-class-name>
org.apache.activemg.artemis.jms.example.HatColourChangeTransformer

</transformer-class-name>

<min-large-message-size> 102406/min-large-message-size>

<check-period>30006</check-period>

<connection-ttl> 600006</connection-ttl>

<retry-interval> 2000</retry-interval>

<retry-interval-multiplier> 1.0</retry-interval-multiplier>

<max-retry-interval> 2000</max-retry-interval>
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E <initial-connect-attempts> -1 </initial-connect-attempts>

E <reconnect-attempts> -1 </reconnect-attempts>

E <use-duplicate-detection> true </use-duplicate-detection>

E <confirmation-window-size> 10000008&/confirmation-window-size>

E <producer-window-size>1048576&/producer-window-size>

E <usersfoouser </user>

E <passwordfoopassword/password>

E <reconnect-attempts-same-node>10</reconnect-attempts-same-node>
E <routing-type> PASS/routing-type>

E <concurrency>1</concurrency>

E <static-connectors>

E <connector-ref> remote-connector </connector-ref>

E </static-connectors>

E <!-- alternative to static-connectors

E <discovery-group-ref discovery-group-name="bridge-discovery-group"/>
E ->

E <client-id> myClientID </client-id>

</bridge>

In the above example we have shown all the parameters its possible to configure for a bridge. In
practice you might use many of the defaults so it wonOt be necessary to specify them all explicitly.

LetOs take a look at all the parameters in turn:

name

All bridges must have a unique name in the server.

gueue-name

This is the unique name of the local queue that the bridge consumes from, itOs a mandatory
parameter.

The queue must already exist by the time the bridge is instantiated at start-up.

forwarding-address

This is the address on the target server that the message will be forwarded to. If a forwarding
address is not specified, then the original address of the message will be retained.

ha

This optional parameter determines whether or not this bridge should support high availability.
True means it will connect to any available server in a cluster and support failover. The default
value is false .

filter-string

An optional filter string can be supplied. If specified then only messages which match the filter
expression specified in the filter string will be forwarded. The filter string follows the expression
syntax described in  Filter Expressions .

transformer-class-name

An optional transformer can be specified. This gives you the opportunity to transform the



messageOs header or body before forwarding it. See the transformer chapter  for more details
about transformer-specific configuration.

min-large-message-size

Any message larger than this size (in bytes) is considered a large message (to be sent in chunks).
Supports byte notation like "K", "MB", "MiB", "GB", etc. Default is 102400(i.e. 100KiB).

check-period

Sets the period (in milliseconds) used to check if the bridge client has failed to receive pings
from the server. Use -1 to disable this check. Defaultis 3000Q

connection-ttl

How long (in milliseconds) the remote server will keep the connection alive in the absence of
any data arriving from the bridge. This should be greater than the check-period . Default is 60000

retry-interval

This optional parameter determines the period in milliseconds between subsequent
reconnection attempts, if the connection to the target server has failed. The default value is 2000
milliseconds.

retry-interval-multiplier

This optional parameter determines a multiplier to apply to the time since the last retry to
compute the time to the next retry.

This allows you to implement an  exponential backoff between retry attempts.
LetOs take an example:

If we set retry-interval to 1000ms and we set retry-interval-multiplier to 2.0, then, if the first
reconnect attempt fails, we will wait 1000 ms then 2000 ms then 4000 ms between subsequent
reconnection attempts.

The default value is 1.0 meaning each reconnect attempt is spaced at equal intervals.

max-retry-interval

This enforces a limit on  retry-interval since it can grow due to retry-interval-multiplier
Default is 200Q

initial-connect-attempts

This optional parameter determines the total number of initial connect attempts the bridge will
make before giving up and shutting down. A value of -1 signifies an unlimited number of
attempts. The default value is  -1.

reconnect-attempts

This optional parameter determines the total number of reconnect attempts the bridge will
make before giving up and shutting down. A value of -1 signifies an unlimited number of
attempts. The default value is  -1.



use-duplicate-detection

This optional parameter determines whether the bridge will automatically insert a duplicate id
property into each message that it forwards.

Doing so, allows the target server to perform duplicate detection on messages it receives from
the source server. If the connection fails or server crashes, then, when the bridge resumes it will
resend unacknowledged messages. This might result in duplicate messages being sent to the
target server. By enabling duplicate detection allows these duplicates to be screened out and
ignored.

This allows the bridge to provide a  once and only once delivery guarantee without using
heavyweight methods such as XA (see Duplicate Detection for more information).

The default value for this parameteris  true .

confirmation-window-size
This optional parameter determines the confirmation-window-size to use for the connection used

to forward messages to the target node. Supports byte notation like "K", "MB", "MiB", "GB", etc.
This attribute is described in section  Client failover attributes

When using the bridge to forward messages to an address which uses the BLOCK
address-full-policy ~ from a queue which has a max-size-bytes set itOs important

# that confirmation-window-size is less than or equal to max-size-bytes to prevent
the flow of messages from ceasing.

producer-window-size

This optional parameter determines the producer flow control through the bridge. Use -1 to
disable. Supports byte notation like "K", "MB", "MiB", "GB", etc. Default is 1048576(i.e. IMiB).

user
This optional parameter determines the user name to use when creating the bridge connection
to the remote server. If it is not specified the default cluster user specified by cluster-user in
broker.xml will be used.

password
This optional parameter determines the password to use when creating the bridge connection to
the remote server. If it is not specified the default cluster password specified by cluster-password
in broker.xml will be used.

reconnect—attempts—same—node

This configures the number of times reconnection attempts will be made to the same node on
the topology before reverting back to the initial connector(s). Default is 10.

routing-type
Bridges can apply a particular routing-type to the messages it forwards, strip the existing routing
type, or simply pass the existing routing-type through. This is useful in situations where the
message may have its routing-type set but you want to bridge it to an address using a different
routing-type. 1tOs important to keep in mind that a message with the anycast routing-type will not



actually be routed to queues using  multicast and vice-versa. By configuring the  routing-type of
the bridge you have the flexibility to deal with any situation. Valid values are ANYCASWMULTICAST
PASS& STRIP The defaultis PASS

concurrency
For bridging high latency networks, and particularly for destinations with a high throughput,
more workers might have to be commited to the bridge. This is done with the concurrency
parameter. Increasing the concurrency will get reflected by more consumers and producers
showing up on the bridged destination, allowing for increased parallelism across high latency
networks. The defaultis 1.

When using a concurrency value greater than 1 multiple bridges will be created and named with

an index. For example, if a bridge named  myBridgewas configured with a concurrency of 3 then
actually 3 bridges would be created named myBridge-0, myBridge-1, and myBridge-2. This is
important to note for management operations as each bridge will have its own associated
BridgeControl .

static-connectors

Pick either this or discovery-group-ref to connect the bridge to the target server.

The static-connectors is a list of connector-ref elements pointing to connector elements defined
elsewhere. A connector encapsulates knowledge of what transport to use (TCP, SSL, HTTP etc) as
well as the server connection parameters (host, port etc). For more information about what
connectors are and how to configure them, please see  Configuring the Transport

discovery-group-ref

Pick either this or static-connector to connect the bridge to the target server.

The discovery-group-ref element has one attribute - discovery-group-name. This attribute points
to a discovery-group defined elsewhere. For more information about what discovery-groups are
and how to configure them, please see Discovery Groups .

client-id
An optional identifier to use for the bridge connection. This can help with identifying the
connection on the remote broker (e.g. via the web console). Default is empty (i.e. unset).



Chapter 32. Clusters

32.1. Overview

Clusters allow groups of brokers to be grouped together in order to share message processing load.
Each active node in the cluster manages its own messages and handles its own connections.

The cluster is formed by each node declaring cluster connections to other nodes in the core
configuration file  broker.xml . When a node forms a cluster connection to another node, internally it
creates a core bridge (as described in Core Bridges) connection between it and the other node, this
is done transparently behind the scenes - you donOt have to declare an explicit bridge for each node.
These cluster connections allow messages to flow between the nodes of the cluster to balance load.

Nodes can be connected together to form a cluster in many different topologies, we will discuss a
couple of the more common topologies later in this chapter.

WeOll also discuss client side load balancing, where we can balance client connections across the
nodes of the cluster, and weOll consider message redistribution where the broker will redistribute
messages between nodes to avoid starvation.

Another important part of clustering is server discovery where servers can broadcast their
connection details so clients or other servers can connect to them with the minimum of
configuration.

Once a cluster node has been configured it is common to simply copy that

configuration to other nodes to produce a symmetric cluster. However, care must

be taken when copying the files. Do not copy the data (i.e. the bindings, journal ,
# paging, and large-messages directories) from one node to another. When a node is

started for the first time and initializes its journal files it also persists a special

identifier to the journal directory. This id must be unigue among nodes in the

cluster or the cluster will not form properly.

32.2. Performance Considerations

It is important to note that while the goal of clustering is to increase overall message throughput via
horizontal scaling it is not a "silver bullet." In certain situations clustering can, in fact, reduce
message throughput so care must be taken when choosing a clustered configuration. HereOs a few
general guidelines:

1. Establish a clear, concrete performance goal. Performance testing & tuning are often difficult
and tedious activities. Small, relative gains will tempt you to keep going, and without a goal you
will never know when to stop. You need a goal to know "how good is good enough."

2. Start simple. Benchmark your use-case with a single broker first. A single broker can handle
millions of messages per second in certain use-cases. If you canOt meet your performance goal
with a single broker only then move to a clustered configuration. Only add complexity when
there is a clear benefit .



The main way a cluster can reduce overall message throughput is if there are are not enough
producers & consumers on each node leading to message build-up on some nodes and consumer
starvation others. The cluster has mechanisms to deal with this (i.e. message load-balancing &
redistribution, which will be covered later), but you really donOt want the broker to intervene and
move messages between nodes unless absolutely necessary because that adds latency

Therefore, when thinking in performance terms the main question one must answer when
choosing a clustered configuration is: Do | have enough clients so that each node in the cluster has
sufficient consumers to receive all the messages produced on that node? If the answer to that
guestion is "yes" then clustering may, in fact, improve overall message throughput for you. If the
answer to that question is "no" then youOre likely to get better performance from either a smaller
cluster or just a single broker.

Also keep in mind that a connection router may improve performance of your cluster by grouping
related consumers and producers together on the same node.

32.3. Server discovery

Server discovery is a mechanism by which servers can propagate their connection details to:

¥ Messaging clients. A messaging client wants to be able to connect to the servers of the cluster
without having specific knowledge of which servers in the cluster are up at any one time.

¥ Other servers. Servers in a cluster want to be able to create cluster connections to each other
without having prior knowledge of all the other servers in the cluster.

This information, letOs call it the Cluster Topology, is actually sent around normal connections to
clients and to other servers over cluster connections. This being the case, we need a way of
establishing the initial first connection. This can be done using dynamic discovery techniques like
UDP and JGroups, or by providing a list of initial connectors.

32.3.1. Dynamic Discovery

Server discovery uses UDP multicast or JGroups to broadcast server connection settings.

Broadcast Groups

A broadcast group is the means by which a server broadcasts connectors over the network. A
connector defines a way in which a client (or other server) can make connections to the server. For
more information on what a connector is, please see Configuring the Transport

The broadcast group takes a connector and broadcasts it on the network. Depending on which
broadcasting technique you configure, it uses either UDP or JGroups to broadcast connector
information.

Broadcast groups are defined in the server configuration file broker.xml . There can be many
broadcast groups per broker. All broadcast groups must be defined in a broadcast-groups element.

LetOs take a look at an example broadcast group from  broker.xml that defines a UDP broadcast
group:
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<broadcast-groups>

<broadcast-group namemy-broadcast-group" >
<local-bind-address> 172.16.9.3 </local-bind-address>
<local-bind-port> 543%/local-bind-port>
<group-address>231.7.7.7 </group-address>
<group-port> 9876</group-port>

<broadcast-period> 2000</broadcast-period>
<connector-ref> netty-connector </connector-ref>
</broadcast-group>

</broadcast-groups>
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Some of the broadcast group parameters are optional and youQll normally use the defaults, but we
specify them all in the above example for clarity. LetOs discuss each one in turn:

name

attribute. Each broadcast group in the server must have a unique name.

local-bind-address

This is the local bind address that the datagram socket is bound to. If you have multiple network
interfaces on your server, you would specify which one you wish to use for broadcasts by setting
this property. If this property is not specified then the socket will be bound to the wildcard
address, an IP address chosen by the kernel. This is a UDP specific attribute.

local-bind-port

If you want to specify a local port to which the datagram socket is bound you can specify it here.
Normally you would just use the default value of -1 which signifies that an anonymous port
should be used. This parameter is always specified in conjunction with local-bind-address . This
is a UDP specific attribute.

group-address

This is the multicast address to which the data will be broadcast. It is a class D IP address in the
range 224.0.0.0 to 239.255.255.255, inclusive. The address 224.0.0.0 is reserved and is not
available for use. This parameter is mandatory. This is a UDP specific attribute.

group-port

This is the UDP port number used for broadcasting. This parameter is mandatory. This is a UDP
specific attribute.

broadcast-period

This is the period in milliseconds between consecutive broadcasts. This parameter is optional,
the default value is  2000milliseconds.

connector-ref

This specifies the connector and optional backup connector that will be broadcasted (see
Configuring the Transport ~ for more information on connectors).

Here is another example broadcast group that defines a JGroups broadcast group:



<broadcast-groups>
<broadcast-group namemy-broadcast-group" >
<broadcast-period> 2000</broadcast-period>
<jgroups-file> test-jgroups-file_ping.xml </jgroups-file>
<jgroups-channel> activemq_broadcast_channel</jgroups-channel>
<connector-ref> netty-connector </connector-ref>
</broadcast-group>
</broadcast-groups>
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To be able to use JGroups to broadcast, one must specify two attributes, i.e. jgroups-file  and
jgroups-channel , as discussed in details as following:

jgroups-file
This is the name of JGroups configuration file. It will be used to initialize JGroups channels.

Make sure the file is in the Java resource path so that the broker can load it. The typical location
for the file is the etc directory from the broker instance.

jgroups-channel

The name that JGroups channels connect to for broadcasting.

The JGroups attributes ( jgroups-file and jgroups-channel ) and UDP specific
attributes described above are exclusive of each other. Only one set can be
specified in a broadcast group configuration. DonOt mix them!

The following is an example of a JGroups file

<config xmins:xsi= "http://www.w3.0rg/2001/XMLSchema-instance"
E xmlns="urn:org:jgroups”

E xsi:schemalocation="urn:org:jgroups
http://lwww.jgroups.org/schemaljgroups.xsd" >

E <TCPbind_addr="${jgroups.bind_addr:site_local}"

E bind_port="${jgroups.bind_port:7800}"

E external_addr= "${jgroups.external_addr}"
E external_port= "${jgroups.external_port}"
E thread_pool.min_threads= "0"

E thread_pool.max_threads="200"

E thread_pool.keep_alive_time= "30000"/>
E <RED/>

E <!-- a location that can be found by both server's running -->
E <FILE_PINGocation= "..ffile.ping.dir" />

E <MERGE3nin_interval= "10000"

E max_interval= "30000"/>

E <FD_SOCK2/>

E <FD_ALL3imeout="40000" interval= "5000" />
E <VERIFY_SUSPEGifizeout="1500" />

E <BARRIER

E <pbcast.NAKACKRse mcast_xmit2false" />



E <UNICASTB>

E <pbcast.STABLEdesired_avg_gossip="50000"

E max_bytes24M'/>

E <pbcast.GMSprint_local_addr= "true" join_timeout= "2000"/>

E <UFCmax_credits="2M"

E min_threshold="0.4" />
E <MFQmax_credits="2M"
E min_threshold="0.4" />

E <FRAGZag_size= "60K" />

E <I--RSVP resend_interval="2000" timeout="10000"/-->
E <pbcast.STATE_TRANSFER/>

</config>

As it shows, the file content defines a JGroups protocol stack. If you want the broker to use this

stack for channel creation, you have to make sure the value of jgroups-file  in your broadcast-
group/discovery-group configuration to be the name of this JGroups configuration file. For example,

if the above configuration is stored in a file named "jgroups-stack.xml" then your jgroups-file
should be like:

<jgroups-file> jgroups-stack.xml </jgroups-file>

Discovery Groups

While the broadcast group defines how connector information is broadcasted from a server, a
discovery group defines how connector information is received from a broadcast endpoint (a UDP
multicast address or JGroup channel).

A discovery group maintains a list of connector pairs - one for each broadcast by a different server.
As it receives broadcasts on the broadcast endpoint from a particular server it updates its entry in
the list for that server.

If it has not received a broadcast from a particular server for a length of time it will remove that
serverOs entry from its list.

Discovery groups are used in two places:

¥ By cluster connections so they know how to obtain an initial connection to download the
topology

¥ By messaging clients so they know how to obtain an initial connection to download the topology

Although a discovery group will always accept broadcasts, its current list of available primary and
backup servers is only ever used when an initial connection is made, from then server discovery is
done over the normal connections.

Each discovery group must be configured with broadcast endpoint (UDP or
JGroups) that matches its broadcast group counterpart. For example, if broadcast
is configured using UDP, the discovery group must also use UDP, and the same
multicast address.



Defining Discovery Groups on the Server

For cluster connections, discovery groups are defined in the server side configuration file
broker.xml . All discovery groups must be defined inside a discovery-groups element. There can be
many discovery groups defined. LetOs look at an example:

<discovery-groups>

<discovery-group hame“my-discovery-group" >
<local-bind-address> 172.16.9.7 </local-bind-address>
<group-address>231.7.7.7 </group-address>
<group-port> 9876</group-port>
<refresh-timeout> 1000G</refresh-timeout>

</discovery-group>

</discovery-groups>
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WeOll consider each parameter of the discovery group:

name

attribute. Each discovery group must have a unique name per server.

local-bind-address

If you are running with multiple network interfaces on the same machine, you may want to
specify that the discovery group listens only a specific interface. To do this you can specify the

interface address with this parameter. This parameter is optional. This is a UDP specific
attribute.

group-address

This is the multicast IP address of the group to listen on. It should match the group-address in the

broadcast group that you wish to listen from. This parameter is mandatory. This is a UDP specific
attribute.

group-port

This is the UDP port of the multicast group. It should match the group-port in the broadcast
group that you wish to listen from. This parameter is mandatory. This is a UDP specific attribute.

refresh-timeout

This is the period the discovery group waits after receiving the last broadcast from a particular
server before removing that servers connector pair entry from its list. You would normally set
this to a value significantly higher than the broadcast-period on the broadcast group otherwise
servers might intermittently disappear from the list even though they are still broadcasting due

to slight differences in timing. This parameter is optional, the default value is 10000milliseconds
(10 seconds).

Here is another example that defines a JGroups discovery group:

<discovery-groups>
E <discovery-group namemy-broadcast-group" >
E <jgroups-file> test-jgroups-file_ping.xml </jgroups-file>



<jgroups-channel> activemq_broadcast_channel</jgroups-channel>
<refresh-timeout> 1000G</refresh-timeout>

</discovery-group>

</discovery-groups>
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To receive broadcast from JGroups channels, one must specify two attributes, jgroups-file  and
jgroups-channel , as discussed in details as following:

jgroups-file
This is the name of the JGroups configuration file. It will be used to initialize JGroups channels.
Make sure the file is in the java resource path so that the broker can load it.

jgroups-channel

The name that JGroups channels connect to for receiving broadcasts.

The JGroups attributes ( jgroups-file and jgroups-channel ) and UDP specific
attributes described above are exclusive of each other. Only one set can be
specified in a discovery group configuration. DonOt mix them!

Discovery Groups on the Client Side

LetOs discuss how to configure a Core client to use discovery to discover a list of servers to which it
can connect. The way to do this differs depending on whether youOre using JMS or the Core API.

Configuring client discovery

Use the udp URL scheme and a host:port combination matches the group-address and group-port
from the corresponding  broadcast-group on the server:

udp://231.7.7.7:9876

Connections created using this URI will be load-balanced across the list of servers that the discovery
group maintains by listening on the multicast address specified in the discovery group
configuration.

The aforementioned refreshTimeout parameter can be set directly in the URI.

There is also a URL parameter named initialWaitTimeout . If the corresponding JMS connection
factory or core session factory is used immediately after creation then it may not have had enough

time to received broadcasts from all the nodes in the cluster. On first usage, the connection factory

will make sure it waits this long since creation before creating the first connection. The default
value for this parameteris  10000milliseconds.

32.3.2. Discovery using static Connectors

Sometimes it may be impossible to use UDP on the network you are using. In this case its possible to
configure a connection with an initial list of possible servers. This could be just one server that you
know will always be available or a list of servers where at least one will be available.



This doesnOt mean that you have to know where all your servers are going to be hosted, you can
configure these servers to use the reliable servers to connect to. Once they are connected their
connection details will be propagated via the server it connects to

Configuring a Cluster Connection

For cluster connections there is no extra configuration needed, you just need to make sure that any
connectors are defined in the usual manner, (see Configuring the Transport  for more information
on connectors). These are then referenced by the cluster connection configuration.

Configuring a Client Connection

A static list of possible servers can also be used by a normal client.

Configuring client discovery

A list of servers to be used for the initial connection attempt can be specified in the connection URI
using a syntax with () , e.g.:

(tcp://myhost:61616,tcp://myhost2:61616)?reconnectAttempts=5

The brackets are expanded so the same query can be appended after the last bracket for ease.

32.4. Server-Side Message Load Balancing

If cluster connections are defined between nodes of a cluster, then the broker will load balance
messages arriving at a particular node from a client.

LetOs take a simple example of a cluster of four nodes A, B, C, and D arranged ina  symmetric cluster
(described in Symmetrical Clusters section). We have a queue called OrderQueuedeployed on each
node of the cluster.

We have client Ca connected to node A, sending orders to the server. We have also have order
processor clients Pa, Pb, Pc, and Pd connected to each of the nodes A, B, C, D. If no cluster
connection was defined on node A, then as order messages arrive on node A they will all end up in

the OrderQueueon node A, so will only get consumed by the order processor client attached to node

A, Pa.

If we define a cluster connection on node A, then as ordered messages arrive on node A instead of
all of them going into the local  OrderQueuenstance, they are distributed in a round-robin fashion
between all the nodes of the cluster. The messages are forwarded from the receiving node to other
nodes of the cluster. This is all done on the server side, the client maintains a single connection to
node A.

For example, messages arriving on node A might be distributed in the following order between the
nodes: B, D, C, A, B, D, C, A, B, D. The exact order depends on the order the nodes started up, but the
algorithm used is round-robin.

Cluster connections can be configured to always blindly load balance messages in a round-robin



fashion irrespective of whether there are any matching consumers on other nodes, but they can be

a bit cleverer than that and also be configured to only distribute to other nodes if they have
matching consumers. WeOll look at both these cases in turn with some examples, but first weOll
discuss configuring cluster connections in general.

32.4.1. Configuring Cluster Connections

Cluster connections group servers into clusters so that messages can be load balanced between the
nodes of the cluster. LetOs take a look at a typical cluster connection. Cluster connections are always
defined in broker.xml inside a cluster-connection element. There can be zero or more cluster
connections defined per broker.

<cluster-connections>

<cluster-connection name=my-cluster" >
<address></address>
<connector-ref> netty-connector </connector-ref>
<check-period>1000</check-period>
<connection-ttl> 5000</connection-ttl>
<min-large-message-size> 50000</min-large-message-size>
<call-timeout> 5000</call-timeout>
<retry-interval> 500</retry-interval>
<retry-interval-multiplier> 1.0</retry-interval-multiplier>
<max-retry-interval> 5000</max-retry-interval>
<initial-connect-attempts>  -1</initial-connect-attempts>
<reconnect-attempts> -1 </reconnect-attempts>
<use-duplicate-detection> true </use-duplicate-detection>
<message-load-balancing>ON_DEMANDessage-load-balancing>
<max-hops2</max-hops>
<confirmation-window-size> 32006</confirmation-window-size>
<call-failover-timeout>  30000</call-failover-timeout>
<natification-interval> 1000</notification-interval>
<notification-attempts>  2</notification-attempts>
<discovery-group-ref  discovery-group-name="my-discovery-group" />
<client-id></client-id>

</cluster-connection>

</cluster-connections>
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In the above cluster connection all parameters have been explicitly specified. The following shows
all the available configuration options

address

Each cluster connection only applies to addresses that match the specified address field. An
address is matched on the cluster connection when it begins with the string specified in this

field. The address field on a cluster connection also supports comma separated lists and an
exclude syntax !. To prevent an address from being matched on this cluster connection, prepend

a cluster connection address string with I,

In the case shown above the cluster connection will load balance messages sent to all addresses
(since itOs empty).



The address can be any value and you can have many cluster connections with different values

of address, simultaneously balancing messages for those addresses, potentially to different
clusters of servers. By having multiple cluster connections on different addresses, a single

broker can effectively take part in multiple clusters simultaneously.

Be careful not to have multiple cluster connections with overlapping values of address, e.g.
"europe” and "europe.news" since this could result in the same messages being distributed
between more than one cluster connection, possibly resulting in duplicate deliveries.

Examples:

¥ 'eu’ matches all addresses starting with ‘eu’
¥ 'leu’ matches all address except for those starting with ‘eu’
¥ 'eu.uk,eu.de' matches all addresses starting with either 'eu.uk’ or 'eu.de'

¥ 'eu,leu.uk’ matches all addresses starting with 'eu’ but not those starting with 'eu.uk’

¥ Address exclusion will always takes precedence over address inclusion.

¥ Address matching on cluster connections does not support wild-card
matching.

connector-ref

This is the connector which will be sent to other nodes in the cluster so they have the correct
cluster topology.

This parameter is mandatory.

check-period

The period (in milliseconds) used to check if the cluster connection has failed to receive pings
from another server. Default is 30000.

connection-ttl

This is how long a cluster connection should stay alive if it stops receiving messages from a
specific node in the cluster. Default is 60000.

min-large-message-size

If the message size (in bytes) is larger than this value then it will be split into multiple segments
when sent over the network to other cluster members. Default is 102400.

call-timeout

When a packet is sent via a cluster connection and is a blocking call, i.e. for acknowledgements,
this is how long it will wait (in milliseconds) for the reply before throwing an exception. Default
is 30000.

retry-interval

We mentioned before that, internally, cluster connections cause bridges to be created between
the nodes of the cluster. If the cluster connection is created and the target node has not been
started, or say, is being rebooted, then the cluster connections from other nodes will retry



connecting to the target until it comes back up, in the same way as a bridge does.

This parameter determines the interval in milliseconds between retry attempts. It has the same
meaning as the retry-interval  on a bridge (as described in  Core Bridges).

This parameter is optional and its default value is 500 milliseconds.

retry-interval-multiplier

This is a multiplier used to increase the  retry-interval  after each reconnect attempt, default is 1.

max-retry-interval

The maximum delay (in milliseconds) for retries. Default is 2000.

initial-connect-attempts

The number of times the system will try to connect a node in the cluster initially. If the max-retry
is achieved this node will be considered permanently down and the system will not route
messages to this node. Default is -1 (infinite retries).

reconnect-attempts

The number of times the system will try to reconnect to a node in the cluster. If the max-retry is
achieved this node will be considered permanently down and the system will stop routing
messages to this node. Default is -1 (infinite retries).

use-duplicate-detection

Internally cluster connections use bridges to link the nodes, and bridges can be configured to
add a duplicate id property in each message that is forwarded. If the target node of the bridge
crashes and then recovers, messages might be resent from the source node. By enabling
duplicate detection any duplicate messages will be filtered out and ignored on receipt at the
target node.

This parameter has the same meaning as  use-duplicate-detection on a bridge. For more
information on duplicate detection, please see Duplicate Detection . Defaultis true .

message-load-balancing

This parameter determines iffhow messages will be distributed between other nodes of the
cluster. It can be one of four values - OFEFSTRICTOFF_WITH_REDISTRIBUSIODN_DEMA(dBfault).
This parameter replaces the deprecated forward-when-no-consumersparameter.

If this is set to OFRhen messages will never be forwarded to another node in the cluster

If this is set to STRICTthen each incoming message will be round robinOd even though the same
queues on the other nodes of the cluster may have no consumers at all, or they may have
consumers that have non matching message filters (selectors). Note that the broker will not
forward messages to other nodes if there are no queues of the same name on the other nodes,
even if this parameter is set to STRICTUsing STRICTis like setting the legacy forward-when-no-
consumersparameter to true .

If this is set to ON_DEMAtN&n the broker will only forward messages to other nodes of the cluster
if the address to which they are being forwarded has queues which have consumers, and if



those consumers have message filters (selectors) at least one of those selectors must match the
message. Using ON_DEMAiBI[Ike setting the legacy forward-when-no-consumersparameter to false .

If this is set to OFF_WITH_REDISTRIBUTH@MNIike with 'OFF' messages wonOt be initially routed to
other nodes in the cluster. However, if  redistribution is configured, it can forward messages in
the normal way. In this way local consumers will always have priority.

Keep in mind that this message forwarding/balancing is what we call "initial distribution.” It is
different than redistribution which is discussed below .

Defaultis ON_DEMAND

max-hops

When a cluster connection decides the set of nodes to which it might load balance a message,
those nodes do not have to be directly connected to it via a cluster connection. The broker can be
configured to also load balance messages to nodes which might be connected to it only indirectly
with other brokers as intermediates in a chain.

This allows the broker to be configured in more complex topologies and still provide message
load balancing. WeOll discuss this more later in this chapter.

The default value for this parameter is 1, which means messages are only load balanced to other
brokers which are directly connected to this server. This parameter is optional.

confirmation-window-size

The size (in bytes) of the window used for sending confirmations from the server connected to.
So once the server has received confirmation-window-size bytes it notifies its client, default is
1048576. A value of -1 means no window.

producer-window-size

The size for producer flow control over cluster connection. itOs by default is 1MB.

call-failover-timeout

Similar to call-timeout but used when a call is made during a failover attempt. Default is -1 (no
timeout).

notification-interval

How often (in milliseconds) the cluster connection should broadcast itself when attaching to the
cluster. Default is 1000.

notification-attempts

How many times the cluster connection should broadcast itself when connecting to the cluster.
Default is 2.

discovery-group-ref

This parameter determines which discovery group is used to obtain the list of other servers in
the cluster that this cluster connection will make connections to.

Alternatively if you would like your cluster connections to use a static list of servers for discovery



then you can do it like this.

<cluster-connection namemy-cluster" >

<static-connectors>
<connector-ref> server0-connector </connector-ref>
<connector-ref> serverl-connector </connector-ref>
</static-connectors>
</cluster-connection>
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Here we have defined 2 servers that we know for sure will that at least one will be available. There
may be many more servers in the cluster but these will; be discovered via one of these connectors
once an initial connection has been made.

client-id
An optional identifier to use for the cluster connection. This can help with identifying the
connection on the remote broker (e.g. via the web console). Default is empty (i.e. unset).

topology-scanner-attempts
The number of times the system tries to scan the cluster connection topology for missing cluster
nodes. Those are nodes discovered by a discovery group or defined by a static connector that are
not present in the cluster connection topology. A value of 0 means the system doesnOt scan the
cluster connection topology for missing cluster nodes. A value of -1 means the system scans the
cluster connection topology until there are no more missing cluster nodes. Default is 30.

32.4.2. Cluster User Credentials

When creating connections between nodes of a cluster to form a cluster connection, the broker uses
a cluster user and cluster password which is defined in broker.xml :

<cluster-user> ACTIVEMQ.CLUSTER.ADMIN</tBERer-user>
<cluster-password> CHANGE MEltluster-password>

It is imperative that these values are changed from their default, or remote clients

# will be able to make connections to the server using the default values. If they are
not changed from the default, the broker will detect this and pester you with a
warning on every start-up.

32.5. Client-Side Load balancing

With client-side load balancing, subsequent sessions created using a single session factory can be
connected to different nodes of the cluster. This allows sessions to spread smoothly across the
nodes of a cluster and not be "clumped" on any particular node.

The load balancing policy to be used by the client factory is configurable. Four out-of-the-box load
balancing policies are available, and you can also implement your own.



The out-of-the-box policies are

¥ Round Robin. With this policy the first node is chosen randomly then each subsequent node is
chosen sequentially in the same order.

For example nodes might be chosen in the order B, C, D, A,B,C,D,A,BorD,A,B,C,D,A,B,C,D
orC,D,AB,C,D,A B, C.

Use
org.apache.activemq.artemis.api.core.client.loadbalance.RoundRobinConnectionLoadBalancingPo

licy as the <connection-load-balancing-policy-class-name>
¥ Random. With this policy each node is chosen randomly.

Use
org.apache.activemq.artemis.api.core.client.loadbalance.RandomConnectionLoadBalancingPolicy
as the <connection-load-balancing-policy-class-name>

¥ Random Sticky. With this policy the first node is chosen randomly and then re-used for
subsequent connections.

Use
org.apache.activemgq.artemis.api.core.client.loadbalance.RandomsStickyConnectionLoadBalancing

Policy as the <connection-load-balancing-policy-class-name>
¥ First Element. With this policy the "first" (i.e. Oth) node is always returned.

Use
org.apache.activemq.artemis.api.core.client.loadbalance.FirstElementConnectionLoadBalancing

Policy as the <connection-load-balancing-policy-class-name>

You can also implement your own policy by implementing the interface
org.apache.activemq.artemis.api.core.client.loadbalance.ConnectionLoadBalancingPolicy

Specifying which load balancing policy to use differs whether you are using JMS or the Core API. If

you donOt specify a policy then the default will be wused which is
org.apache.activemq.artemis.api.core.client.loadbalance.RoundRobinConnectionLoadBalancingPolicy

The parameter connectionLoadBalancingPolicyClassName can be set on the URI to configure what
load balancing policy to use:

tcp://localhost:616167?connectionLoadBalancingPolicyClassName=org.apache.activemqg.artem
is.api.core.client.loadbalance.RandomConnectionLoadBalancingPolicy

The set of servers over which the factory load balances can be determined in one of two ways:

¥ Specifying  servers  explicity in the URL. This also requires setting the
useTopologyForLoadBalancingparameter to false on the URL.

¥ Using discovery. This is the default behavior.



32.6. Specifying Members of a Cluster Explicitly

Sometimes you want to explicitly define a cluster more explicitly, that is control which server
connect to each other in the cluster. This is typically used to form non symmetrical clusters such as
chain cluster or ring clusters. This can only be done using a static list of connectors and is
configured as follows:

<cluster-connection name=my-cluster" >

<address/>

<connector-ref> netty-connector </connector-ref>

<retry-interval> 500</retry-interval>

<use-duplicate-detection> true </use-duplicate-detection>

<message-load-balancing>STRIC¥/message-load-balancing>

<max-hops2</max-hops>

<static-connectors  allow-direct-connections-only= "true" >
<connector-ref> serverl-connector </connector-ref>

</static-connectors>

</cluster-connection>
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In this example we have set the attribute allow-direct-connections-only which means that the only
server that this server can create a cluster connection to is serverl-connector. This means you can
explicitly create any cluster topology you want.

32.7. Message Redistribution

Another important part of clustering is message redistribution. Earlier we learned how server side

message load balancing round robins messages across the cluster. If message-load-balancing is OFF
or ON_DEMAtBn messages wonOt be forwarded to nodes which donOt have matching consumers.
This is great and ensures that messages arenOt moved to a queue which has no consumers to
consume them. However, there is a situation it doesnOt solve: What happens if the consumers on a
gueue close after the messages have been sent to the node? If there are no consumers on the queue

the message wonOt get consumed and we have a starvation situation.

This is where message redistribution comes in. With message redistribution the broker can be
configured to automatically redistribute messages from queues which have no consumers or
consumers with filters that donOt match messages. The messages are re-routed to other nodes in the
cluster which do have matching consumers. To enable this functionality message-load-balancing
must be ON_DEMANDBDFF_WITH_REDISTRIBUTION

Message redistribution can be configured to kick in immediately after the need to redistribute is
detected, or to wait a configurable delay before redistributing. By default, message redistribution is
disabled.

Message redistribution can be configured on a per address basis, by specifying the redistribution
delay in the address settings. For more information on configuring address settings, please see
Configuring Addresses and Queues via Address Settings

HereOs an address settings snippet from broker.xml showing how message redistribution is enabled



for a set of queues:

<address-settings>

E <address-setting match2#">

E <redistribution-delay>  O</redistribution-delay>
E </address-setting>

</address-settings>

The above address-settings block would set a redistribution-delay of O for any queue which is
bound to any address. So the above would enable instant (no delay) redistribution for all addresses.

The attribute match can be an exact match, or it can be a string that conforms to the wildcard
syntax .

The element redistribution-delay defines the delay in milliseconds between detecting the need for
redistribution and actually attempting redistribution. A delay of zero means the messages will be
immediately redistributed. A value of -1 signifies that messages will never be redistributed. The
default value is -1.

It often makes sense to introduce a delay before redistributing as itOs a common case that a
consumer closes but another one quickly is created on the same queue, in such a case you probably
don®t want to redistribute immediately since the new consumer will arrive shortly.

The broker uses internal store-and-forward queues to handle message which need
to be sent to other nodes in the cluster. Clients  should not directly send messages
to these store-and-forward queues. If a client sends a message to a store-and-
forward queue it will be sent to the corresponding dead-letter address. 1tOs possible
to prevent clients from sending any messages to these internal queues by revoking

# all security permissions using the following security-setting

<security-setting  match=%$.artemis.internal.sf.#" />

This configuration will not impact the internal processes which manage the store-
and-foward queues.

32.8. Cluster topologies

Clusters can be connected together in many different topologies, letOs consider the two most
common ones here

32.8.1. Symmetric cluster

A symmetric cluster is probably the most common cluster topology.

With a symmetric cluster every node in the cluster is connected to every other node in the cluster.
In other words every node in the cluster is no more than one hop away from every other node.



To form a symmetric cluster every node in the cluster defines a cluster connection with the
attribute max-hopsset to 1. Typically the cluster connection will use server discovery in order to
know what other servers in the cluster it should connect to, although it is possible to explicitly
define each target server too in the cluster connection if, for example, UDP is not available on your
network.

With a symmetric cluster each node knows about all the queues that exist on all the other nodes
and what consumers they have. With this knowledge it can determine how to load balance and
redistribute messages around the nodes.

DonOt forget this warning when creating a symmetric cluster.

32.8.2. Chain cluster

With a chain cluster, each node in the cluster is not connected to every node in the cluster directly,
instead the nodes form a chain with a node on each end of the chain and all other nodes just
connecting to the previous and next nodes in the chain.

An example of this would be a three node chain consisting of nodes A, B and C. Node A is hosted in
one network and has many producer clients connected to it sending order messages. Due to
corporate policy, the order consumer clients need to be hosted in a different network, and that
network is only accessible via a third network. In this setup node B acts as a mediator with no
producers or consumers on it. Any messages arriving on node A will be forwarded to node B, which
will in turn forward them to node C where they can get consumed. Node A does not need to directly
connect to C, but all the nodes can still act as a part of the cluster.

To set up a cluster in this way, node A would define a cluster connection that connects to node B,
and node B would define a cluster connection that connects to node C. In this case we only want
cluster connections in one direction since weOre only moving messages from node A->B->C and
never from C->B->A.

For this topology we would set max-hopsto 2. With a value of 2 the knowledge of what queues and
consumers that exist on node C would be propagated from node C to node B to node A. Node A
would then know to distribute messages to node B when they arrive, even though node B has no
consumers itself, it would know that a further hop away is node C which does have consumers.

32.8.3. Scaling Down

The broker supports scaling down a cluster with no message loss (even for non-durable messages).
This is especially useful in certain environments (e.g. the cloud) where the size of a cluster may
change relatively frequently. When scaling up a cluster (i.e. adding nodes) there is no risk of
message loss, but when scaling down a cluster (i.e. removing nodes) the messages on those nodes
would be lost unless the broker sent them to another node in the cluster. The broker can be
configured to do just that.

To enable this behavior configure  scale-down in the live-only ha-policy , e.g.:

<ha-policy>
E <live-only>



<scale-down>
<enabled>true </enabled>
<discovery-group-ref  discovery-group-name="my-discovery-group" />
</scale-down>
</live-only>
</ha-policy>
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If scale-down/enabled is true then when the server is shutdown gracefully (i.e. stopped without
crashing) it will find another node in the cluster and send all of its messages (both durable and non-
durable) to that node. The messages are processed in order and go to the back of the respective
gueues on the other node (just as if the messages were sent from an external client for the first
time).

The target of the scale down operation can be configured a few differnt ways. The above example

uses discovery-group-ref  to reference a discovery-group which will be used to find the target
broker. This should be the same discovery-group referenced by your cluster-connection . You can
also specify a static list of connector elements, e.g.:

<connectors>

E..

E <connector nameserver0O-connector” >tcp://server0:61616 </connector>
</connectors>

<ha-policy>
<live-only>
<scale-down>
<enabled>true </enabled>
<connectors>
<connector-ref> server0-connector </connector-ref>
</connectors>
</scale-down>
E </live-only>
</ha-policy>
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ItOs also possible to specify group-name If this is specified then messages will only be sent to another
node in the cluster that uses the same  group-nameas the server being shutdown, e.g.:

<ha-policy>
<live-only>
<scale-down>
<enabled>rue </enabled>
<group-namemy-group</group-name>
<discovery-group-ref  discovery-group-name="my-discovery-group" />
</scale-down>
</live-only>
</ha-policy>
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If cluster nodes are grouped together with different group-namevalues beware. If
# all the nodes in a single group are shut down then the messages from that
node/group will be lost.



Chapter 33. Lock Coordination / HA with
Mirroring

The Lock Coordinator provides pluggable distributed lock mechanism monitoring. It allows
multiple broker instances to coordinate the activation of specific configuration elements, ensuring
that only one broker instance activates a particular element at any given time. This prevents split-
brain scenarios where multiple brokers could simultaneously process messages, leading to
duplicate processing or conflicting state.

In the current version, the Lock Coordinator can be applied to control the startup and shutdown of:

¥ Acceptors - When an acceptor is associated with a lock coordinator, it will only start accepting
connections when the broker successfully acquires the distributed lock. If the lock is lost for any
reason, the acceptor automatically stops accepting new connections.

¥ Broker Connections - When a broker connection (AMQP mirror, federation, or bridge) is
associated with a lock coordinator, it will only be active when the broker successfully acquires
the distributed lock. If the lock is lost, the connection is paused, preventing message flow. When
the lock is reacquired, the connection resumes automatically.

The same pattern used on acceptors and broker connections may eventually be applied to other
configuration elements. If you have ideas for additional use cases where this pattern could be
applied, please file a JIRA issue.

# This feature is in technical preview and its configuration elements are subject to
possible modifications.

33.1. Configuration

You can define multiple lock-coordinators and associate them with broker elements such as
acceptors and broker connections. When a broker element is associated with a lock-coordinator, it
will only activate when the distributed lock has been acquired. If the lock cannot be acquired or is
lost, the elements are automatically stopped or paused.

Different lock implementations (File-based, ZooKeeper-based, or custom plugins) provide different
configuration properties. See the Configuration Options  section below for detailed tables of
available options for each lock implementation.

33.1.1. Configuration Example

The following example demonstrates a star topology HA configuration where only one broker is
active at a time:
¥ Two acceptors:
I for-mirroring-only - Always active to receive mirrored data from other brokers

! for-clients-only - Controlled by lock-coordinator; only active when lock is held



¥ File-based lock-coordinator named  clients-lock  using shared storage
¥ Broker connections controlled by the lock-coordinator (mirrors, bridges, or federations):
I Two mirror connections ( mirrorB and mirrorC) for data replication

! One bridge connection for forwarding messages to a remote broker

<acceptors>

E <acceptor namefor-mirroring-only”
>tcp://0.0.0.0:61001?tcpSendBufferSize=1048576;tcpReceiveBufferSize=1048576;protocols=
CORE,AMQP,STOMP,HORNETQ,MQTT,OPENWIRE;useEpoll=true;amqgpCredits=1000;amgpLowCredits=30
O</acceptor>

E <acceptor nametor-clients-only" lock-coordinator="clients-lock"
>tcp://0.0.0.0:61616?tcpSendBufferSize=1048576;tcpReceiveBufferSize=1048576;protocols=
CORE,AMQP,STOMP,HORNETQ,MQTT,OPENWIRE;useEpoll=true;amqgpCredits=1000;amgpLowCredits=30
O</acceptor>

</acceptors>

<lock-coordinators>
E <lock-coordinator name‘clients-lock" >

E <class-name>
org.apache.activemg.artemis.lockmanager.file.FileBasedLockManager </class-name>
E <lock-id> mirror-cluster-clients  </lock-id>

E <check-period>1000</check-period> <!-- how often to check if the lock is still
valid, in milliseconds -->

<properties>
<property key="locks-folder" value="/usr/somewhere/existing-folder" />
</properties>
</lock-coordinator>
</lock-coordinators>
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<broker-connections>

E <amgp-connection uri= "tcp://otherBroker:61001" name=mirrorB" retry-interval=  "2000"
lock-coordinator= "clients-lock” >

E <mirror sync="false" />

E </amgp-connection>

E <amgp-connection uri= "tcp://otherBroker:61002" namemirrorC" retry-interval=  "2000"
lock-coordinator="clients-lock” >

E <mirror sync="false" />

E </amgp-connection>
E <amqp-connection uri= "tcp://remoteBroker:61616"  name®bridgeConnection”  retry-
interval= "2000" lock-coordinator= "“clients-lock" >
<bridge>
<bridge-to-queue nameorders" remote-address="orders" >
<include queue-matchzorders" address-match="orders" />
</bridge-to-queue>
</bridge>
</amqp-connection>
</broker-connections>
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How It Works

When a broker successfully acquires the distributed lock:

¥ The client acceptor ( for-clients-only ) starts accepting connections
¥ Mirror connections activate and begin replicating data to other brokers
¥ Bridge connections activate and forward messages to remote brokers

¥ Federation connections activate (if configured)
When the lock is lost (due to failure or network partition):

¥ The client acceptor stops accepting new connections
¥ All broker connections (mirrors, bridges, and federations) pause immediately

¥ The broker continues to receive mirrored data on the for-mirroring-only ~ acceptor

This ensures only one broker actively processes client requests, replicates data, and forwards
messages at any given time.

Important Considerations

When mixing bridges or federations with mirrors in the same configuration,
message duplication is possible during failover transitions. When a message
arrives at a mirror target and that nodeOs broker connections are active, the

# message may be forwarded even though it was already processed by the original
source. Lock coordination significantly reduces this risk but cannot completely
eliminate it during the brief window when locks are being transferred between
brokers.

/_ Passive Server \\ /_ Active Server —\

Dual mirror
MirrorAcceptor o > MirrorAcceptor
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You can find a working example on how to run HA with Mirroring.


https://github.com/apache/artemis-examples/tree/main/examples/features/broker-connection/ha-with-mirroring

33.2. Configuration Options

All lock-coordinator implementations share common configuration elements and provide
implementation-specific properties.

33.2.1. Common Configuration

The following elements are configured on every lock-coordinator regardless of implementation:

Element Required Default Description

name Yes None Unique identifier for this lock-coordinator
instance, used to reference it from other
configuration elements

class-name Yes None The lock provider implementation (e.g.,
org.apache.activemg.artemis.lockmanager.file.F

ileBasedLockManageror
org.apache.activemgq.artemis.lockmanager.zookee

per.CuratorDistributedLockManager )

lock-id Yes None Unique identifier for the distributed lock. All
brokers competing for the same distributed lock
must use the same lock-id

check-period No 5000 How often to check if the lock is still valid, in
milliseconds

33.2.2. File-Based Lock Manager

The file-based lock manager uses the file system to manage distributed locks through file locking
mechanisms. All brokers must have access to a shared file system location.

Class name: org.apache.activemg.artemis.lockmanager.file.FileBasedLockManager

Properties:
Property Required Default Description
locks-folder Yes None Path to the directory where lock files will be

created and managed. The directory must be
created in advance before using this lock.

33.2.3. ZooKeeper-Based Lock Manager

The ZooKeeper-based lock manager uses Apache Curator to manage distributed locks via a
ZooKeeper ensemble. This is the recommended approach for production deployments as it provides
better fault tolerance and doesnOt require shared storage.

Class name: org.apache.activemg.artemis.lockmanager.zookeeper.CuratorDistributedLockManager

Properties:



Property

connect-string

namespace

session-ms

session-percent

connection-ms
retries

retries-ms

Required

Yes

Yes

No

No

No
No

No

Default

None

None

18000
33

8000

1000

Description

ZooKeeper connection string (e.g.,
"localhost:2181" or
"host1:2181,host2:2181,host3:2181")

Namespace prefix for all ZooKeeper paths to
isolate data

Session timeout in milliseconds

Percentage of session timeout to use for lock
operations

Connection timeout in milliseconds
Number of retry attempts for failed operations

Delay in milliseconds between retry attempts



Chapter 34. High Availability and Failover

We define high availability (HA) as the ability for the system to continue functioning after failure of
one or more of the servers .

A part of high availability is  failover which we define as the ability for client connections to migrate
from one server to another in event of server failure so client applications can continue to operate

34.1. Terminology

In order to discuss both configuration and runtime behavior consistently we need to define a
couple nouns and adjectives. These terms will be used throughout the documentation,
configuration, source code, and runtime logs.

34.1.1. Configuration

These nouns identify how the broker is configured , e.g. in broker.xml . The configuration allows
brokers to be paired together as  primary/backup (i.e. an HA pair of brokers).

primary
This identifies the main broker in the high availability configuration. Oftentimes the hardware

on this broker will be higher performance than the hardware on the backup broker. Typically,
this broker is started before the backup and is active most of the time.

Each primary server can be paired with one backup server. Other backups can be configured,
but the primary will only pair with one. When the primary fails the backup will take over. At
this point if there are other backups configured then the backup that took over will pair with
one of those.

backup

This identifies the broker that should take over when the primary broker fails in a high
availability configuration. Oftentimes the hardware on this broker will be lower performance
than the hardware on the primary broker. Typically, this broker is started after the primary and
is passive most of the time.

34.1.2. Runtime

These adjectives describe the behavior of the broker at runtime. For example, you could have a
passive primary or an active backup.

active

This identifies a broker in a high-availability configuration which is accepting remote
connections. For example, consider the scenario where the primary broker has failed and its
backup has taken over. The backup would be described as active at that point since it is
accepting remote connections.

passive

This identifies a broker in a high-availability configuration which is not accepting remote



connections. For example, consider the scenario where the primary broker was started and then

the backup broker was started. The backup broker would be passive since it is not accepting
remote connections. It is waiting for the primary to fail before it activates and begins accepting
remote connections.

34.2. HA Policies

Two main policies are available for backing up a server:

¥ shared store

¥ replication

These are configured via the ha-policy configuration element.

What is Backed Up?

Only message data written to storage  will survive failover. Any message data not
written to storage will not be available after failover.

Clustering is Required

A proper cluster configuration is required as a pre-requisite for an HA
configuration. The cluster configuration allows the server to announce its
presence to its primary/backup (or any other nodes in the cluster).

There is technically a third policy called primary-only which omits the backup entirely. This is used
to configure scale-down. This is the default policy if none is provided.

34.2.1. Shared Store

When using a shared store both primary and backup servers share the same entire data directory
using a shared file system. This includes the paging directory, journal directory, large messages, and
bindings journal.

When the primary server fails it will release its lock on the shared journal and allow the backup
server to activate. The backup will then load the data from the shared file system and accept
remote connections from clients.

Typically, this will be some kind of high performance Storage Area Network (SAN). Network
Attached Storage (NAS), like an NFS mount, is viable but wonOt provide optimal performance.

One main advantage of a shared store configuration is that no replication occurs between the
primary and backup nodes which means it does not suffer any performance penalties due to the
overhead of replication during normal operation. The main disadvantage is that shared stores are
typically less performant than local file stores. In particular, because the journal is always read in
full on startup, the difference in read latency between local and shared storage can be a significant
startup overhead. The shared store may need to be optimised for reads of size journal-file-size. If
you require the highest performance then acquire access to a fast SAN.

! What About Split Brain?



Shared store configurations are naturally immune to split-brain .

Shared Store Configuration

Both primary & backup servers must configure the location of journal directories to the same
shared location (as explained in persistence documentation ).

Primary

The primary broker needs this basic configuration in broker.xml :
<ha-policy>
E <shared-store>
E <primary/>

E </shared-store>
</ha-policy>

Additional parameters

failover-on-shutdown

Whether the graceful shutdown of this broker will cause the backup to activate.

If false then the backup server will remain passive if this broker is shutdown gracefully (e.g.
using Ctrl #+C). Note that if false and you want failover to occur then you can use the
management APl as explained here.

If true then when this server is stopped the backup will activate.
The default is false .

wait-for-activation

This setting is only for embedded use cases where the primary broker has failed, the backup has

activated, and the primary has been restarted. By default, when
org.apache.activemq.artemis.core.server.ActiveMQServer.start() is invoked the broker will
block until the primary broker actually takes over from the backup (i.e. either via failback or by
the backup actually stopping). Setting wait-for-activation to false prevents start() from
blocking so that control is returned to the caller. The caller can use waitForActivation()  to wait
until broker activates or just check the current status using getState() . Defaultis true .

Backup

The backup needs this basic configuration in broker.xml :

<ha-policy>

E <shared-store>
E <backup/>

E </shared-store>
</ha-policy>



Additional parameters

allow-failback

Whether this backup will automatically stop when its primary is restarted and requests to take
over its place. The use case is when a primary server stops and its backup takes over its duties,
later the primary server restarts and requests the now-active backup to stop so the primary can
take over again. Defaultis true .

failover-on-shutdown

Whether the graceful shutdown of this broker will cause the backup to activate.

If false then the backup server will remain passive if this broker is shutdown gracefully (e.g.
using Citrl #+C). Note that if false and you want failover to occur then you can use the
management API| as explained here.

If true then when this server is stopped the backup will activate.

The default is false .

This only applies when this backup has activated due to its primary failing.

scale-down

If provided then this backup will scale down rather than becoming active after fail over. This
really only applies to colocated configurations where the backup will scale-down its messages to
the primary broker in the same JVM.

restart-backup

Will this backup restart after being stopped due to failback or scaling down. Default is false .

NFS Mount Recommendations

If you choose to implement your shared store configuration with NFS here are some recommended
configuration options. These settings are designed for reliability and to help the broker detect
problems with NFS quickly and shut itself down so that clients can failover to a working broker.

sync

Specifies that all changes are immediately flushed to disk.

noac

Disables attribute caching. This behavior is needed to achieve attribute cache coherence among
multiple clients.

soft

Specifies that if the NFS server is unavailable the error should be reported rather than waiting
for the server to come back online.

The NFS documentation notes the potential for "silent data corruption” when
using soft . This can be safely ignored.


https://linux.die.net/man/5/nfs

lookupcache=none

Disables lookup caching.

timeo=n
The time, in deciseconds (i.e. tenths of a second), that the NFS client (i.e. the broker) waits for a
response from the NFS server before it retries a request. For NFS over TCP the default timeo
value is 600 (60 seconds). For NFS over UDP the client uses an adaptive algorithm to estimate an
appropriate timeout value for frequently used request types, such as read and write requests.

retrans=n

The number of times that the NFS client retries a request before it attempts further recovery
action.

Use reasonable values when you configure  timeo and retrans . A default timeo wait
time of 600 deciseconds (60 seconds) combined with a  retrans value of 5 retries
| can result in a five-minute wait for the broker to detect an NFS disconnection. You
likely donOt want all store-related operations on the broker to be blocked for that
long while clients wait for responses. Tune these values to balance latency and
reliability in your environment.

34.2.2. Replication

When using replication, the primary and the backup servers do not share the same data directories.
All data synchronization is done over the network. Therefore, all (durable) data received by the
primary server will be duplicated to the backup.

Note that upon start-up the backup server will first need to synchronize all existing data from the
primary server before becoming capable of replacing the primary server should it fail. Therefore,
unlike when using shared storage, a backup will not be fully operational until after it finishes
synchronizing the data with its primary server. The time it takes for this to happen depends on the
amount of data to be synchronized and the connection speed.

In general, synchronization occurs in parallel with current network traffic so this
wonOt cause any blocking for current clients. However, there is a critical moment
at the end of this process where the replicating server must complete the
synchronization and ensure the backup acknowledges this completion. This
exchange between the replicating server and backup will block any journal related
operations. The maximum length of time that this exchange will block is controlled
by the initial-replication-sync-timeout configuration element.

Since replication will create a copy of the data at the backup then in case of a successful fail-over,
the backupOs data will be newer than the primaryOs data. If you configure your backup to allow
failback to the primary then when the primary is restarted it will be passive and the active backup
will synchronize its data with the passive primary before stopping to allow the passive primary to
become active again. If both servers are shutdown then the administrator will have to determine
which one has the latest data.

! An Important Difference From Shared Store



If a shared-store backup does not find a primary then it will just activate and
service client requests like it is a primary.

However, in the replication case, the backup just keeps waiting for a primary to
pair with because the backup does not know whether its data is up-to-date. It
cannot unilaterally decide to activate. To activate a replicating backup using its
current data the administrator must change its configuration to make it a primary
server by changing backupto primary.

Split Brain

"Split Brain" is a potential issue that is important to understand. A whole chapter has been devoted
to explaining what it is and how it can be mitigated at a high level. Once you read it you will
understand the main differences between quorum voting and pluggable lock manager

configurations which will be referenced in later sections.

Replication Configuration

In a shared-store configuration brokers pair with each other based on their shared storage device.
However, since replication configurations have no such shared storage device they must find each

other another way. Servers can be grouped together explicitly using the same group-namein both the
primary or the backupelements. A backup will only connect to a primary that shares the same node
group name.

A group-nameExample

Suppose you have 5 primary servers and 6 backup servers:

¥ primaryl, primary2, primary3: with group-name=fish
¥ primary4, primary5: with group-name=bird

¥ backupl backup2 backup3 backup4 with group-name=fish

¥ backupj backup8 with group-name=bird

After joining the cluster the backups with group-name=fish will search for primary
servers with group-name=fish to pair with. Since there is one backup too many, the
fish will remain with one spare backup.

The 2 backups with group-name=bird (backup5and backup will pair with primary
servers primary4 and primary5.

If group-nameis not configured then the backup will search for any primary that it can find the
cluster. It tries to replicate with each primary until it finds a primary that has no current backup
configured. If no primary server is available it will wait until the cluster topology changes and
repeat the process.

Primary

The primary broker needs this basic configuration in broker.xml :



<ha-policy>

E <replication>
E <primary/>
E </replication>
</ha-policy>

Additional parameters

group-name

If set, backup servers will only pair with primary servers with matching group-name. See above
for more details. Valid for both quorum voting and pluggable lock manager.

cluster-name

Name of the cluster-connection to use for replication. This setting is only necessary if you
configure multiple cluster connections. If configured then the connector configuration of the
cluster configuration with this name will be used when connecting to the cluster to discover if

an active server is already running, see  check-for-active-server . If unset then the default cluster
connections configuration is used (i.e. the first one configured). Valid for both quorum voting

and pluggable lock manager.

max-saved-replicated-journals-size

This option specifies how many replication backup directories will be kept when server starts as

a passive backup. Every time when server starts as such all former data moves to
oldreplica.{id} directory, where {id} is a growing backup index. This parameter sets the
maximum number of such directories kept on disk. Valid for both quorum voting and pluggable

lock manager.

check-for-active-server

Whether to check the cluster for an active server using our own server ID when starting up. This
is an important option to avoid split-brain when failover happens and the primary is restarted.
Defaultis false . Only valid for quorum voting.

initial-replication-sync-timeout

The amount of time the replicating server will wait at the completion of the initial replication
process for the backup to acknowledge it has received all the necessary data. The default is
3000Q measured in milliseconds. Valid for both quorum voting and pluggable lock manager.

| During this interval any journal related operations will be blocked.

vote-on-replication-failure

Whether this primary broker should vote to remain active if replication is lost. Default is false .
Only valid for quorum voting.

guorum-size

The quorum size used for voting after replication loss, -1 means use the current cluster size
Default is -1. Only valid for quorum voting.



vote-retries

If we start as a backup and lose connection to the primary, how many times should we attempt
to vote for quorum before restarting Default is 12. Only valid for quorum voting.

vote-retry-wait

How long to wait (in milliseconds) between each vote attempt. Default is 500Q Only valid for
quorum voting.

quorum-vote-wait

How long to wait (in seconds) for vote results. Default is 30. Only valid for quorum voting.

retry-replication-wait
If we start as a backup how long to wait (in milliseconds) before trying to replicate again after

failing to find a primary. Default is 200Q Valid for both quorum voting and pluggable lock
manager.

manager

This element controls and is required for pluggable lock manager configuration. It has two sub-
elements:

¥ class-name - the name of the class implementing
org.apache.activemg.artemis.lockmanager.DistributedLockManager . Default is
org.apache.activemgq.artemis.lockmanager.zookeeper.CuratorDistributedLockManager which

integrates with ZooKeeper

¥ properties - a list of property elements each with key and value attributes for configuring the
plugin.

HereOs a simple example:

<ha-policy>
E  <replication>
<primary>
<manager>
<class-name>org.foo.MyQuorumVotingPlugin</class-name>
<properties>
<property key='propertyl" value="valuel" />
<property key="property2" value="value2" />
</properties>
</manager>
</primary>
</replication>
</ha-policy>
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coordination-id

This is for Competing Primary Brokers . Only valid when using pluggable lock manager.



Backup

The backup needs this basic configuration in broker.xml :

<ha-policy>

E <replication>

E <backup/>
E </replication>
</ha-policy>

Additional parameters

group-name

If set, backup servers will only pair with primary servers with matching group-name. See above
for more details. Valid for both quorum voting and pluggable lock manager.

cluster-name

Name of the cluster-connection to use for replication. This setting is only necessary if you
configure multiple cluster connections. If configured then the connector configuration of the
cluster configuration with this name will be used when connecting to the cluster to discover if

an active server is already running, see  check-for-active-server . If unset then the default cluster
connections configuration is used (i.e. the first one configured). Valid for both quorum voting

and pluggable lock manager.

max-saved-replicated-journals-size

This option specifies how many replication backup directories will be kept when server starts as

a passive backup. Every time when server starts as such all former data moves to
oldreplica.{id} directory, where {id} is a growing backup index. This parameter sets the
maximum number of such directories kept on disk. Valid for both quorum voting and pluggable

lock manager.

scale-down

If provided then this backup will scale down rather than becoming active after fail over. This
really only applies to colocated configurations where the backup will scale-down its messages to
the primary broker in the same JVM.

restart-backup

Will this server, if a backup, restart once it has been stopped because of failback or scaling
down. Default is false .

allow-failback

Whether this backup will automatically stop when its primary is restarted and requests to take
over its place. The use case is when a primary server stops and its backup takes over its duties,
later the primary server restarts and requests the now-active backup to stop so the primary can
take over again. Default is true . Valid for both quorum voting and pluggable lock manager.

initial-replication-sync-timeout

After failover when the backup has activated this is enforced when the primary is restarted and



connects as a backup (e.g. for failback). The amount of time the replicating server will wait at the
completion of the initial replication process for the backup to acknowledge it has received all the
necessary data. The defaultis 3000Q measured in milliseconds. Valid for both quorum voting and
pluggable lock manager.

during this interval any journal related operations will be blocked.

vote-on-replication-failure
Whether this primary broker should vote to remain active if replication is lost. Default is false .
Only valid for quorum voting.

guorum-size
The quorum size used for voting after replication loss, -1 means use the current cluster size
Defaultis -1. Only valid for quorum voting.

vote-retries
If we start as a backup and lose connection to the primary, how many times should we attempt
to vote for quorum before restarting. Default is 12. Only valid for quorum voting.

vote-retry-wait
How long to wait (in milliseconds) between each vote attempt. Default is 500Q Only valid for
guorum voting.

guorum-vote-wait

How long to wait (in seconds) for vote results. Default is 30. Only valid for quorum voting.

retry-replication-wait

If we start as a backup how long to wait (in milliseconds) before trying to replicate again after
failing to find a primary. Default is 200Q Valid for both quorum voting and pluggable lock

manager.
manager

This element controls and is required for pluggable lock manager configuration. It has two sub-
elements:

¥ class-name - the name of the class implementing
org.apache.activemq.artemis.lockmanager.DistributedLockManager . Default is
org.apache.activemq.artemis.lockmanager.zookeeper.CuratorDistributedLockManager which

integrates with ZooKeeper

¥ properties - a list of property elements each with key and value attributes for configuring the
plugin.

HereOs a simple example:

<ha-policy>
<replication>
<backup>
<manager>

m > mp



E <class-name>org.foo.MyQuorumVotingPlugin</class-name>
E <properties>

E <property key="propertyl" value="valuel" />

E <property key='property2" value="value2" />

E </properties>

E </manager>

E <allow-failback> true </allow-failback>

E </backup>

E </replication>

</ha-policy>

Apache ZooKeeper Integration

The default pluggable lock manager implementation uses Apache Curator to integrate with Apache
ZooKeeper.

ZooKeeper Plugin Configuration

HereOs a basic configuration example:

<ha-policy>
<replication>
<primary>
<manager>
<class-
nameborg.apache.activemq.artemis.lockmanager.zookeeper.CuratorDistributedLockManager </
class-name>
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<properties>

<property key='connect-string"
value="127.0.0.1:6666,127.0.0.1:6667,127.0.0.1:6668" />

</properties>
</manager>

</primary>
</replication>
</ha-policy>

E
E
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+ NOTE: The class-name isnOt technically required here since the default value is being used, but it is
included for clarity.

Available Properties

connect-string

(no default)

session-ms
(default is 18000 ms)

session-percent

(default is 33); should be &le; default (see <a


https://curator.apache.org/
https://zookeeper.apache.org/
https://zookeeper.apache.org/
https://curator.apache.org/apidocs/org/apache/curator/framework/CuratorFrameworkFactory.Builder.html#connectString(java.lang.String)
https://curator.apache.org/apidocs/org/apache/curator/framework/CuratorFrameworkFactory.Builder.html#sessionTimeoutMs(int)
https://curator.apache.org/apidocs/org/apache/curator/framework/CuratorFrameworkFactory.Builder.html#simulatedSessionExpirationPercent(int)

href="https://cwiki.apache.org/confluence/display/ CURATOR/TN14">TN14</a> for more info)

connection-ms
(default is 8000 ms)

retries
(default is 1)

retries-ms
(default is 1000 ms)

namespace

(no default)

Improving Reliability

Configuration of the ZooKeeper ensemble is the responsibility of the user, but here are few
suggestions to improve the reliability of the quorum service :

¥ Broker <code>session_ms</code> must be <code>&ge; 2 * server tick time</code> and
<code>&le; 20 * server tick time</code> as by <a
href="https://zookeeper.apache.org/doc/r3.6.3/zookeeperAdmin.html">ZooKeeper 3.6.3 admin
guide</a>. This directly impacts how fast a backup can failover to an
isolated/killed/unresponsive primary. The higher, the slower.

¥ GC on broker machine should allow keeping GC pauses within 1/3 of session_msin order to let
the ZooKeeper heartbeat protocol work reliably. If that is not possible, it is better to increase
session_mgs accepting a slower failover.

¥ ZooKeeper must have enough resources to keep GC (and OS) pauses much smaller than server
tick time. Please consider carefully if a broker and ZooKeeper node should share the same
physical machine depending on the expected load of the broker.

¥ Network isolation protection requires configuring &ge;3 ZooKeeper nodes
As noted previously, session-ms affects the failover duration. The passive broker can activate after

session-ms expires or if the active broker voluntary gives up its role (e.g. during a failback/manual
broker stop, it happens immediately).

For the former case (session expiration with active broker no longer present), the passive broker
can detect an unresponsive active broker by using:

1. cluster connection PINGs (affected by connection-ttl tuning)

2. closed TCP connection notification (depends on TCP configuration and networking

stack/topology)

The suggestion is to tune connection-ttl  low enough to attempt failover as soon as possible, while
taking in consideration that the whole fail-over duration cannot last less than the configured
session-ms.

A backup still needs to carefully configure connection-ttl in order to promptly send


https://curator.apache.org/apidocs/org/apache/curator/framework/CuratorFrameworkFactory.Builder.html#connectionTimeoutMs(int)
https://curator.apache.org/apidocs/org/apache/curator/retry/RetryNTimes.html#%3Cinit%3E(int,int)
https://curator.apache.org/apidocs/org/apache/curator/retry/RetryNTimes.html#%3Cinit%3E(int,int)
https://curator.apache.org/apidocs/org/apache/curator/framework/CuratorFrameworkFactory.Builder.html#namespace(java.lang.String)

a request to the quorum manager to become active before failing-over.

Competing Primary Brokers

When delegating quorum to pluggable implementation roles of primary & backup are less
important. It is possible to have two brokers compete for activation with the winner activating as
primary and the loser taking the backup role. On restart, any peer server with the most up-to-date

journal can activate. The key is that the brokers need to know in advance what identity they will
coordinate on. In the replication primary ha-policy we can explicitly set the coordination-id to a
common value for all peers in a cluster.

<ha-policy>
E  <replication>
<primary>
<manager>
<class-
nameorg.apache.activemq.artemis.lockmanager.zookeeper.CuratorDistributedLockManager </
class-name>
E <properties>
E <property key="connect-string"
value="127.0.0.1:6666,127.0.0.1:6667,127.0.0.1:6668" />
</properties>
</manager>
<coordination-id> peer-journal-001 </coordination-id>
</primary>
</replication>
</ha-policy>

m M m m
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The string value provided as the  coordination-id  will be converted internally into
a 16-byte UUID so it may not be immediately recognisable or human-readable.
However, it will ensure that all "peers" coordinate.

34.3. Failing Back to Primary Server

After a primary server has failed and a backup taken has taken over its duties, you may want to
restart the primary server and have clients fail back.

34.3.1. Failback with Shared Store

In case of shared storage you have a couple of options:

1. Simply restart the primary and kill the backup. You can do this by killing the process itself.

2. Alternatively you can set allow-failback to true on the backup which will force the backup that
has become active to automatically stop. This configuration would look like:

<ha-policy>
E <shared-store>



<backup>
<allow-failback> true </allow-failback>
</backup>
</shared-store>
</ha-policy>
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It is also possible, in the case of shared store, to cause failover to occur on normal server shutdown,

to enable this set the following property to true in the ha-policy configuration on either the  primary
or backuplike so:

<ha-policy>
<shared-store>
<primary>
<failover-on-shutdown> true </failover-on-shutdown>
</primary>
</shared-store>
</ha-policy>
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By default this is set to false, if by some chance you have set this to false but still want to stop the

server normally and cause failover then you can do this by using the management API as explained
at Management

You can also force the active backup to shutdown when the primary comes back up allowing the

primary to take over automatically by setting the following property in the broker.xml configuration
file as follows:

<ha-policy>
<shared-store>
<backup>
<allow-failback> true </allow-failback>
</backup>
</shared-store>
</ha-policy>

[T [T > [Th TP

34.3.2. Failback with Replication

As with shared storage the allow-failback option can be set for both quorum voting and pluggable
lock manager replication configurations.

Quorum Voting

<ha-policy>
<replication>
<backup>
<allow-failback> true </allow-failback>
</backup>
</replication>
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</ha-policy>

With quorum voting replication you need to set an extra property check-for-active-server  to true

in the primary configuration. If set to true then during start-up the primary server will first search
the cluster for another active server using its nodelD. If it finds one it will contact this server and
try to "failback". Since this is a remote replication scenario the primary will have to synchronize its
data with the backup server running with its ID. Once they are in sync it will request the other
server (which it assumes it is a backup that has assumed its duties) to shutdown in order for it to
take over. This is necessary because otherwise the primary server has no means to know whether
there was a fail-over or not, and if there was, if the server that took its duties is still running or not.
To configure this option at your  broker.xml configuration file as follows:

<ha-policy>
<replication>
<primary>
<check-for-active-server> true </check-for-active-server>
</primary>
</replication>
</ha-policy>
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Be aware that if you restart a primary server after failover has occurred then

# check-for-active-server  must be true . If not then the primary server will restart
and serve the same messages that the backup has already handled causing
duplicates.

Pluggable Lock Manager

One key difference between replication with quorum voting and replication with a lock manager is
that with quorum voting if the primary cannot reach any active server with its nodelD then it
activates unilaterally. With a pluggable lock manager the responsibilities of coordination are
delegated to 3rd party. There are no unilateral decisions. The primary will only activate when it
knows that it has the most up-to-date version of the journal identified by its nodelD.

In short: a primary cannot activate without permission when using a pluggable lock manager

HereOs an example configuration:

<ha-policy>
<replication>
<manager>
<!-- some meaningful configuration -->
</manager>
<primary>
<!-- no need to check-for-active-server anymore -->
</primary>
</replication>
</ha-policy>
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34.3.3. All Shared Store Configuration

Primary
The following lists all the  ha-policy configuration elements for HA strategy shared store for primary :

failover-on-shutdown

Whether the graceful shutdown of this broker will cause the backup to activate.

If false then the backup server will remain passive if this broker is shutdown gracefully (e.g.
using Ctrl #+C). Note that if false and you want failover to occur then you can use the
management API as explained here.

If true then when this server is stopped the backup will activate.
The default is false .

wait-for-activation

If set to true then server startup will wait until it is activated. If set to false then server startup
will be done in the background. Default is true .

Backup
The following lists all the  ha-policy configuration elements for HA strategy Shared Store for backup

failover-on-shutdown

Whether the graceful shutdown of this broker will cause the backup to activate.

If false then the backup server will remain passive if this broker is shutdown gracefully (e.g.
using Citrl #+C). Note that if false and you want failover to occur then you can use the
management APl as explained here.

If true then when this server is stopped the backup will activate.
The default is false .

allow-failback

Whether a server will automatically stop when another places a request to take over its place.
The use case is when the backup has failed over.

Colocated Backup Servers

It is also possible when running standalone to colocate backup servers in the same JVM as another
primary server. Primary Servers can be configured to request another primary server in the cluster

to start a backup server in the same JVM either using shared store or replication. The new backup
server will inherit its configuration from the primary server creating it apart from its name, which

will be set to colocated_backup_nwhere n is the number of backups the server has created, and any
directories and its Connectors and Acceptors which are discussed later on in this chapter. A
primary server can also be configured to allow requests from backups and also how many backups

a primary server can start. This way you can evenly distribute backups around the cluster. This is



configured via the ha-policy elementinthe broker.xml file like so:

<ha-policy>

E <replication>

E <colocated>

E <request-backup>true </request-backup>

E <max-backupsi</max-backups>

E <backup-request-retries> -1</backup-request-retries>

E <backup-request-retry-interval>  5000</backup-request-retry-interval>

E <primary/>

E <backup/>

E </colocated>

E </replication>

</ha-policy>
the above example is configured to use replication, in this case the primary and backup
configurations must match those for normal replication as in the previous chapter. shared-store is

also supported

| |
live server 1 | live server 2
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34.3.4. Configuring Connectors and Acceptors

If the HA Policy is colocated then connectors and acceptors will be inherited from the primary
server creating it and offset depending on the setting of backup-port-offset  configuration element.
If this is set to say 100 (which is the default) and a connector is using port 61616 then this will be set

to 61716 for the first server created, 61816 for the second, and so on.

for INVM connectors and Acceptors the id will have colocated backup_nappended,
where n is the backup server number.

34.3.5. Remote Connectors

It may be that some of the Connectors configured are for external servers and hence should be
excluded from the offset. for instance a connector used by the cluster connection to do quorum

voting for a replicated backup server, these can be omitted from being offset by adding them to the

ha-policy configuration like so:



<ha-policy>
<replication>
<colocated>

<excludes>
<connector-ref> remote-connector </connector-ref>
</excludes>

</colocated>
</replication
</ha-policy>
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34.3.6. Configuring Directories

Directories for the Journal, Large messages and Paging will be set according to what the HA
strategy is. If shared store the requesting server will notify the target server of which directories to
use. If replication is configured then directories will be inherited from the creating server but have
the new backups name appended.

The following table lists all the  ha-policy configuration elements for colocated policy:

request-backup

If true then the server will request a backup on another node

backup-request-retries

How many times the primary server will try to request a backup, -1 means for ever.

backup-request-retry-interval

How long to wait for retries between attempts to request a backup server.

max-backups

How many backups a primary server can create

backup-port-offset

The offset to use for the Connectors and Acceptors when creating a new backup server.

34.4. Scaling Down

An alternative to using primary/backup groups is to configure scaledown. When configured for
scale down a server can copy all its messages and transaction state to another active server. The
advantage of this is that you donOt need full backups to provide some form of HA, however there

are disadvantages with this approach the first being that it only deals with a server being stopped

and not a server crash. The caveat here is if you configure a backup to scale down.

Another disadvantage is that it is possible to lose message ordering. This happens in the following
scenario, say you have 2 active servers and messages are distributed evenly between the servers
from a single producer, if one of the servers scales down then the messages sent back to the other



server will be in the queue after the ones already there, so server 1 could have messages 1,3,5,7,9
and server 2 would have 2,4,6,8,10, if server 2 scales down the order in server 1 would be
1,3,5,7,9,2,4,6,8,10.

Scale down of server 2

J

The configuration for an active server to scale down would be something like:

<ha-policy>
E  <primary-only>
<scale-down>
<connectors>
<connector-ref> serverl-connector </connector-ref>
</connectors>
</scale-down>
</primary-only>
</ha-policy>
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In this instance the server is configured to use a specific connector to scale down, if a connector is
not specified then the first INVM connector is chosen, this is to make scale down from a backup
server easy to configure. It is also possible to use discovery to scale down, this would look like:

<ha-policy>
E  <primary-only>
<scale-down>
<discovery-group-ref  discovery-group-name="my-discovery-group" />
</scale-down>
</primary-only>
</ha-policy>
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Moving messages from one broker to another during scale-down involves an
internal transaction. By default this transaction is only committed once per queue.
However, as the number of messages in the queue grows so does the memory
requirements for the transaction. At some point the memory requirements for the
transaction will exceed the limits of the available heap.

In order to deal with this you can configure the commit-interval in the scale-down



element. This will allow the transaction to be committed every so often which will
free the memory from the transaction. It must be greater than Oor -1.1tis -1 hy
default (i.e. donOt commit until all the messages in the queue are scaled-down).

34.4.1. Scale Down with groups

It is also possible to configure servers to only scale down to servers that belong in the same group.
This is done by configuring the group like so:

<ha-policy>
. <primary-only>
<scale-down>

<group-namemy-group</group-name>
</scale-down>
</primary-only>
</ha-policy>
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In this scenario only servers that belong to the group my-groupwill be scaled down to

34.4.2. Scale Down and Backups

It is also possible to mix scale down with HA via backup servers. If a backup is configured to scale
down then after failover has occurred, instead of starting fully the backup server will immediately
scale down to another active server. The most appropriate configuration for this is using the
colocated approach. It means that as you bring up primary servers they will automatically be
backed up, and as they are shutdown their messages are made available on another active server. A
typical configuration would look like:

<ha-policy>
<replication>
<colocated>
<backup-request-retries> 44</backup-request-retries>
<backup-request-retry-interval>  33</backup-request-retry-interval>
<max-backups3</max-backups>
<request-backup>false </request-backup>
<backup-port-offset> 33</backup-port-offset>
<primary>
<group-namepurple </group-name>
<check-for-active-server> true </check-for-active-server>
<cluster-name>abcdefg</cluster-name>
</primary>
<backup>
<group-nametiddles </group-name>
<max-saved-replicated-journals-size> 22</max-saved-replicated-journals-
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ize>
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<cluster-name>33rrrrr  </cluster-name>
<restart-backup> false </restart-backup>
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<scale-down>
<!I--a grouping of servers that can be scaled down to-->
<group-nameboo!</group-name>
<!I--either a discovery group-->
<discovery-group-ref  discovery-group-name="wahey'/>
</scale-down>
</backup>
</colocated>
</replication>
</ha-policy>
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34.4.3. Scale Down and Clients

When a server is stopping and preparing to scale down it will send a message to all its clients
informing them which server it is scaling down to before disconnecting them. At this point the
client will reconnect however this will only succeed once the server has completed the scaledown
process. This is to ensure that any state such as queues or transactions are there for the client when
it reconnects. The normal reconnect settings apply when the client is reconnecting so these should
be high enough to deal with the time needed to scale down.

34.5. Client Failover

Core clients can be configured to receive knowledge of all primary and backup servers, so that in
event of connection failure the client will detect this and reconnect to the backup server. The
backup server will then automatically recreate any sessions and consumers that existed on each
connection before failover, thus saving the user from having to hand-code manual reconnection
logic. For further details see  Client Failover

A Note on Seamless Failover

The broker does not reproduce full server state between active and passive servers. When a
Core client automatically creates a new session on the backup, that session wonOt contain any
information about messages already sent or acknowledged in the previous session. Any in-
flight sends or acknowledgements at the time of failover will also be lost if they werenOt
written to storage.

Theoretically, we could provide a 100% transparent, seamless failover which would avoid any
lost messages or acknowledgements. However, this comes at a great cost: reproducing the full
server state (including the queues, session, etc.). This would require every operation on the
primary server to be reproduced on the backup server in the exact same global order to
ensure a consistent state. This is extremely hard to do in a performant and scalable way,
especially when one considers that multiple threads are changing the active serverOs state
concurrently.

It is possible to provide reproduce the full state machine using techniques such as virtual
synchrony , but this does not scale well and effectively serializes all operations to a single
thread, dramatically reducing concurrency.



Other techniques for multi-threaded use-cases exist such as reproducing lock states or thread
scheduling, but this is very hard to achieve at a Java level.

Consequently, it has been decided that it worth not worth massively reducing performance

and concurrency for the sake of 100% transparent failover. Even without 100% transparent
failover, it is simple to guarantee  once and only once delivery, even in the case of failure, by
using a combination of duplicate detection and retrying of transactions. However, this is not
100% transparent to the client code.

34.5.1. Handling Blocking Calls During Failover

If the client code is in a blocking call to the server, waiting for a response to continue its execution,
when failover occurs, the new session will not have any knowledge of the call that was in progress.
This call might otherwise hang forever, waiting for a response that will never come.

To prevent this, the broker will unblock any blocking calls that were in progress at the time of
failover by making them throw a  javax.jms.JMSException (if using JMS), or a ActiveMQEXxceptionwith
error code ActiveMQException.UNBLOCKHDis up to the client code to catch this exception and retry
any operations if desired.

If the method being unblocked is a call to ~ commit(), or prepare() , then the transaction will be
automatically rolled back and will throw a javax.jms.TransactionRolledBackException (if using JMS),
or a ActiveMQExceptionwith error code ActiveMQException.TRANSACTION_ROLLEDifB&®g the Core
API.

34.5.2. Handling Failover With Transactions

If the session is transactional and messages have already been sent or acknowledged in the current
transaction, then the server cannot be sure that messages sent or acknowledgements have not been
lost during the failover.

Consequently, the transaction will be marked as rollback-only, and any subsequent attempt to
commit it will throw a javax.jms.TransactionRolledBackException (if using JMS), or a
ActiveMQExceptionwith error code ActiveMQException. TRANSACTION_ROLLEDIfm&i0g the Core API.

The caveat to this rule is when XA is used either via JMS or through the Core API. If
2 phase commit is used and prepare has already been called then rolling back
could cause a HeuristicMixedException . Because of this the commit will throw a
XAException.XA_RETR®xception. This informs the Transaction Manager that it

# should retry the commit at some later point in time, a side effect of this is that any
non-persistent messages will be lost. To avoid this use persistent messages when
using XA. With acknowledgements this is not an issue since they are flushed to the
server before prepare gets called.

It is up to the user to catch the exception, and perform any client side local rollback code as
necessary. There is no need to manually rollback the session - it is already rolled back. The user can
then just retry the transactional operations again on the same session.



A fully functioning example demonstrating how to do this is available. Please see the examples
chapter.

If failover occurs when a commit call is being executed, the server, as previously described, will
unblock the call to prevent a hang, since no response will come back. In this case it is not easy for
the client to determine whether the transaction commit was actually processed before failure
occurred.

If XA is being used either via JMS or through the Core API then an
XAException.XA_RETRI¥ thrown. This is to inform Transaction Managers that a
retry should occur at some point. At some later point in time the Transaction
Manager will retry the commit. If the original commit has not occurred then it will

still exist and be committed, if it does not exist then it is assumed to have been
committed although the transaction manager may log a warning.

To remedy this, the client can simply enable duplicate detection ( Duplicate Message Detection ) in
the transaction, and retry the transaction operations again after the call is unblocked. If the
transaction had indeed been committed successfully before failover, then when the transaction is
retried, duplicate detection will ensure that any durable messages resent in the transaction will be
ignored on the server to prevent them getting sent more than once.

By catching the rollback exceptions and retrying, catching unblocked calls and
enabling duplicate detection, once and only once delivery guarantees can be
provided for messages in the case of failure, guaranteeing 100% no loss or
duplication of messages.

Handling Failover With Non-Transactional Sessions

If the session is non-transactional, messages or acknowledgements can be lost in the event of a
failover.

If you wish to provide once and only once delivery guarantees for non-transacted sessions too,
enable duplicate detection, and catch unblock exceptions as described in Handling Blocking Calls
During Failover

Use client connectors to fail over

Core clients retrieve the backup connector from the topology updates that the cluster brokers send.

If the connection options of the clients donOt match the options of the cluster brokers the clients can
define a client connector that will be used in place of the connector in the topology. To define a
client connector it must have a name that matches the name of the connector defined in the
cluster-connection of the broker, i.e. supposing to have a primary broker with the cluster connector
name node-0and a backup broker with the  cluster-connector name node-1 the client connection url
must define 2 connectors with the names  node-0and node-1:

Primary broker config:

<connectors>



E <!-- Connector used to be announced through cluster connections and notifications
==

E <connector name®node-0">tcp://localhost:61616  </connector>

</connectors>

<cluster-connections>
<cluster-connection name*my-cluster" >
<connector-ref> node-0</connector-ref>
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</cluster-connection>
</cluster-connections>

Backup broker config

<connectors>

E <!-- Connector used to be announced through cluster connections and notifications
=

E <connector name®node-1">tcp://localhost:61617  </connector>

</connectors>

<cluster-connections>
<cluster-connection name*my-cluster" >
<connector-ref> node-1</connector-ref>
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</cluster-connection>
</cluster-connections>

Client connection url

(tcp:/llocalhost:616167?name=node-0,tcp://localhost:61617?name=node-
1)?ha=true&reconnectAttempts=-1

34.5.3. Getting Notified of Connection Failure

JMS provides a standard mechanism for getting notified asynchronously of connection failure:
ExceptionListener . Please consult the JMS JavaDoc or any good JMS tutorial for more information
on how to use this.

The Core APl also provides a similar feature in the form of the class
org.apache.activemgq.artemis.core.client.SessionFailureListener

Any ExceptionListener or SessionFailureListener instance will always be called in the event of a
connection failure, irrespective of whether the connection was successfully failed over,
reconnected or reattached. However, you can find out if reconnect or reattach has happened by

either the failedOver flag passed in on the connectionFailed on SessionfailureListener  or by
inspecting the error code on the  JMSExceptionwhich will be one of the following:

JMSExceptionerror codes:



FAILOVER

Failover has occurred, and we have successfully reattached or reconnected.

DISCONNECT

No failover has occurred and we are disconnected.

34.5.4. Application-Level Failover

In some cases you may not want automatic client failover and prefer to handle any connection
failure yourself and code your own manual reconnection logic in your own failure handler. We
define this as application-level failover, since the failover is handled at the user application level.

To implement application-level failover, if youOre using JMS then you need to set an
ExceptionListener class on the JMS connection. The ExceptionListener will be called in the event
that connection failure is detected. In your ExceptionListener , you would close your old JMS
connections, potentially look up new connection factory instances from JNDI and creating new
connections.

For a working example of application-level failover, please see the Application-Layer Failover
Example .
If you are using the Core API, then the procedure is very similar: you would set a FailureListener

on the core ClientSession instances.



Chapter 35. Network Isolation (Split Brain)

A split brain is a condition that occurs when two different brokers are serving the same messages at

the same time. When this happens instead of client applications all sharing the same broker as they
ought, they may become divided between the two split brain brokers. This is problematic because it

can lead to:

¥ Duplicate messages e.g. when multiple consumers on the same JMS queue split between both
brokers and receive the same message(s)

¥ Missed messages e.g. when multiple consumers on the same JMS topic split between both
brokers and producers are only sending messages to one broker

Split brain most commonly happens when a pair of brokers in an HA replication  configuration lose
the replication connection linking them together. When this connection is lost the backup assumes

that the primary has died and therefore activates. At this point there are two brokers on the
network which are isolated from each other and since the backup has a copy of all the messages
from the primary they are each serving the same messages.

What about shared store configurations?

While it is technically possible for split brain to happen with a pair of brokers in
an HA shared store configuration it would require a failure in the file-locking
mechanism of the storage device which the brokers are sharing.

One of the benefits of using a shared store is that the storage device itself acts as an
arbiter to ensure consistency and mitigate split brain.

Recovering from a split brain may be as simple as stopping the broker which activated by mistake.
However, this solution is only viable if no client application connected to it and performed
messaging operations. The longer client applications are allowed to interact with split brain brokers

the more difficult it will be to understand and remediate the resulting problems.

There are several different configurations you can choose from that will help mitigate split brain.

35.1. Pluggable Lock Manager

A pluggable lock manager configuration requires a 3rd party to establish a shared lock between
primary and backup brokers. The shared lock ensures that either the primary or backup is active at
any given point in time, similar to how the file lock functions in the shared storage use-case.

The plugin decides what 3rd party implementation is used. It could be something as simple as a
shared file on a network file system that supports locking (e.g. NFS) or it could be something more
complex like etcd.

The broker ships with a  reference plugin implementation based on Apache ZooKeeper - acommon
implementation used for this kind of task.

The main benefit of a pluggable lock manager is that is releases the broker from the responsibility
of establishing a reliable vote. This means thata  single HA pair of brokers can be reliably protected


https://etcd.io/
https://zookeeper.apache.org/

against split-brain.

35.2. Quorum Voting

Quorum voting is a process by which one node in a cluster can determine whether another node in
the cluster is active without directly communicating with that node. Then the broker initiating the
vote can take action based on the result (e.g. shutting itself down to avoid split-brain).

Quorum voting requires the participation of the other active brokers in the cluster. Of course this
requires that there are, in fact, other active brokers in the cluster which means quorum voting
wonOt work with a single HA pair of brokers. Furthermore, it also wonOt work with just two HA
pairs of brokers either because thatOs still not enough for a legitimate quorum. There must be at
least three HA pairs to establish a proper quorum with quorum voting.

35.2.1. Voting Mechanics

When the replication connection between an active broker and a passive broker is lost the passive
and/or the active broker may initiate a vote.

For a vote to pass a majority of affirmative responses is required. For example, in a
3 node cluster a vote will pass with 2 affirmatives. For a 4 node cluster this would
be 3 affirmatives and so on.

Passive Voting

If a passive broker loses its replication connection to the active broker it will initiate a quorum vote
in order to decide whether to activate or not. It will keep voting until it either receives a vote
allowing it to start or it detects that the previously connected broker is still active. In the latter case
it will then restart as passive.

See the section on Replication Configuration  for more details on configuration.

Active Voting

By default, if the active broker loses its replication connection to the passive broker then it will just
carry on and wait for a passive to reconnect and start replicating again. However, this may mean
that it remains active even though the passive broker has activated so this behavior is configurable
via the vote-on-replication-failure property.

See the section on Replication Configuration  for more details on configuration.

35.3. Pinging the network

You may configure one more addresses in  broker.xml that that will be pinged throughout the life of
the server. The server will stop itself if it canOt ping one or more of the addresses in the list.

If you execute the create command using the --ping argument you will create a default XML that is
ready to be used with network checks:



$ ./artemis create /myDir/myServer ~ --ping 10.0.0.1

This XML will be added to your  broker.xml :

<l--

E You can verify the network health of a particular NIC by specifying the <network-
check-NIC> element.

E <network-check-NIC>theNicName</network-check-NIC>

E->

e
E Use this to use an HTTP server to validate the network
E <network-check-URL-list>http://www.apache.org</network-check-URL-list> -->

<network-check-period> 10006</network-check-period>
<network-check-timeout> 1000</network-check-timeout>

<!-- this is a comma separated list, no spaces, just DNS or IPs
E it should accept IPV6

E Warning: Make sure you understand your network topology as this is meant to check
if your network is up.

E Using IPs that could eventually disappear or be partially visible may
defeat the purpose.
E You can use a list of multiple IPs, any successful ping will make the

server OK to continue running -->
<network-check-list> 10.0.0.1 </network-check-list>

<I-- use this to customize the ping used for ipv4 addresses -->
<network-check-ping-commandping -c 1 -t %d %s </network-check-ping-command>

<!-- use this to customize the ping used for ipv6 addresses -->
<network-check-ping6-commandping6 -c 1 %2%$s </network-check-ping6-command>

Once you lose connectivity towards  10.0.0.1 on the given example the broker will log something
like this:

09:49:24,562 WARN [org.apache.activemg.artemis.core.server.NetworkHealthCheck] Ping
Address /10.0.0.1 wasn't reacheable

09:49:36,577 INFO [org.apache.activemq.artemis.core.server.NetworkHealthCheck]
Network is unhealthy, stopping service ActiveMQServerimpl::serverUUID=04fd5dd8-b18c-
11e6-9efe-6a0001921ad0

09:49:36,625 INFO [org.apache.activemq.artemis.core.server] AMQ221002: Apache Artemis
Message Broker version 1.6.0 [04fd5dd8-b18c-11e6-9efe-6a0001921ad0] stopped, uptime
14.787 seconds

09:50:00,653 WARN [org.apache.activemg.artemis.core.server.NetworkHealthCheck] ping:
sendto: No route to host

09:50:10,656 WARN [org.apache.activemq.artemis.core.server.NetworkHealthCheck] Host



is down: java.net.ConnectException: Host is down

E atjava.net.Inet6Addressimpl.isReachableO(Native Method) [rt.jar:1.8.0_73]

E atjava.net.Inet6Addressimpl.isReachable(Inet6Addressimpl.java:77)

[rt.jar:1.8.0_73]

E atjava.net.InetAddress.isReachable(InetAddress.java:502) [rt.jar:1.8.0_73]

E at
org.apache.activemg.artemis.core.server.NetworkHealthCheck.check(NetworkHealthCheck.ja
va:295) [artemis-commons-1.6.0-SNAPSHOT .jar:1.6.0-SNAPSHOT]

E at
org.apache.activemg.artemis.core.server.NetworkHealthCheck.check(NetworkHealthCheck.ja
va:276) [artemis-commons-1.6.0-SNAPSHOT .jar:1.6.0-SNAPSHOT]

E at
org.apache.activemg.artemis.core.server.NetworkHealthCheck.run(NetworkHealthCheck.java
:244) [artemis-commons-1.6.0-SNAPSHOT .jar:1.6.0-SNAPSHOT]

E at
org.apache.activemg.artemis.core.server.ActiveMQScheduledComponent$2.run(ActiveMQSched
uledComponent.java:189) [artemis-commons-1.6.0-SNAPSHOT .jar:1.6.0-SNAPSHOT]

E at
org.apache.activemg.artemis.core.server.ActiveMQScheduledComponent$3.run(ActiveMQSched
uledComponent.java:199) [artemis-commons-1.6.0-SNAPSHOT .jar:1.6.0-SNAPSHOT]

E at java.util.concurrent.Executors$RunnableAdapter.call(Executors.java:511)
[rt.jar:1.8.0_73]

E atjava.util.concurrent.FutureTask.runAndReset(FutureTask.java:308)

[rt.jar:1.8.0_73]

E at
java.util.concurrent.ScheduledThreadPoolExecutor$ScheduledFutureTask.access$301(Schedu
ledThreadPoolExecutor.java:180) [rt.jar:1.8.0_73]

E at
java.util.concurrent.ScheduledThreadPoolExecutor$ScheduledFutureTask.run(ScheduledThre
adPoolExecutor.java:294) [rt.jar:1.8.0_73]

E atjava.util.concurrent. ThreadPoolExecutor.runWorker(ThreadPoolExecutor.java:1142)
[rt.jar:1.8.0_73]

E at java.util.concurrent. ThreadPoolExecutor$Worker.run(ThreadPoolExecutor.java:617)
[rt.jar:1.8.0_73]

E atjava.lang.Thread.run(Thread.java:745) [rt.jar:1.8.0_73]

Once you reestablish your network connections towards the configured check-list:

09:53:23,461 INFO [org.apache.activemq.artemis.core.server.NetworkHealthCheck]
Network is healthy, starting service ActiveMQServerimpl::

09:53:23,462 INFO [org.apache.activemq.artemis.core.server] AMQ221000: primary
Message Broker is starting with configuration Broker Configuration
(clustered=false,journalDirectory=./data/journal,bindingsDirectory=./data/bindings,lar
geMessagesDirectory=./data/large-messages,pagingDirectory=./data/paging)
09:53:23,462 INFO [org.apache.activemq.artemis.core.server] AMQ221013: Using NIO
Journal

09:53:23,462 INFO [org.apache.activemq.artemis.core.server] AMQ221043: Protocol
module found: [artemis-server]. Adding protocol support for: CORE

09:53:23,463 INFO [org.apache.activemq.artemis.core.server] AMQ221043: Protocol
module found: [artemis-amqgp-protocol]. Adding protocol support for: AMQP



09:53:23,463 INFO [org.apache.activemq.artemis.core.server] AMQ221043: Protocol
module found: [artemis-hornetg-protocol]. Adding protocol support for: HORNETQ
09:53:23,463 INFO [org.apache.activemg.artemis.core.server] AMQ221043: Protocol
module found: [artemis-mqtt-protocol]. Adding protocol support for: MQTT

09:53:23,464 INFO [org.apache.activemq.artemis.core.server] AMQ221043: Protocol
module found: [artemis-openwire-protocol]. Adding protocol support for: OPENWIRE
09:53:23,464 INFO [org.apache.activemg.artemis.core.server] AMQ221043: Protocol
module found: [artemis-stomp-protocol]. Adding protocol support for: STOMP

09:53:23,541 INFO [org.apache.activemq.artemis.core.server] AMQ221003: Deploying
gueue jms.queue.DLQ

09:53:23,541 INFO [org.apache.activemq.artemis.core.server] AMQ221003: Deploying
gueue jms.queue.ExpiryQueue

09:53:23,549 INFO [org.apache.activemg.artemis.core.server] AMQ221020: Started
Acceptor at 0.0.0.0:61616 for protocols [CORE,MQTT,AMQP,STOMP,HORNETQ,OPENWIRE]
09:53:23,550 INFO [org.apache.activemq.artemis.core.server] AMQ221020: Started
Acceptor at 0.0.0.0:5445 for protocols [HORNETQ,STOMP]

09:53:23,554 INFO [org.apache.activemq.artemis.core.server] AMQ221020: Started
Acceptor at 0.0.0.0:5672 for protocols [AMQP]

09:53:23,555 INFO [org.apache.activemq.artemis.core.server] AMQ221020: Started
Acceptor at 0.0.0.0:1883 for protocols [MQTT]

09:53:23,556 INFO [org.apache.activemq.artemis.core.server] AMQ221020: Started
Acceptor at 0.0.0.0:61613 for protocols [STOMP]

09:53:23,556 INFO [org.apache.activemq.artemis.core.server] AMQ221007: Server is now
active

09:53:23,556 INFO [org.apache.activemq.artemis.core.server] AMQ221001: Apache Artemis
Message Broker version 1.6.0 [0.0.0.0, nodelD=04fd5dd8-b18c-11e6-9efe-6a0001921ad0]

Make sure you understand your network topology as this is meant to validate your

n network. Using IPs that could eventually disappear or be partially visible may
defeat the purpose. You can use a list of multiple IPs. Any successful ping will make
the server OK to continue running



Chapter 36. Restart Sequence if using
Journal replication

Apache Artemis ships with 3 possibilities for providing HA:

¥ Shared storage
¥ Network Journal Replication

¥ AMQP Broker Connection Mirroring

This page will cover steps to restart the broker while using journal replication.

36.1. Restarting 1 broker at a time

When restarting the brokers one at a time at regular intervals, it is not important to follow any
sequence. We just need to make sure that at least 1 broker in the primary/backup pair is active to
take up the connections from the client applications.

While restarting the brokers while the client applications are connected kindly
make sure that at least one broker is always active to serve the connected clients.

36.2. Completely shutting down the brokers and
starting

If there is situation that we need to completely shutdown the brokers and start them again, please
follow the following procedure:

1. Shut down all the backup brokers.

2. Shut down all the primary brokers.

3. Start all the primary brokers.

4, Start all the backup brokers.
This sequence is particularly important in case of network replication for the following reasons. If
the primary broker is shutdown first the backup broker will activate and accept all the client
connections. Then when the backup broker is stopped the clients will attempt to reconnect to the
broker that was active most recently i.e. backup. Now, when we start the backup and primary
brokers the clients will keep trying to connect to the last connection i.e. with backup and will never

be able to connect until we restart the client applications. To avoid the hassle of restarting of client
applications, we must follow the sequence as suggested above.

36.3. Split-brain situation

The following procedure helps the cluster to recover from the split-brain situation and getting the
client connections auto-reconnected to the cluster. With this sequence, client applications do not



need to be restarted in order to make connection with the brokers.

During the split brain situation both the primary and backup brokers are active and there is no
replication that is happening from the primary broker to the backup.

In such situation, there can be some client applications that are connected to the primary broker
and other connected to the backup broker. Now after we restart the brokers and the cluster is
properly formed.

Here, the clients that were connected to the primary broker during the split brain situation are
auto-connected to the cluster and start processing the messages. But the clients that got connected
to the backup broker are still trying to make connection with the broker. This happens because the
backup broker has restarted in 'back up' mode.

Thus, not all the clients get connected to the brokers and function properly.
To avoid such mishap, kindly follow the below sequence:

1. Stop the backup broker
Start the backup broker. Observe the logs for the message "Waiting for the primary"

Stop the primary broker.

A WD

Start the primary broker. Observe the primary broker logs for "Server is active" Observe the
backup broker logs for "backup announced"

5. Stop the primary broker again. Wait until the backup broker becomes live. Observe that all the
clients are connected to the backup broker.

6. Start the primary broker. This time, all the connections will be switched to primary broker
again,

During the split brain situation, messages are produced on the backup broker
since it is live. While resolving the split brain situation, if there are some delta
messages that are not produced on the backup broker. Those messages cannot be
auto-recovered. There will be manual intervention required to retrieve the
messages, sometime it is almost impossible to recover the messages. The above
mentioned sequence helps in forming the cluster that was broken due to split
brain and getting all the client applications to auto connected to the cluster
without any need for client applications to be restarted.



Chapter 37. Activation Sequence Tools

You can use the CLI to execute activation sequence maintenance/recovery tools for Replication with
Pluggable Lock Manager.

The 2 main commands are activation list and activation set , that can be used together to recover
some disaster happened to local/coordinated activation sequences.

Here is a disaster scenario built around the RI (using Apache ZooKeeper and Apache curator ) to
demonstrate the usage of such commands.

37.1. ZooKeeper cluster disaster

A proper ZooKeeper cluster should use at least 3 nodes, but what happens if all these nodes crash
loosing any activation state information required to manage replication?

During the disaster (i.e. ZooKeeper nodes are no longer reachable) the follow occurs:
¥ Active brokers shutdown (and if restarted, should hang waiting to reconnect to the ZooKeeper

cluster again)

¥ Passive brokers unpair and wait to reconnect to the ZooKeeper cluster again
Necessary administrative action:

1. Stop all brokers
2. Restart ZooKeeper cluster

3. Search for brokers with the highest local activation sequence for their NodelDby running this
command from the bin folder of the broker:

$ ./artemis activation list --local
Local activation sequence  for Nodel37debb3d1-0d4b-11ec-9704-ae9213b68ac4: 1

4. From the bin folder of the brokers with the highest local activation sequence

# assuming 1 to be the highest local activation sequence obtained at the previous
step

# for NodelD 7debb3d1-0d4b-11ec-9704-ae9213b68ac4

$ ./artemis activation set --remote --to 1

Forced coordinated activation sequence  for Nodel*7debb3d1-0d4b-11ec-9704-
ae9213b68ac4 from 0 to 1

5. Restart all brokers: previously active ones should be able to be active again

The more ZooKeeper nodes there are the less chance that a disaster like this requires
administrative intervention because it allows the ZooKeeper cluster to tolerate more failures.


https://zookeeper.apache.org/
https://curator.apache.org/

Chapter 38. Broker Connections

Instead of waiting for clients to connect, a broker can also initiate a connection to another server.

Broker connections are configured by the <broker-connections> XML element in the broker.xml
configuration file.

<broker-connections>
E ..
</broker-connections>

38.1. AMQP Server Connections

The broker can initiate connections using the AMQP protocol. This means that the broker can
connect to another AMQP server (not necessarily Artemis) and create elements on that connection.

To define an AMQP broker connection, add an <amgqp-connection> element within the  <broker-
connections> element in the broker.xml configuration file. For example:

<broker-connections>

E <amqp-connection uri= "tcp://HOST:PORT" nameother-server" retry-interval=  "100"
reconnect-attempts= "-1" user="john" password=doe">

E

E </amgp-connection>

</broker-connections>

uri

tcp://host:myport[?options] (this is a required argument)

name

Name of the connection used for management purposes

user

Username with which to connect to the endpoint (this is an optional argument)

password

Password with which to connect to the endpoint (this is an optional argument)

retry-interval

Time, in milliseconds to wait before retrying a connection after an error. The default value is
5000

reconnect-attempts

default is -1 meaning infinite



auto-start

Should the broker connection start automatically with the broker. Default is true . If false itis
necessary to call a management operation to start it.

The connection URI options for transport settings, such as enabling and
configuring TLS, are common with other broker connector URIs. See the transport
doc for more. An example configuration for a TLS AMQP broker-connection can be
found in the broker examples at ./examples/features/broker-connection/amqp-
sending-overssl .

If auto-start is disabled on the broker connection, the start of the broker
connection will only happen after the management method
startBrokerConnection(connectionName) is called on the ServerController.

The target endpoint needs permission for all operations that are configured.
Therefore, if a security manager is being used, ensure that you perform the
configured operations with a user with sufficient permissions.

38.2. AMQP Server Connection Operations

The following types of operations are supported on an AMQP server connection:

¥ Mirrors

I The broker uses an AMQP connection to another broker and duplicates messages and sends
acknowledgements over the wire.

¥ Federation

I Broker federation allows the local broker to create remote receivers for addresses or queues
that have local demand. Conversely it can also send federation configuration to the remote
broker causing it to create receivers on the local broker based on remote demand on an
address or queue over this same connection.

¥ Bridges

I The broker uses a set of configured policies to either send messages to or receive messages
from a remote AMQP peer for addresses and queues on the local broker.

¥ Senders

I Messages received on specific queues are transferred to another endpoint.
¥ Receivers

I The broker pulls messages from another endpoint.
¥ Peers

! The broker creates both senders and receivers on another endpoint that knows how to
handle them. This is currently implemented by Apache Qpid Dispatch.



38.3. Reconnecting and Failover
It is possible to determine how reconnection will happen on a broker connection.
These are the attributes that are available on the amqgp-connection XML element:

reconnect-attempts

default is -1 (infinite). How many attempts will be done after a failed connection

retry-interval

default is 5000, in milliseconds, the wait between each retry of a connection

It is also possible to specify alternate hosts on a broker connection by appending a comma
separated list after a # at the end of the URI. The broker connection would keep trying on the
alternate list until one of the targets is available to connect.

For example, a backup broker can be specified like this:

<broker-connections>

E <amqp-connection uri= "tcp:/ServerA:5672#tcp://BackupA:5672"
nameMyBrokerConnection" reconnect-attempts= "-1" retry-interval= "5000">
E

E </amqgp-connection>

</broker-connections>

To specify more than 2 elements use a comma separated list after the first pair, e.g.:

<broker-connections>

E <amqp-connection uri= "tcp:/ServerA:5672#tcp://BackupA:5672,tcp://BackupB:5672"
nameMyBrokerConnection" reconnect-attempts= "-1" retry-interval= "5000">

E

E </amgp-connection>

</broker-connections>

SourceServer

BackupB

Figure 1. Broker Connection - Reconnecting and Failover

The previous example portrays a case of connection failure towards ServerA. The system would try
to connect to ServerA, BackupA, and BackupB until it successfully connects to one of these nodes.

For failover on mirrored brokers, all nodes in the list must be high-available (HA)
# failover nodes. Specifying independents nodes in the mirror list can cause



consistency issues between the message sent to the mirror and the
acknowledgements received on the mirror.

38.4. Mirroring

Mirroring will reproduce any operation that happened on the source brokers towards a target
broker.

The following events are sent through mirroring:

¥ Message sending
I Messages sent to one broker will be "replicated" to the target broker.
¥ Message acknowledgement
I Acknowledgements removing messages at one broker will be sent to the target broker.

! Note that if the message is pending for a consumer on the target mirror, the ack will not
succeed and the message might be delivered by both brokers.

¥ Queue and address creation.

¥ Queue and address deletion.

By default, every operation is sent asynchronously without blocking any clients. However, if you set
sync=true on the mirror configuration the clients will always wait for the mirror on every blocking
operation.

38.4.1. Mirror configuration

Add a <mirror> element within the <amgqp-connection>element to configure mirroring to the target
broker.

The following optional arguments can be utilized:

message-acknowledgements

Specifies whether message acknowledgements are sent. The default value is true .

gueue-creation

Specifies whether a queue- or address-creation event is sent. The default value is true .

gueue-removal

Specifies whether a queue- or address-removal event is sent. The default value is true .

address-filter

An optional comma-separated list of inclusion and/or exclusion filter entries used to govern
which addresses (and related queues) mirroring events will be created for on this broker-
connection. That is, events will only be mirrored to the target broker for addresses that match
the filter. An address is matched when it begins with an inclusion entry specified in this field,
unless the address is also explicitly excluded by another entry.



An exclusion entry is prefixed with I to denote any address beginning with that value does not
match. If no inclusion entry is specified in the list, all addresses not explicitly excluded will

match. If the address-filter attribute is not specified, then all addresses (and related queues) will
match and be mirrored.

Examples:

¥ eumatches all addresses starting with  eu
¥ leu matches all address except for those starting with eu
¥ eu.uk,eu.de matches all addresses starting with either eu.uk or eu.de

¥ eu,leu.uk matches all addresses starting with  eu but not those starting with  eu.uk

¥ Address exclusion will always take precedence over address inclusion.

! ¥ Address matching on mirror elements is prefix-based and does not support
wild-card matching.

sync

If set to true any client blocking operation will be held until the mirror has confirmed receiving
the operation. Defaultis false .

¥ Notice that a disconnected node would hold all operations from the client. If you set
sync=true you must reconnect a mirror before performing any operations.

An example of a mirror configuration is shown below:

<broker-connections>

E <amgp-connection uri= "tcp://HOST:PORT" name®mirror" >
E  <mirror/>

E </amgp-connection>

</broker-connections>

38.4.2. Store and Forward Queue

Mirror events are always stored on a local queue prefixed as $SACTIVEMQ_ARTEMIS_MIRRA@Rhen
concatenated with the broker connectionOs configured name.

So, in the following configuration, mirror events will be stored on a queue named
$ACTIVEMQ_ARTEMIS_MIRROR_brokerB

<broker-connection>

E <amqp-connection uri= "tcp://brokerB:5672"  nameprokerB" >
E <mirror/>

E </amqgp-connection>

</broker-connection>

These messages are then transferred to brokerB:5672. A producer to the address



$ACTIVEMQ_ARTEMIS_MIRROR_bwikeb® created towards brokerB . If there is a security manager
configured, security roles must be provided to the user on the broker connection.

Notice the queue $ACTIVEMQ_ARTEMIS MIRROR_bnokerd actually exist on  brokerB and so it will
not be visible on the administration console. The target broker will treat these messages
accordingly as mirror events and perform the appropriate operations at the target broker.

38.4.3. Pre Existing Messages

The broker will only mirror messages arriving from the point in time the mirror was configured.
Previously existing messages will not be forwarded to other brokers.

38.5. Dual Mirror (Disaster Recovery)

Automatic fallback mirroring is supported. Every sent message and every acknowledgement is
asynchronously replicated to the mirrored broker.

On the following diagram there will be two servers called DataCenterl, and DataCenter2. In order
to have a dual mirror configuration it is necessary to add the mirror broker connection on each
broker.xml :

DataCenter1 DataCenter2

Figure 2. Broker Connection - Disaster Recovery.

On DataCenterl the following code should be added on  broker.xml :

<broker-connections>

E <amgp-connection uri= "tcp://DataCenter2:5672" name*DC2'>
E <mirror/>

E </amgp-connection>

</broker-connections>

The following xml snippet should be added on DataCenter2's broker.xml :

<broker-connections>

E <amgp-connection uri= "tcp:/DataCenter1:5672" nameDC1'>
E <mirror/>

E </amgp-connection>

</broker-connections>

The broker connections will replicate sends and acknowledgements to the other broker, no matter
where they originated. If messages are sent on DC1 ( DataCenterl) these will be automatically



transferred to DC2 ( DataCenter2). Message acknowledgements received on DC2 will be
automatically related back to DC1.

The only exception to that rule would be if there were already consumers with pending messages
on any server, where a mirrored acknowledgement will not prevent the message being consumed
by both consumers.

| It is recommended to not have active consumers on both servers.

38.5.1. Example

There is an example as part of the broker  examples showing dual broker configuration (or disaster
recovery) in ./examples/features/broker-connection/disaster-recovery

On the provided example above, two brokers are configured to mirror each other and whatever

happens in one broker is immediately copied over to the other broker.

38.6. Senders and Receivers

It is possible to connect a broker to another AMQP endpoint simply by creating a sender or receiver
element.

For a sender, the broker creates a message consumer on a queue that sends messages to another
AMQP endpoint.

For a receiver , the broker creates a message producer on an address that receives messages from
another AMQP endpoint.

Both elements function as a message bridge. However, there is no additional overhead required to
process messages. Senders and receivers behave just like any other consumer or producer.

Specific queues can be configured by senders or receivers. Wildcard expressions can be used to
match senders and receivers to specific addresses or  sets of addresses. When configuring a sender
or receiver, the following properties can be set:

address-match

Match the sender or receiver to a specific address or set of addresses, using a wildcard
expression.

queue-name

Configure the sender or receiver for a specific queue.

38.6.1. Examples
Using address expressions:
<broker-connections>

E <amqp-connection uri= "tcp://HOST:PORT" nametother-server" >
E <sender address-match='queues.#"/>



E
==
E

<l-- notice the local queues for remotequeues.# need to be created on this broker

<receiver address-match="remotequeues.#"/>

E </amgp-connection>
</broker-connections>

<addresses>
E <address name%emotequeues.A">

E
E
E

<anycast>
<queue hamefremoteQueueA/>
</anycast>

E </address>
E <address name*jueues.B">

E
E
E

<anycast>
<queue namefocalQueueB"/>
</anycast>

E </address>
</addresses>

Using queue names:

<broker-connections>
E <amqp-connection uri= "tcp://HOST:PORT" nametother-server" >

E
E

<receiver queue-name¥emoteQueueA/>
<sender queue-name4ocalQueueB"/>

E </amgp-connection>
</broker-connections>

<addresses>
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<address nametremotequeues.A">
<anycast>
<queue namezremoteQueueA/>
</anycast>
</address>
<address nametgueues.B">
<anycast>
<queue name4ocalQueueB"/>
</anycast>
</address>

</addresses>

Receivers can only be matched to a local queue that already exists. Therefore, if
receivers are being used, ensure that queues are pre-created locally. Otherwise,

the broker cannot match the remote queues and addresses.

Do not create a sender and a receiver to the same destination. This creates an

infinite loop of sends and receives.



38.7. Peers

The broker can be configured as a peer which connects to the Apache Qpid Dispatch Router and
instructs it that the broker will act as a store-and-forward queue for a given AMQP waypoint
address configured on the router. In this scenario, clients connect to a router to send and receive
messages using a waypointed address, and the router routes these messages to or from the queue

on the broker.

The peer configuration causes the broker to create a sender and receiver pair for each destination
matched in the broker-connection configuration, with these carrying special configuration to let
Qpid Dispatch know to collaborate with the broker. This replaces the traditional need of a router-
initiated connection and auto-links.

Qpid Dispatch Router offers a lot of advanced networking options that be used together with the
broker.

With a peer configuration, the same properties are present as when there are senders and
receivers. For example, a configuration where queues with names beginning queue. act as storage
for the matching router waypoint address would be:

<broker-connections>

E <amgp-connection uri= "tcp://HOST:PORT" nametouter" >
E <peer address-match='queues.#" />

E </amgp-connection>

</broker-connections>

<addresses>
<address name=queues.A">
<anycast>
<queue name=queues.A"/>
</anycast>
</address>
<address nametgueues.B">
<anycast>
<queue name=queues.B"/>
</anycast>
</address>
</addresses>
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There must be a matching address waypoint configuration on the router instructing it that the
particular router addresses the broker attaches to should be treated as waypoints. For example, a
similar prefix- based router address configuration would be:

address {
E prefix: queue
E waypoint: yes

}


https://qpid.apache.org/components/dispatch-router/

For more information refer to the "brokered messaging" documentation for Apache Qpid Dispatch
Router .

Do not use this feature to connect to another broker, otherwise any message sent
will be immediately ready to consume creating an infinite echo of sends and
receives.

It is not necessary to configure the router with a connector or auto-links to
" communicate with the broker. The brokers peer configuration replaces these

aspects of the router waypoint usage.

38.8. Address Consideration

It is highly recommended that address nameand queue nameare the same. When a queue with its
distinct name (as in the following example) is used senders and receivers will always use the
address namewhen creating the remote endpoint.

<broker-connections>

E <amqp-connection uri= "tcp://HOST:PORT" nametother-server" >
E <sender address-match='queues.#" />

E </amgp-connection>
</broker-connections>

<addresses>

E <address name“gueues.A">

E <anycast>

E <queue name=distinctNameQueue.A"/>
E </anycast>

E </address>

</addresses>

The above example would create an AMQP sender towards queues.A

n To avoid confusion it is recommended that address nameand queuenameare kept the
same.

38.9. Federation

Broker federation allows the local broker to create remote receivers for addresses or queues that

have local demand. Conversely, the broker connection can send connection scoped federation
configuration to the remote broker causing it to create receivers on the local broker based on

remote demand on an address or queue over this same connection.

Add a <federation> element within the <amqgp-connection>element to configure federation to the
broker instance. The <amqp-connection> contains all the configuration for authentication and
reconnection handling. See above sections to configure those values.

The broker connection federation configuration consists of one or more policies that define either


https://qpid.apache.org/components/dispatch-router/
https://qpid.apache.org/components/dispatch-router/

local or remote federation configurations for addresses or queues.

<broker-connections>
E <amqp-connection uri= "tcp://HOST:PORT" name%ederation-example” >
<federation>
<local-address-policy = name=example-local-address-policy" >
<include address-match="local-address.#" />
<exclude address-match="local-address.excluded" />
</local-address-policy>
<local-queue-policy name®example-local-queue-policy" >
<include address-match="address" queue-match=local-queue" />
</local-queue-policy>
<remote-address-policy name=example-remote-address-policy" >
<include address-match=remote-address" />
</remote-address-policy>
<remote-queue-policy name“example-remote-queue-policy" >
<include address-match='#" queue-matchZremote-queue" />
<exclude address-match="excluded.#" queue-match=remote-queue-excluded" />
</remote-queue-policy>
</federation>
E </amgp-connection>
</broker-connections>
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For a more complete reference of the AMQP Federation configuration elements refer to the AMQP

Federation Configuration Glossary

38.9.1. Address federation

Address federation can be thought of as full multicast over a set of loosely coupled brokers. Every
message sent to address on Broker-1 will be delivered to every queue bound to that address on that

broker, but also will be delivered to the matching address on Broker-2, Broker-3 E Broker-N and all

the queues bound to that address.

Broker 1

[ Address ]

i

[ Address
Consume.r
Broker 3
()

Figure 2. Address Federation



For further details please see the Address Federation documentation.

38.9.2. Queue federation

Queue federation offers a means of load balancing message queues across multiple broker
instances. Messages sent to a queue on Broker-1 will be consumed and sent to the matching queue
on Broker-2 if there is no local consumer available to consume the message.

Broker 1

[ Queue ]

Broker 2

e q%f

Broker 3

= ij

Figure 3. Queue Federation

For further details please see the Queue Federation documentation.

38.10. Bridges

AMQP Bridges allows the local broker to create remote receivers for addresses or queues that have
local demand and match configured policy constraints. Conversely the broker can create remote
senders for addresses or queues that exist on the local broker and match configured policy
constraints.

Add a <bridge> element within the  <amqp-connection>element to configure AMQP bridge to the
broker instance. The <amgqp-connection> contains all the configuration for authentication and
reconnection handling. See above sections to configure those values.

The broker connection bridge configuration consists of one or more policies that define either send-
to or receive-from bridge configurations for addresses or queues.

<broker-connections>
<amgp-connection uri= "tcp://HOST:PORT" name=bridge-example" >
<bridge name=example-bridge" >
<bridge-from-address name®example-bridge-from-address-policy" >
<include address-match="local-address.#" />
<exclude address-match="local-address.excluded" />
</bridge-from-address>
<bridge-from-queue nametexample-bridge-from-queue-policy" >
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<include address-match="'address" queue-match=local-queue" />
</bridge-from-queue>
<bridge-to-address name=example-bridge-to-address-policy" >
<include address-match="outgoing-address" />
</bridge-to-address>
<bridge-to-queue nametexample-bridge-to-queue-policy" >
<include address-match="#" queue-matchzoutbound-queue" />
<exclude address-match="#" queue-match=local-queue-excluded" />
</bridge-to-queue>
</bridge>
E </amgp-connection>
</broker-connections>
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38.10.1. Bridging from remote addresses and queues

Bridging from a remote address or queue involves monitoring a local address or queue for demand
and reacting when demand is added or removed. When demand exists the bridge will create a
receiver on the matching address or queue on the opposing AMQP peer. Because the receivers are
created on addresses and queues on the opposing peer, the authentication credentials supplied to
the broker connection must have sufficient access to the bridged address or queue on the remote
peer in order to consume messages from them.

An example of AMQP address and queue bridge from configurations are shown below.

<broker-connections>
<amgqp-connection uri= "tcp://[HOST:PORT" name*=bridge-example" >
<bridge name“example-bridge" >
<bridge-from-address name=example-bridge-from-address-policy"  priority= "-2" >
<include address-match="local-address.#" />
<exclude address-match="local-address.excluded" />
</bridge-from-address>
<bridge-from-queue nametexample-bridge-from-queue-policy" >
<include address-match="'address" queue-match=local-queue" />
</bridge-from-queue>
</bridge>
E </amqgp-connection>
</broker-connections>
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The set of common policy attributes for bridge from address and queue policies:

name

The name of the policy. These names should be unique within a broker connectionOs bridge
policy elements.

priority
A configured priority value which if set is applied remote receiver created by this bridge policy,
this value is added to the receiver link properties and if supported will influence the priority
assigned on the remote.



priority-adjustment
When bridge receivers are created this value can be used to ensure that those bridge receivers
have a lower priority value than other receivers on the same address or queue. The default is -1.

includeDivertBindings

Should the bridge from address policy include divert bindings in the checks that control if a
remote receiver is created to bridge from an address.

filter

Optional filter string that is validated as a JMS selector string and is applied to the receiver that
is bridging messages from and address or queue on the remote peer.

remoteAddress

An optional override of address that is set as the address in the Source configuration of the
AMQP receiver that is bridging messages from the remote peer. The default action is to assign
either the address or queue name depending on whether the policy is bridging an address or
queue.

remoteAddressPrefix

An optional address prefix that is set on the address in the Source configuration of the AMQP
receiver that is bridging messages from the remote peer. The default value is null and no prefix
is applied to the source address.

remoteAddressSuffix

An optional address suffix that is set on the address in the Source configuration of the AMQP
receiver that is bridging messages from the remote peer. The default value is null and no suffix
is applied to the source address.

remoteTerminusCapabilities

Optional set of remote source capabilities that are set on the receiver when bridging an address
or queue from the remote peer. The capabilities are configured as a comma delimited list whose
default value is null .

Policy attributes that apply to AMQP bridge from address policies only:

enable-divert-bindings
Instructs the receive from address policy to look at diverts that matching address would forward

to and check for demand on those diverts when processing demand on the matched address. By
default this option is  false and diverts are not checked.

use-durable-subscriptions

Instructs the receive from address policy that it should use an JMS over AMQP mapped durable
subscription to create the remote receiver which is meant to result in a durable address
subscription being created for receivers on addresses that have local demand. By adding a
durable subscription the remote will accumulate messages when the broker connection if down
and will recover stored messages if the remote server is shutdown and restarted. By default this
option is set to false to avoid unwanted accumulation of remote messages and if enabled
intervention may be needed from remote management to remove old subscriptions or clear



space as needed.
Configuration policy elements of which more than one entry per policy is allowed:

include

The address-match or queue-match pattern to use to match included addresses and queues.
Multiple of these can be set but if none is set then no matches would be made.

exclude

The address-match or queue-match pattern to use to match excluded addresses and queues.
Multiple of these can be set, or it can be omitted if no excludes are needed.

38.10.2. Bridging to remote addresses and queues

Bridging to a remote address or queue involves monitoring for the existence of a local address or
gqueue amd reacting when one is added or removed. When the target address or queue exists the
bridge will create a sender on the matching address or queue on the opposing AMQP peer. Because
the senders are created on addresses and queues on the opposing peer, the authentication
credentials supplied to the broker connection must have sufficient access to the bridged address or
queue on the remote peer in order to produce messages to them.

An example of AMQP address and queue bridge to configurations are shown below.

<broker-connections>
E <amqp-connection uri= "tcp://HOST:PORT" name‘bridge-example" >
F  <bridge nametexample-bridge" >
<bridge-to-address nametexample-bridge-to-address-policy” >
<include address-match="outgoing-address" />
</bridge-to-address>
<bridge-to-queue name=example-bridge-to-queue-policy"  priority= "1" >
<include address-match='#" queue-matchzoutbound-queue" />
<exclude address-match="#" queue-match=local-queue-excluded" />
</bridge-to-queue>
</bridge>
E </amgp-connection>
</broker-connections>
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The set of common policy attributes for bridge to address and queue policies:

name

The name of the policy. These names should be unique within a broker connectionOs bridge
policy elements.

priority
A configured priority value which if set is applied local receiver created by this bridge policy,

this value is added to the receiver link properties and if supported will influence the priority
assigned on the local server.



priority-adjustment
When bridge senders are created this value can be used to ensure that those bridge senders
have a lower priority value than other senders on the same address or queue. The default is -1.

filter

Optional filter string that is validated as a JMS selector string and is applied to the sender that is
bridging messages to an address or queue on the remote peer.

remoteAddress

An optional override of address that is set as the address in the Target configuration of the
AMQP sender that is bridging messages to the remote peer. The default action is to assign either
the address or queue name depending on whether the policy is bridging an address or queue.

remoteAddressPrefix

An optional address prefix that is set on the address in the Target configuration of the AMQP
sender that is bridging messages to the remote peer. The default value is null and no prefix is
applied to the target address.

remoteAddressSuffix

An optional address suffix that is set on the address in the Target configuration of the AMQP
sender that is bridging messages to the remote peer. The default value is null and no suffix is
applied to the target address.

remoteTerminusCapabilities

Optional set of remote target capabilities that are set on the sender when bridging an address or
queue to the remote peer. The capabilities are configured as a comma delimited list whose
default value is null .

Policy attributes that apply to AMQP bridge to address policies only:

use-durable-subscriptions

Instructs the send to address policy that bindings created on local addresses that match the
configured policy includes should create a durable address binding which will be reloaded on
server restart and will store messages that were sent to the address while the broker connection
is down. The option is false by default and a volatile binding is created on the local address that
is deleted whenever the broker connection is down so that messages are not retained.

Configuration policy elements of which more than one entry per policy is allowed:

include

The address-match or queue-match pattern to use to match included addresses and queues.
Multiple of these can be set but if none is set then no matches would be made.

exclude

The address-match or queue-match pattern to use to match excluded addresses and queues.
Multiple of these can be set, or it can be omitted if no excludes are needed.



38.10.3. Examples

A number of examples for using the federation functionality in a variety of situations can be found
in the broker examples under directory ./examples/features/broker-connection

38.11. Address Federation

Address federation can be thought of as full multicast over the connected brokers. Every message

sent to address on Broker-1 will be delivered to every queue bound to that address on that broker,

but also will be delivered to the matching address on Broker-2, Broker-3 E Broker-N and all the
gueues bound to that address.

Address federation creates consumers that read messages from the matching address on the
remote peer when demand is detected on a local address that matches a specific federation address
policy. On the remote peer a queue binding is created on the federated address which will store and
forward messages sent to that address back to the initiating broker. Once a message arrives at the
federation address consumer on the initiating broker it is then published into the local address
which routes the message into each of the queues bound to that address.

Address federation can be configured to operate in a single direction between peers or can
configured to operate in both directions between peers allowing message to flow in both directions
delivering messages to consumers on either broker that were sent to the matching address on the
opposing broker instance. For a more complete reference of the AMQP Address Federation
configuration elements refer to the ~ AMQP Federation Configuration Glossary
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38.11.1. Common Address Federation Topologies
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The sections that follow discuss some common address federation topologies and some
configuration considerations specific to those topologies.

Two way Address Federation

This is a common case where consumers on either broker should receive messages sent from



producers both on the local broker and on the remote broker. Messages only cross the federation
connection if a consumer exists on the remote address otherwise messages do not leave the local
broker.
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This configuration can be setup by adding a federation policy on both broker instances that
configure the address to federate and a connection URI pointing to the opposing broker.

<broker-connections>

E <amgp-connection uri= "tcp://HOST:PORT" name*federation-example” >

<federation>
<local-address-policy = name®example-local-address-policy" >

<include address-match="a.federated-address.#" />

</local-address-policy>

</federation>

E </amgp-connection>

</broker-connections>
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It is also possible to configure this on only one of the two brokers using a remote address federation
policy in the broker connection configuration.

<broker-connections>

<amgqp-connection uri= "tcp://HOST:PORT" name=federation-example" >

<federation>
<local-address-policy = name®example-local-address-policy" >
<include address-match="a.federated-address.#" />
</local-address-policy>
<remote-address-policy name=example-remote-address-policy" >
<include address-match="a.federated-address.#" />
</remote-address-policy>

</federation>

E </amgp-connection>

</broker-connections>
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In either of these two configurations the federation implementation will protect itself from looping
messages so unlike other implementations you do not need to configure a max-hopssetting.



Three Broker Mesh

An expansion of the previous configuration is a three broker mesh where each broker creates an
address federation for the same address on each of the other two brokers when local demand is
present. In this scenario any message published on an address on one of the brokers will be sent to
consumers on that address that are active on the other two brokers.
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Because this configuration now creates a loop with more than two brokers the configuration must
add a max-hopsvalue to ensure that the messages sent to one of the brokers does not propagate
beyond the two closest neighbors in the loop otherwise the messages would loop forever amongst
the three brokers.

<broker-connections>

<include address-match='a.federated-address.#" />
</local-address-policy>

</federation>

</amqp-connection>

E <amgp-connection uri= "tcp://HOST-1:PORT" name%ederation-example-to-1" >

E <federation>

E <local-address-policy  name®example-local-address-policy-1" max-hops=1" >
E <include address-match="a.federated-address.#" />

E </local-address-policy>

E </federation>

E </amgp-connection>

E <amgp-connection uri= "tcp://HOST-2:PORT" nameederation-example-to-2" >

E <federation>

E <local-address-policy  nameexample-local-address-policy-2" max-hops=1" >
E

E

E

E



</broker-connections>

By configuring each of the brokers with a max-hopsvalue as above the message will be stopped from
moving beyond the neighboring broker that receives it and no message looping occurs.

Address Federation Ring

Another less common configuration is a good demonstration of a case where using the max-hops
settings is critical for preventing an infinite loop of message federation. This is also known as a ring

and involves creating an address federation configuration that connects to a neighboring broker
amongst three or more broker instances. In this scenario the configuration must set a max-hops
value of N-1 where N is the number of brokers in the ring.
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To achieve this configuration each broker would need to add a broker connection for its neighbor

as follows. Note the max-hops=4n this case since there are five brokers in the diagram, this ensures
a federated message never cross back through the originating broker and thus cannot create an
message loop.

<broker-connections>

<amgqp-connection uri= "tcp://[HOST-1:PORT" name*ederation-example-to-1" >
<federation>
<local-address-policy  nameexample-local-address-policy-1" max-hops=4" >

<include address-match="a.federated-address.#" />
</local-address-policy>
</federation>
</amqp-connection>
E </amgp-connection>
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</broker-connections>

Hub and Spoke Address Federation

Another configuration that allows consumers on brokers to read messages produced on any other
broker peer is a hub and spoke configuration. In this configuration spoke brokers connect to a
central hub and message traffic between the spokes passes through that hub broker which
centralizes communication and allows the spokes to only need to know about one other broker, the
hub broker. When demand exists on any of the spokes they create a federation consumer link to the
hub, this in turn causes the hub to create federation consumer links to each of the spokes where the
address exists regardless of the presence of a producer on those spokes in order to ensure that
when a producer arrives the messages that it sends reach the other spokes with attached
consumers (this is shown on diagram at  spoke 3).
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This is configured on the spoke brokers much the same as dual address federation where a local

and remote policy is configured both sides to listen for demand on the given address and federate
messages when demand is detected. This setup allows the hub to now sense demand and federate
from the spoke as needed and since each spoke mirrors this configuration the message can travel in
either direction based on which spoke a consumer has subscribed to the federated address and
which spoke a producer sends to the address. There is no need to configure a max-hopsvalue in this
configuration since the federation implementation prevents a loop in this case in the same manner

it does for dual federation configurations.

<broker-connections>
<amgp-connection uri= "tcp://HUB-HOST:PORT'hame=ederation-example" >
<federation>
<local-address-policy = name®example-local-address-policy" >
<include address-match="a.federated-address.#" />
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</local-address-policy>
<remote-address-policy name“example-remote-address-policy" >
<include address-match="a.federated-address.#" />
</remote-address-policy>
</federation>
E </amqgp-connection>
</broker-connections>
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While this is not the only configuration that can create this setup it does represent a simple and
flexible configuration where spoke can be added without making configuration changes on the
hub.

38.12. Queue Federation

Queue federation offers a means of load balancing message queues across multiple broker
instances. Messages sent to a queue on Broker-1 can be consumed and sent to the matching queue
on Broker-2 via a federation consumer if there is no local consumer available to consume the
message.

Queue federation creates consumers that consume messages from the matching queue on the
remote peer when demand is detached on the local queue that matches a specific queue federation

policy. The federation consumer acts as an addition consumer on the target remote queue
competing with consumers on that remote queue for messages. Federation queue consumers can
be configured to always have lower priority than the local queue consumers and also can be

configured to only pull messages from the remote queue if there is capacity to handle those

messages on the local broker.
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Queue federation can be configured operate in a single direction between peers or can configured
to operate in both directions between peers allowing message to flow in both directions delivering
messages to consumers on either broker that were sent to the matching queue on the opposing
broker instance. When configured for dual federation messages can migrate back and forth
between brokers depending on capacity and available local consumers, this back and forth message




flow can be reduced by ensuring that the federation policy uses a pull when space is available
configuration which will only pull a batch of messages from the remote if the local queue does not
already have a backlog. For a more complete reference of the AMQP Queue Federation
configuration elements refer to the ~ AMQP Federation Configuration Glossary

38.12.1. Common Queue Federation Topologies

The sections that follow discuss some common queue federation topologies and some configuration
considerations specific to those topologies.

Simple Queue Load Balance

The simplest configuration of Queue federation involves a two broker setup where broker-1 creates
a federation consumer to  broker-2 when demand is present on a federated queue. The messages
sent by a producer on broker-2 are shared between any local consumer and the federation
consumer.
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This configuration can be setup by adding a federation policy on broker-1 that configure the queue

to federate and a connection URI pointing to the opposing broker. Note that this configuration adds
properties to configure the federation queue consumer to pull messages as opposed to the default
which allows messages to flow regardless of local queue backlogs, this helps to prevent pulling
messages from the remote broker unless the local broker has a shortage which helps to prevent
starving consumers directly attached to the remote broker.

<broker-connections>
<amgqp-connection uri= "tcp://HOST:PORT" name=federation-example" >
<federation>
<local-queue-policy name=example-local-address-policy" >
<include address-match="#" queue-match=a.federated-queue" />
<property key="amqgpCredits" value="0" />
<property key="amgpPullConsumerCredits" value="1" />
</local-queue-policy>
</federation>
E </amgp-connection>
</broker-connections>
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While this configuration provides basic sharing of messages between brokers it can result in
messages being stuck on broker-1 if the consumer goes down as messages cannot flow back to
broker-2 to be be read by a consumer there which is why the next topology is often deployed.

Bi-directional Queue Federation

In a bi-directional queue federation configuration both brokers are configured to federate a given
queue between them allowing messages to flow in either direction. This configuration allows
message that have been federated to one broker to flow back to the other if local demand is

removed which can prevent stuck messages.
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This configuration can be setup by adding a broker connection element to each of the broker
instances with the same local queue federation policy or could be defined on only one broker using
both a local and remote queue federation policy as shown below.

<broker-connections>
E <amqp-connection uri= "tcp://HOST:PORT" name%ederation-example” >
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<federation>
<local-queue-policy

E </amgp-connection>
</broker-connections>

nametexample-local-queue-policy" >
<include address-match="#" queue-match*a.federated-queue" />
</local-queue-policy>
<remote-queue-policy name“example-remote-queue-policy" >
<include address-match='#" queue-matchza.federated-queue" />
</remote-queue-policy>
<property key='amqgpCredits" value="0" />
<property key="amqgpPullConsumerCredits" value="10" />
</federation>

This configuration would result in only a single connection between the two brokers. Each policy
will be configured by the shared properties of the federation element to use a pull consumer that
batches ten messages at a time whenever the target queue has no pending messages already
waiting to be read.



